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Abstract

Fundamental problems facing Astronomy in the “Big Data” era relate to processing,

visualisation, analysis, storage, and transfer of data. As the volume and velocity at which

data is generated and stored increases, there is a need for new approaches to turn the data

flood into a flood of insights, ideas and new theories. Novel methods and analytical tools

are required to help astronomers understand the information hidden within their data.

Many planned or ongoing surveys aim at increasing the sample size of previous surveys

by orders of magnitude. While data growth in surveys allow ambitious science to be

undertaken, it also imposes significant challenges for knowledge discovery. Through my

thesis, I investigate, develop and introduce novel tools and methods related to: processing,

visualisation, and analysis; data storage; and data transfer of large survey data — all of

which are developed to support large and heterogeneous collaborations and surveys.

In large, data-rich survey projects, astronomers face limitations regarding: 1) interac-

tive visual analytics of sufficiently large subsets of data; 2) synchronous and asynchronous

collaboration; and 3) documentation of the discovery workflow. To alleviate these lim-

itations, I introduce the first large-scale visual analytics framework for astronomy, with

application to high-resolution, immersive three-dimensional environments and desktop dis-

plays. The framework provides mechanisms for qualitative, comparative, and quantitative

visualisation of sets of spectral cube data, as well as mechanisms to enable collaborative

work and science reproducibility. I show how the implementation of the framework, called

encube, operates in a large-scale, hybrid visualisation and supercomputing environment

using the CAVE2 at Monash University, and on a local desktop, making it a versatile

solution. I discuss how the approach employed by the framework can help accelerate the

discovery rate in a variety of research scenarios.

While a large-scale framework can accelerate the evaluation of large subsets of data,

there is a need to enhance features of interest at a single visualisation level. As most three-

dimensional (3D) visualisation techniques have been developed in fields of research such

as medical imaging, many transfer functions are not optimal for astronomical data. To

provide new astronomy-specific explorative colouring methods, I investigate how transfer

functions and graphics shaders can be exploited to improve and accelerate visualisation

and analysis of spectral cube data. I introduce 12 shader algorithms, including four novel

transfer functions specifically designed to produce intuitive and informative 3D visualisa-

tions of spectral cube data. The remaining shaders highlight how common astronomical

computations like filtering, smoothing and line ratio algorithms can be integrated as part
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of the graphics pipeline. I discuss how this can be achieved at interactive frame rates

by utilising the parallelism of modern Graphics Processing Units (GPUs) along with a

shading language.

As the volume of data grows within a survey project, astronomers are increasingly

faced with choices on what data to keep—and what to throw away. Recent work eval-

uating the JPEG2000 (ISO/IEC 15444) standards as a future data format standard in

astronomy has shown promising results on observational data. However, there is still a

need to evaluate its potential on other type of astronomical data, such as from numerical

simulations. To explore this topic, I use the ∼27 Terabyte dataset from the GPU-Enabled

High Resolution cosmological MicroLensing parameter survey (GERLUMPH) as a case

study. As the GERLUMPH dataset is expected to grow by two orders of magnitude

with future processing, I evaluate several data compression techniques to minimize stor-

age space. Techniques include off-the-shelf and custom lossless compression algorithms

as well as the lossy JPEG2000 compression format. Results of lossless compression al-

gorithms show small compression ratios (1.4:1 to 4.7:1) varying with the nature of the

input data. In this case study, a high compression ratio (up to 325,812:1) was achieved

with lossy JPEG2000 without significantly compromising the intended use of the data for

constraining quasar source profiles from cosmological microlensing.

Finally, I present a systematic evaluation of JPEG2000 as a transport data format to

enable rapid remote searches for fast transient events as part of the Deeper Wider Faster

(DWF) programme. Among the ∼20 telescopes employed to perform simultaneous and

rapid-response multi-wavelength follow-up searches for fast transient events on millisecond-

to-hours timescales, the optical data component is led by the Dark Energy Camera at the

Cerro Tololo Inter-American Observatory (CTIO) in Chile. Near real-time data processing

and fast transient candidate identification requires computational power exceeding what

is currently available on-site at CTIO. In this context, Gigabyte-sized data files must

be transmitted rapidly and constantly to Australia for supercomputer post-processing,

source finding, visualisation and analysis. This step in the search process poses a major

bottleneck. I show that adding highly customised compression and decompression steps

to the science pipeline considerably reduces the transmission time — finding a linear

relation between compression ratio and the mean estimated data transmission speed-up

factor. Furthermore, I evaluate how lossy JPEG2000 compression affects the process of

identifying transients, and find only a negligible effect for compression ratios up to ∼25:1.

These results validate the introduction of compression to the science pipeline, enabling

science that was otherwise too difficult with current technology.
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The stress imposed on current discovery workflows by Petabyte-scale datasets repre-

sents an important motivation to conduct e-Research in astroinformatics, scientific visu-

alisation, and algorithmics. Concepts presented throughout this thesis are fundamental

to the new reality of Big Data astronomical research. The astronomical community can

only profit by merging these new techniques into future visual analysis systems capable of

handling data as it grows in volume and velocity.
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et leurs portefeuilles, me laissant ainsi entrer dans le monde de la recherche. J’ai apprécié
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de poursuivre un jour un doctorat; encore moins de le faire en Australie. Il n’en reste pas
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1
Introduction

“I’m taking control of the (...) machine.”

—Richard David James

1.1 The Petascale Astronomy era

In recent years, numerous scientific disciplines, businesses and economies have entered an

era of data abundance (e.g. Lynch, 2008; Manyika et al., 2011; Swan, 2013; Einav & Levin,

2014; Reed & Dongarra, 2015). In astronomy alone, various instruments and computer

hardware routinely generate large quantities of data, and the rapid evolution and spread

of the Internet has simplified the process of sharing and accessing content at a global scale.

This abundance of data is commonly referred to as “Big Data” in the literature and

popular media. Big Data is often characterised by the three “V”s (e.g. Wu & Chin, 2014):

1. the volume of information required to be stored, processed and transfered;

2. the velocity at which information increases or dissipates; and

3. the variety of data formats.

While the variety of formats is generally not a factor for astronomers — often limited to

a closed set of options for a given sub-field of astronomy [e.g. FITS (Wells et al., 1981),

HDF5 (Folk et al., 2011)] — the volume and velocity have a direct impact.

Past, current and projected on-hand volumes of astronomical data have been described

as Terascale (e.g. Szalay et al., 2002; Borne, 2009; Stephens et al., 2015), Petascale (e.g.

Thusoo et al., 2010; Brumfiel et al., 2011; Vohl et al., 2015), and Exascale (e.g. Pirenne &

Durand, 1995; Broekema et al., 2012; Vermij et al., 2014) — referring to terabyte (TB),

1
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petabyte (PB), and exabyte-size (EB) data respectively1. Today, large observational and

theoretical surveys can involve individual files or sets of files of the order of TB to PB,

and are soon expected to reach the order of EB.

Large surveys from facilities like APERTIF (APERture Tile In Focus; Verheijen et al.,

2009), MeerKAT (originally the Karoo Array Telescope; Booth et al., 2009) and ASKAP

(Australian Square Kilometre Array Pathfinder; Guzman & Humphreys, 2010) are set to

gather lots of very big files. For example, without considering derived byproducts, neutral

atomic hydrogen (HI) surveys with APERTIF are set to collect about 20,000 hyperspectral

data files, for an estimated total of 20 PB of data. Far beyond the data product of

its “Pathfinder” facilities (APERTIF, MeerKAT, ASKAP), the Square Kilometer Array

(SKA) — planned to become fully operational in the late 2020s — is expected to store

over one EB of data every year (Lazio, 2013; IBM, 2013; Quinn et al., 2015; Quinn et al.,

2015).

Similarly, as the capacity of instruments and telescopes to observe unprecedented vol-

umes of the cosmos with great sensitivity increases, numerical simulations have also grown

in size to study parameter spaces, upgrade and develop physical models, and aid with plan-

ning large-scale observational programs (e.g. Klypin et al., 2011; Teklu et al., 2015; Bernyk

et al., 2016). Numerical simulations with datasets of many TB in size are common (e.g.

Riebe et al., 2013; Vernardos et al., 2014; Teklu et al., 2015), and the trend is evolving

towards PB-size datasets. For instance, the Magneticum numerical simulations (Teklu

et al., 2015) are moving towards using discretised time steps requiring ∼0.9 TB to 21

TB for N-body simulations dealing with 15843 to 45363 particles respectively, where each

particle uses 250 bytes2.

The velocity at which files are being generated has also seen a rapid growth, in part

due to the need to study the sky at high time resolution, and to the constant hardware

evolution — including Graphics Processing Units (GPU), Field-Programmable Gate Ar-

rays (FPGA), and faster and more numerous Central Processing Units (CPU) pooled into

supercomputers. For example, incoming data from ASKAP reach the Pawsey Centre at a

rate of ∼2.5 GB per second3. Similarly, with its digital receivers, FPGA-based filterbanks,

and 43 GPUs, the data rate of the UTMOST radiotelescope can reach up to 8 gigabit (Gb)

per second per polyphase filterbank in critically-sampled mode (Bailes et al., 2017).

From this rapid growth of data volume and velocity, the Petascale Astronomy Era is a

1Note that these terms (i.e. Petascale) are also often used to refer to the number of floating point
operations per second (FLOP/s).

2Klaus Dolag, private communication.
3https://www.atnf.csiro.au/projects/askap/computing.html, last accessed on 19 September 2017.

https://www.atnf.csiro.au/projects/askap/computing.html
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natural outcome of current and near-term large-scale observational and numerical surveys.

1.2 Data Challenges of Ongoing and Upcoming Surveys

Throughout this thesis, I concentrate on one class of astronomical data: the survey.

Whether from observation or generated through numerical modelling, surveys are a fun-

damental component of astronomical research.

Astronomical surveys build catalogues of measured or inferred properties for samples

of objects (e.g. stars, galaxies, dark matter haloes, lensed systems) – designed to en-

able statistical studies where the Law of Large Numbers theorem applies (Poisson, 1837;

Feigelson & Babu, 2012). Moreover, surveys allow variations across classes of objects to

be studied, which can lead to identifying anomalies and making discoveries.

Many planned or ongoing surveys aim at increasing the sample size of previous surveys

by one or more orders of magnitude. Doing so provides means to explore portions of

parameter space where only a handful of examples were previously known, and to start

investigating previously unexplored regions of parameter space. As such, Big Data related

issues are booming.

While the growth in size and quantity of individual data files in surveys allow novel

and ambitious science to be undertaken, it also imposes significant challenges for knowl-

edge discovery. Steps of the scientific workflow like storing, sharing, or processing data

— ordinarily taken for granted — suddenly become non-trivial. It is critical that research

be conducted in fundamental areas closely linked to technology, like astroinformatics, in-

formation theory, and algorithmics, that can have a direct impact on visualisation and

analysis workflows.

To help depict the size of the problem in the different surveys that will be discussed

throughout this Chapter, Figure 1.1 gives a schematic view of the relationship between

data volume and data velocity for the different surveys. Throughout this thesis, I inves-

tigate data-intensive challenges encountered in surveys, related to: (1) data processing,

visualisation and analysis, (2) data storage, and (3) data transfer.

1.3 Processing, Visualisation and Analysis Challenges: Neutral

Atomic Hydrogen Surveys

For our first class of problem, I consider issues related to processing, visualising and

analysing data from large HI Surveys.
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Figure 1.1 Schematic representation of data volume and data velocity involved for several
astronomical projects (not to scale). Projects like Magneticum and GERLUMPH require
large amount of storage space and processing power, but do not require real-time access
to the data – data can be accessed and verified at a later time. Other projects like DWF
require data to be transferred, stored, and process large amount of data as rapidly as possi-
ble. Requirements of other projects like the various SKA pathfinders (ASKAP, MeerKAT,
WALLABY, and APERTIF) are imposing, both in terms of data volume and data velocity.
Finally, the requirements of the full SKA will be beyond those of its pathfinders.

A central data product used to study the HI content in and around galaxies is con-

structed from a stack of two dimensional (2D) images, forming a three-dimensional (3D)

structure called a data cube. The three dimensions of a spectral cube are composed of

two spatial dimensions and a spectral or velocity dimension. This 3D representation per-

mits the investigation of various features of a source (e.g. galaxy, planetary nebulae), like

complex velocity and kinematic structures, or spatially resolved emission lines.

To date, most of the knowledge obtained about HI in galaxies comes from spatially

unresolved observations with large radio telescopes such as the Arecibo, Jodrell Bank,

and Parkes radio telescopes (e.g. Lang et al., 2003; Giovanelli et al., 2005). Current data

archives contain a few hundreds of resolved HI images. With upcoming next-generation

radio telescope facilities such as the SKA and its related pathfinders, thousands to millions
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of resolved (or partially resolved) images of the HI distribution of galaxies are expected

to be observed. From additional cropped regions of both resolved and unresolved images

obtained at different velocities, spectral sub-cubes will be generated for further source

analysis and investigation (Duffy et al., 2012).

To study aspects of HI sources like kinematics and morphologies, the complex 3D

nature of these sources (Sancisi et al. 2008), and the low signal-to-noise characteristics

of the data, render the task of developing fully automated and reliable pipelines difficult

(Popping et al., 2012; Punzo et al., 2017). In these cases, visual exploration and analysis

of subsets of data will still play a major role for finding features of interest in the results

generated by pipelines. Moreover, with next-generation surveys that make use of obser-

vatories like the SKA, a growing interest resides in discovering the unexpected (Norris,

2017a,b) — likely to require a mixed effort for data inspection by astronomers through

advanced data visualisation, and automated software employing techniques from artificial

intelligence and machine learning (Fluke et al., 2017).

In spectral-cube surveys dealing with a large number of individual sources, the classical

desktop-based visualisation methodology, where one source is examined at a time by a

single person (Isenberg et al., 2011), is highly inefficient. Current activity in the field of

Big Data visualisation is focused on the invention of tools that allow an individual or a

group of individuals to produce quick and effective results working with large amounts of

data (Olshannikova et al., 2015). Amongst such tools are next generation immersive 3D

environments that are designed to deal with large amounts of data in a collaborative setup.

To date, however, no study has been led to leverage large astronomical 3D surveys with

visual analytics capabilities specifically tailored to work with next generation immersive

3D environments.

Furthermore, spectral cubes have historically been visualised with two dimensional

(2D) techniques. One classic 2D visualisation technique involves the generation of a movie-

like sequence, where each slice of the spectral or velocity dimension of a cube is rendered

one after the other. As pointed out early on by Norris (1994) and Oosterloo (1995), too

much time is required for the eyes and brain to associate information in different velocity

components of the spectral cube with conventional movie techniques. This time delay

limits the ability to gain an intuitive impression of the data as a whole. When scanning

rapidly through a cube, features of interest may be missed.

Alternatives exist that combine slices of the cube into a single view, commonly per-

formed as a pre-processing task before visualisation. Compressing the 3D data structure

into a 2D image limits the potential to interactively explore the original data. Instead,
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it is desirable to provide interactive access to the complete dataset. The full 3D view

of a source simultaneously shows both its flux distribution and its spectral or kinematic

properties, displaying an immediate overview of the structures and coherence in the data

(Oosterloo, 1995; Goodman, 2012; Hassan et al., 2013a; Punzo et al., 2015).

Full 3D interactive visualisation is possible through scientific visualisation techniques

like ray-tracing volume rendering (Levoy, 1988), and a growing number of researchers have

used these techniques to visually analyse spectral cubes (e.g. Gooch, 1995; Barnes et al.,

2006; Hassan et al., 2013a; Punzo et al., 2015; Taylor, 2015; Ferrand et al., 2016; Punzo

et al., 2016).

Discussing challenges related to making discoveries in low signal-to-noise data, Hassan

& Fluke (2011) noted that the advanced use of colour to enhance comprehension received

little attention. Notable exceptions to this being Rector et al. (2005), Rector et al. (2007),

and English (2017), which discuss the use of colour for presentation-quality astronomi-

cal images, and Ferrand et al. (2016) discussing the exploitation of colours for volume

rendering visualisation of spectral cube data.

In the context of volume rendering, the advanced use of colour refers to the develop-

ment and usage of meaningful ways to map the scalar value and other properties of each

volumetric elements — with an aim to distinguish the signal from the noise. Careful de-

sign of colouring methods for data cubes has the potential to accelerate the data exploration

process, in particular when combined with the power of GPUs. However, there has not

yet been any systematic investigation of the potential of GPU-based colouring techniques

in astronomy.

In this thesis, I introduce novel methods for processing, visualisation, and analysis

of spectral cube data from large-scale HI surveys. In particular, Chapter 3 introduces

the first large-scale visual analytics framework for astronomy to improve the process of

inspecting large subsets of data from surveys collaboratively. Furthermore, Chapter 4

introduces advanced colouring and filtering techniques to improve and accelerate visual

data inspection and exploration.

1.4 Data Storage Challenges: Numerical Simulation Surveys

For the second class of problem I investigate in this thesis, I consider issues related to

storing data from numerical simulation surveys.

The adoption of supercomputers by research groups, and the need to understand sys-

tematics in preparation for upcoming observation campaigns like the Large Synoptic Sur-

vey Telescope (LSST; Ivezic et al., 2008), has triggered a rapid growth of data within



1.4. Data Storage Challenges: Numerical Simulation Surveys 7

numerical simulation surveys. Apart from the processing and analysis challenges coming

from Big Data, data storage limitations are common ground among research groups. In

many cases, this limitation is primarily a financial one.

Over the years, the cost of storage hardware has been decreasing while its capacity

has been increasing. Commodity hard disk drives (HDD) today contain around 1 to 3TB

of storage space, but higher-capacity options are making their way to the marketplace.

In 2016, Samsung announced a solid state drive (SSD) with a capacity of 15.36TB (for

USD$10,000), while Seagate announced a 60TB Serial-Attached SCSI SSD4.

Nevertheless, as the allocated budget for storage is often only a small fraction of the

total cost of projects, research teams are left to manage with storage spaces below what

is necessary. For example, the processing software of ASKAP will generate 70 PB/year of

calibrated data, images and catalogues using a Cray XC30 supercomputer. However, the

operating budget only allows 4 PB/year to be stored (Norris, 2017a). As the volume of

data grows within a survey, a choice generally needs to be taken regarding what data to

keep, and what data to leave behind.

This is the case for the Graphics Processing Unit-Enabled High Resolution cosmological

MicroLensing parameter survey (GERLUMPH) (Vernardos et al., 2014), designed to study

quasar microlensing: the gravitational lensing effect posed by stellar mass objects part of

foreground galaxies that lie along the line of sight to multiply-imaged background quasars.

There are currently ∼90 known multiply imaged quasars, but an increase of known systems

to a few thousands is anticipated soon (Bate & Fluke, 2012) due to the commencement of

synoptic all-sky surveys that will use facilities like LSST. GERLUMPH’s primary purpose

is to provide an open dataset for use by the quasar microlensing community.

To carefully study the cosmological microlensing parameter space, GERLUMPH gen-

erated over 70,000 magnification maps — pixelated versions of the caustic pattern in the

background source plane created by the foreground microlenses — requiring ∼400 MB of

storage each. In the next planned phase of processing, the ∼27 terabyte GERLUMPH

dataset was set to grow by about two orders of magnitude. This storage requirement far

exceeded the storage capabilities of the supercomputing facility on which the dataset re-

sides (∼3.4PB for all projects). For the new processing to occur, an alternative approach

to data storage was required.

Limitations related to storage are not unique to GERLUMPH. In fact, large projects

like the SKA and its pathfinders no longer have the luxury of keeping all the data that

is gathered. Therefore, it is a necessity to look for methods to increase the amount of

4Article by Micah Singleton in The Verge magazine, available at https://www.theverge.com/

circuitbreaker/2016/8/10/12424666/seagate-60tb-ssd-worlds-largest (last visited 21 July 2017).

https://www.theverge.com/circuitbreaker/2016/8/10/12424666/seagate-60tb-ssd-worlds-largest
https://www.theverge.com/circuitbreaker/2016/8/10/12424666/seagate-60tb-ssd-worlds-largest
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data that can be effectively stored. Moreover, the evolution of distributed and parallel

computing made fast implementations of the JPEG2000 standards possible (e.g. multi-

threaded and GPU implementations).

Different options to maximise storage space have been considered over the years —

most of which fall under the field of data compression (see details in Chapter 2). Several

compression schemes have been proposed and used over the last few decades in astronomy.

For example, compression schemes are included within the widely used cfitsio package

(Pence, 1999) to read and write FITS files. With the rise of Big Data issues, the last

few years have seen a recrudescence of research related to data compression schemes and

evaluation of efficient and versatile data formats among astronomical research groups

(Mann, 2015).

A particular format of interest is the ISO/IEC 15444 standard JPEG2000 format which

includes several compression schemes. JPEG2000 was first proposed as a promising data

format for astronomical images by Kitaeff et al. (2012). However to date, no systematic

work had been conducted on other types of astrophysical data using the JPEG2000 standard,

such as data from numerical simulations. This is required to validate or invalidate its

adoption by the wider astronomy community.

As pointed out by Peters & Kitaeff (2014), for future telescope projects, including

the LSST and the SKA, any means to reduce the data volumes through compression will

likely have significant benefits, especially in the reduction of the cost of the system. Our

results, along with those of Peters & Kitaeff (2014), Kitaeff et al. (2015a), and Kitaeff

et al. (2015b), show that JPEG2000 can provide high compression ratios with minimal

impact on future science case for different data types with different noise characteristics

(e.g. optical images, radio spectral cube, magnification maps).

In this thesis, I present a thorough evaluation of several compression schemes to max-

imise storage space, using GERLUMPH data as a case study. I also evaluate the effect

of compression on the scientific value of numerical simulation data. The outcomes are

presented in Chapter 5.

1.5 Data Transfer Challenges: Time-Critical Multi-Wavelength

Surveys

The final class of problems relates to issues of transferring large files (∼1 GB per file) over

limited bandwidth in time-critical multi-wavelength surveys.

Many astronomical objects are known to be variable sources, including the Sun, stars,
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stellar binary systems, neutron stars (NS), supernovae (SNe), gamma-ray bursts (GRB)

and active galactic nuclei (AGN). Transient timescales vary depending on the type of

event, which can be considered simply as fast or slow events, however, the definition of

“fast” and “slow” transient varies depending on research focus.

For example, in the context of ASKAP, a slow transient corresponds to variability or

transient behaviour detectable on timescales greater than the cadence at which images

are to be captured (expected to be 5–10 seconds; Murphy et al., 2013). In a different

context — the Deeper Wider Faster (DWF) initiative (Cooke et al., 2017, PASA, to be

submitted; Andreoni et al., 2017; Meade et al., 2017) — fast transients are considered as

those spanning millisecond to hour timescales, while slow transients are on the order of

days.

A growing number of time-domain observational campaigns are becoming worldwide

coordinated multi-wavelength efforts to gain a rich view on variable or transient events.

When a transient event is detected in a specific waveband, simultaneous observations in

other wave bands can provide crucial information to constrain physical models.

For instance, following the first direct direction by the Laser Interferometer Gravitational-

Wave Observatory (LIGO) of a gravitational wave (GW150914) emitted by the merging

event of two supermassive black holes (Abbott et al., 2016), several multi-wavelength ob-

servations proceeded with follow-up observations looking for electromagnetic counterparts

to the event (e.g. Abbott et al., 2016; Connaughton et al., 2016).

The definition of simultaneity of observation varies depending on the type of transient

under study. Slower transients can be simultaneously observed minutes, hours, or even

years after the first detection, while faster transients may need to to be observed at a much

faster pace before the event ends. This is the case for events like millisecond-duration radio

signals called Fast Radio Bursts (FRB; Lorimer et al., 2007).

For example, Petroff et al. (2015) discussed the first real-time discovery with the Parkes

telescope of FRB 140514. Upon detection, the team rapidly sent triggers to 12 other

telescopes located around the globe for follow-up observations at other wavelengths within

hours of the event. In this case, no detection occurred at any other wavelength. Scholz

et al. (2016) identified the first known repeating FRB, FRB 121102, which was detected

in two wavebands from two radio observatories (Green Bank Telescope at 2 GHz and

Arecibo Observatory at 1.7 GHz). While all observed FRBs have a dispersion measure,

proportional to the electron density along the line of sight, it is difficult to establish a

redshift measurement due to the difficulty in localising their celestial coordinates.

To this end, Keane et al. (2016) reported the discovery of FRB 150418 and the iden-
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tification of a fading radio transient lasting ∼6 days after the event, which they used to

identify the host galaxy. Upon detection with the Parkes telescope, the team triggered a

network of telescopes to cover a wide range of wavelengths. Using spectroscopic data col-

lected with the Faint Object Camera and Spectrograph (FOCAS) on the Subaru telescope,

the team measured the galaxy’s redshift to be z = 0.492 ± 0.008. However, this result

has been rapidly debated by the international community. Currently, it is thought that

the source identified by the Subary telescope could be a scintilling AGN instead, and may

therefore be that the FRB and the galaxy are not associated (Williams & Berger, 2016;

Johnston et al., 2017), although the association between the two remains a possibilty.

Recently, a large collaboration of astronomers has been taking part in the DWF initia-

tive. DWF is a coordinated multi-wavelength observing effort, that includes & 20 facilities

located worldwide and in space, which aims to identify transient events on millisecond-

to-hours timescales in near real-time. The candidate transients include FRBs, GRBs,

kilonovæ (Li & Paczyński, 1998) and ultra-luminous X-Ray sources (Miller et al., 2004).

Figure 1.2 [to appear in Cooke et al. (in prep.)] depicts the transient event parameter

space, describing timescale as a function of peak luminosity. The plot includes 18 tran-

sients event species, including confirmed transient species like novae (e.g. Capaccioli et al.,

1989), and theorized species like type Ia supernovae shock breakout (Piro et al., 2010).

The optical component of DWF is captured with the Dark Energy Camera (DECam;

Diehl & Dark Energy Survey Collaboration, 2012; Flaugher et al., 2012, 2015) installed

at the Cerro Tololo Inter-American Observatory (CTIO). Each DECam image is saved as

a ∼1.2GB file, and DWF collects an image every 40 seconds during an observation run,

generally for days at a time.

As DWF looks to detect transients in near-realtime to quickly trigger other observato-

ries, the computing power required by processing (e.g. data reduction, alignment, source

finding) exceeds what is available at CTIO. Given the time constraint imposed on the

survey, it is imperative to evaluate methods to enable the team with rapid data transfer

to a foreign storage location — necessary for post-processing, source finding, and visual

confirmation.

While being a currently rich area of astronomy, time-critical multi-wavelength sur-

veys present several difficult social and technical challenges, like team coordination or

rapid access and processing of imposing quantity of data. In this thesis, I present a thor-

ough evaluation of the potential of data compression to safely accelerate transfer time,

demonstrating how it can enable near real-time remote search for fast transient events in

time-critital surveys. The outcomes are presented in Chapter 6.
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Figure 4. Framework of Cosmic Explosions in the Year 2011 (Kasliwal 2011). Note that until 2005 (Fig. 1),
we only knew about three classes (denoted by gray bands). In the past six years, systematic searches,
serendipitous discoveries and archival searches have uncovered a plethora of novel, rare transients. Discov-
eries by the Palomar Transient Factory and P60-FasTING (Kasliwal et al. 2011a) are denoted by ?. Several
new classes are emerging and the governing physics is being widely debated: luminous red novae (electron
capture induced collapse of rapidly rotating O–Ne–Mg white dwarfs?), luminous supernovae (magnetars
or pair instability explosions?), .Ia explosions (helium detonations in ultra-compact white dwarf binaries),
Calcium-rich halo transients (helium deflagrations?).

(advanced LIGO, advanced VIRGO, LCGT, INDIGO) coming online. Detecting gravitational
waves from neutron star mergers every month is expected to become routine. A basic common-
ality between gravitational wave searches and the electromagnetic search described above is that
both are limited to the local Universe (say, < 200 Mpc). A known challenge will be the poor sky
localizations of the gravitational wave signal and consequent large false positive rate of electro-
magnetic candidates (Kulkarni & Kasliwal 2009). Therefore, prior to the ambitious search for an
electromagnetic counterpart to a gravitational wave signal, it would only be prudent to build this
complete inventory of transients in the local Universe.
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(advanced LIGO, advanced VIRGO, LCGT, INDIGO) coming online. Detecting gravitational
waves from neutron star mergers every month is expected to become routine. A basic common-
ality between gravitational wave searches and the electromagnetic search described above is that
both are limited to the local Universe (say, < 200 Mpc). A known challenge will be the poor sky
localizations of the gravitational wave signal and consequent large false positive rate of electro-
magnetic candidates (Kulkarni & Kasliwal 2009). Therefore, prior to the ambitious search for an
electromagnetic counterpart to a gravitational wave signal, it would only be prudent to build this
complete inventory of transients in the local Universe.

Figure 1.2 Timescale parameter space for 18 variable source species. In the context of the
Deeper Wider Faster campaign, “slow” transients are on the order of days, while “fast”
transients are on the order of milliseconds to hours. This Figure is graciously provided by
Jeffrey Cooke (Swinburne University of Technology), which will be included in a concept
paper about the Deeper Wider Faster initiative (Cooke et al., in prep).

1.6 Goals of this thesis

The work presented in this thesis attempts to address some the fundamental problems

facing Astronomy in the Big Data era relating to storage, transfer, visualisation and

analysis. For more than a decade, extremely ambitious projects and infrastructures like

the SKA have been designed to gather more data than ever recorded in human history

— with an expectation that algorithmic and computational power would increase in step.

Addressing the open questions related to processing, visualisation, and analysis of Big

Data in astronomy will ultimately have an impact on delivering Big Science in this new

era of astronomy. There is currently a need for new approaches to turn the data flood into
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a flood of insights, ideas and new theories.

Throughout this thesis I investigate state-of-the-art tools and methods for storage,

transfer, visualisation and analysis of large sets of data — all of which are developed to

enable large and heterogeneous collaborations and surveys. I present:

1. the first large-scale visual analytics framework in astronomy;

2. novel colouring and processing techniques for interactive 3D visualisation to enhance

and accelerate the inspection and analysis of spectral cube data; and

3. an investigation of data compression techniques to reduce storage space and accel-

erate transfer time for large set of data — making sure the resulting data still allow

sound scientific analysis.

Throughout, I investigate scientific visualisation and signal processing algorithms,

along with collaborative and distributed software frameworks to address the four following

data-intensive questions:

1. How can classical visualisation and analysis methods be enhanced to meet

the requirements of Big Data spectral cube surveys?

As a revolution in galaxy evolution studies is about to happen, novel solutions are needed

to process, visualise, and analyse of all this data collaboratively in a reasonable amount

of time by teams and individuals. Most visualisation and analysis software used today

in astronomy are based on the classical desktop-based visualisation methodology where

one source is examined at a time by a single person. This limits the potential for research

groups to collaborate either synchronously or asynchronously. Furthermore, classical tools

often lack features like documentation of the discovery workflow (e.g. metadata about a

user’s interaction with the data), to improve reproducibility of the analysis. Chapter

3 presents novel methods to tackle these issues through scientific visualization, visual

analytics, distributed computing, and parallel computer graphics.

I show that the encube software, the first large-scale comparative visual analytics

framework for astronomy with application to high-resolution, immersive three-dimensional

environments and desktop displays, opens new ways for collaborative data inquiry. In par-

ticular, encube provides solutions to common limitations faced by astronomers in large

survey projects: 1) a need for interactive qualitative, quantitative, and comparative visual-

isation and analysis of large subsets of data (∼100 spectral cubes at once); 2) synchronous

and asynchronous collaboration; and 3) documentation of the discovery workflow.
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This work was published as Vohl, D., Barnes, D. G., Fluke, et al. (2016). Large-scale

comparative visualisation of sets of multidimensional data. PeerJ Computer Science, 2,

e88. In addition, the code was released as open source (Vohl et al., 2017c).

2. How can we exploit the graphics pipeline to introduce new domain-specific

visualisations of spectral cube data and accelerate common pre-processing al-

gorithms?

Despite the growth in availability of 3D visualisation techniques and hardware, spectral

cubes have primarily been visualised with 2D techniques. Doing so requires users to stream

through many slices of a spectral cube (often hundreds or thousands), limiting the ability to

gain an intuitive impression of the data as a whole. While some 2D techniques summarize

some physical information via statistical measurements (moments), they also prevent the

user from interacting with the original data. In some cases, this can lead to confusion

or even misinterpretation (see Chapter 4). Furthermore, to date, all 3D visualisation

techniques based on volume rendering have relied on the direct use of the scalar output

of the data (or a function of several scalars) to set the colours in the visualisation. It is

also the case that many common data processing steps — like filtering, smoothing, and

calculating emission line ratio — are pre-computed rather than being computed on-the-fly.

In Chapter 4, I show how novel colouring techniques, along with interactive processing

techniques that exploits modern hardware, can improve the situation.

I show how modern GPUs along with a shading language can accelerate data processing

with common filtering methods. Moreover, I present 12 algorithms specifically designed to

produce intuitive and informative 3D visualisations of spectral cube data. All algorithms

are included in the shwirl software (Vohl, 2017) released as open source.

This work was published as Vohl, D., Fluke, C. J., Barnes, D. G., and Hassan A. H.

(2017), Real-time colouring and filtering with graphics shaders, Monthly Notices of the

Royal Astronomical Society, 471, 3323–3346.

3. Can lossy JPEG2000 data compression be safely utilised to store more data

from Big Data survey projects?

Many large surveys are restricted in terms of the amount of data they can store effec-

tively. In many cases, financial limitations presents a dilemma regarding what data can

be stored, and what data should be discarded. To increase the amount of data that

can be stored within a finite, limited storage space, techniques of data compression have

been used for nearly five decades. Data compression consists of two main categories of

techniques: lossless and lossy compression. Lossless compression yields smaller factors of
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compression than the lossy counterpart, but permits one to retrieve the exact original data

after decompression. On the other hand, lossy compression results in an approximation of

the original data. Before selecting this option, it is necessary to assess the quality of the

decompressed data to be used for scientific analysis.

Lossy compression from JPEG2000 has been shown to have the potential to reduce

the size of astronomical images (Kitaeff et al., 2012; Peters & Kitaeff, 2014; Kitaeff et al.,

2015b). In cases like high resolution numerical simulations, where data is being carefully

generated, it is reasonable to think that data corruption from lossy compression represents

an undesirable outcome. How much compression can JPEG2000 provide for other astro-

nomical data products, and will it compromise the intended use of the data? Chapter 5

investigates a number of data compression schemes, evaluating their impact on storage

usage.

I show that off-the-shelf and custom binary lossless compression algorithms provide

only small factors of compression on GERLUMPH data products, varying with the na-

ture of the input data. Furthermore, I show that lossy compression using JPEG2000

can provide high factors of compression for GERLUMPH data, while not significantly

compromising the intended use of the data for constraining quasar source profiles from

cosmological microlensing. With lossy compression, it would be feasible to store all of the

planned data products into storage space that is already available within the available

resources.

This work was published as Vohl, D., Fluke, C. J., & Vernardos, G. (2015). Data

compression in the petascale astronomy era: A GERLUMPH case study. Astronomy and

Computing, 12, 200–211.

4. Can lossy JPEG2000 data compression safely accelerate data transmission

in time-critical remote observation campaigns?

Among large, geographically dispersed collaborations searching for fast transient events,

a common constraint relates to the need for fast processing in order to react quickly.

However, as many teams have custom requirements with regards to the details of the

processing, and as the computation at many observatories is often dedicated to data

acquisition and telescope management, it is common for teams to transfer data to a local

supercomputer for post-processing, analysis and visualisation.

In time-critical observation campaigns dealing with large data products, a major bottle-

neck occurs when data is transmitted from the telescope facility to the local supercomputer

through limited bandwidth (e.g. via the Internet). As an extension of subjects explored
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in Chapter 5, Chapter 6 investigates how introducing data compression into the scientific

pipeline of the DWF time-critical observation campaign accelerated the data movement,

and enabled science otherwise difficult to execute with current practices. Additionally,

I evaluate for the first time how lossy JPEG2000 affects the process of finding transient

events in data.

I show that adding highly customized lossy data compression to the science pipeline

considerably reduces the transmission time. This finding validates its introduction to the

DWF science pipeline, and highlights how it can enable science that would otherwise be

too difficult with current technology.

This work was published as Vohl, D., Pritchard, T., Andreoni, I., Cooke, J., & Meade,

B. (2017). Enabling Near Real-Time Remote Search for Fast Transient Events with Lossy

Data Compression. Publications of the Astronomical Society of Australia, 34, 38.

This thesis highlights how the introduction of changes to the classical workflow of

astronomers can alleviate challenges relative to storage, transfer, processing, visualisation,

and analysis of data in the Big Data Astronomy Era. Moreover, these changes can already

be achieved using today’s software and technology, including: signal processing techniques

like volume rendering or data compression; GPUs; and visual analytics practices coupled

to immersive environments.





2
Background

In this Chapter, I introduce a number of key concepts used throughout the thesis. As

introduced in Chapter 1, Big Data issues in astronomy require a number of steps of tra-

ditional knowledge discovery workflow to be re-examined. In Section 2.1, I introduce

concepts related to Visual Analytics, Immersive Environments, and Human Computer In-

teraction. These concepts are used throughout Chapter 3, which introduces a large-scale

framework to analyse sets of multidimensional data (∼100 spectral cubes at a time) col-

laboratively. Furthermore, to enhance features in individual spectral cubes and improve

visual information provided by 3D visualisation techniques, Chapter 4 presents advanced

colouring methods and real-time algorithms for common algorithms like filtering, smooth-

ing, and emission line ratio. In relation to Chapter 4, I present in Section 2.2 key concepts

of scientific visualization and computer graphics. Finally, Chapter 5 investigates meth-

ods to increase the amount of data that can be stored in limited storage, and Chapter

6 investigates methods to accelerate data transfer in time-critical and remote observa-

tion campaigns. In Section 2.3, I present background information about key concepts of

information theory and data compression.

2.1 Visual Analytics

In this Section, I introduce key concepts of Visual Analytics. A more complete literature

review can be found in Chapter 3.

Upcoming large-scale surveys, like the many planned HI surveys discussed in Section

1.2, will be generating terabyte-scale spectral cube data every day. Among these spectral

cubes, many hundreds of sources are expected to be detected, producing sub-cubes for

further analysis and investigation.

As the number of spectral cubes increases within a survey, the classical methodology

17
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consisting of visualising a single spectral cube at a time by a single researcher on a desktop

computer is inefficient (Isenberg et al., 2011). Since one of the primary goals of any spectral

cube survey is to identify and investigate similarities and differences between individual

objects or observations, researchers want the ability to compare subsets of data cubes

interactively and concurrently. Additionally, it may be relevant to compare empirical or

numerical models with the input data cubes, which can also benefit from the capability

to rapidly compare subsets of visualisations. Furthermore, researchers want to have the

ability to explore and analyse data collaboratively, as well as discuss and debate their

findings (Heer & Agrawala, 2008).

The growth in number of individual spectral cubes within a given survey gives rise

to new limitations. Firstly, there exist limitations regarding interactive visualisation and

analysis of a sufficiently large subsets of data. Secondly, there exist limitations regard-

ing collaboration, both in a synchronous and asynchronous manner. Finally, there exist

limitations regarding documenting the discovery workflow.

To overcome the challenges related to visualisation, analysis, collaboration, and discov-

ery workflow documentation, one can utilise techniques from the field of Visual Analytics.

Visual Analytics was first defined by Thomas & Cook (2006) as the science of analytical

reasoning facilitated by interactive visual interfaces. Visual analytics includes techniques

like information synthesis and insight derivation from massive, dynamic, ambiguous, and

conflicting data. Visual analytics exploits fast computers and sophisticated output devices

like tiled-display walls and stereoscopic displays to create meaningful interactive visual-

izations to explore the representation of the data under consideration (Keim et al., 2006),

often in a collaborative manner (Aragon et al., 2008; Heer & Agrawala, 2008).

The three major goals of visualisation as part of Visual Analytics are: 1) exploratory

analysis, 2) confirmatory analysis, and 3) presentation (Keim et al., 2006). Exploratory

analysis involves searching and analyzing data to find structures and trends. A step beyond

exploration, confirmatory analysis involves the examination of one or more hypotheses

about the data, where visualisation will either confirm or reject these hypotheses. Finally,

presentation involves efficient and effective communication of the results of an analysis,

where the presentation techniques and presentation media vary depending on the context

and the nature of the data (e.g. group meeting, teleconference, public outreach; slide

show, immersive simulation).

To maximise the visualisation efficiency when dealing with large collections of data

collaboratively — as in the case of large-scale spectral cube surveys — it is necessary to

elaborate a carefully designed workspace environment, called the display ecology (Huang
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et al., 2006; Chung et al., 2015). A display ecology should address specific requirements

required for visualisation and analysis tasks of a project (Meade et al., 2017), with an

aim to make use of the right display for the right analytical task in a mixed environment

[e.g. a tiled-display wall to visualise high resolution mosaic of images, and smaller display

devices to visualise plots (Gjerlufsen et al., 2011; Roberts et al., 2013; Pietriga et al.,

2016)]. Amongst such display ecologies are next generation immersive 3D environments,

specifically designed to deal with large amounts of data in a collaborative setup. In this

context, analysis is carried on while immersing users into virtual environments (Sommer

et al., 2017).

2.1.1 Immersive Environments for Collaborative Visual Analytics

For cases dealing with immersive 3D environments, Immersive Analytics, an emerging

subfield of Visual Analytics, begins to be discussed in the literature. Immersive Ana-

lytics investigates how novel interaction and display technologies can support analytical

reasoning and decision making (Chandler et al., 2015). While Visual Analytics was first

demonstrated with 2D visualization-based solutions, Immersive Analytics makes broad

use of 3D visualization and stereoscopic display technologies (Greffard et al., 2012).

Immersion is achieved by filling the field of view of the user with a digital display. This

can be achieved either with the use of a head-mounted display (e.g. the Oculus Rift, the

HTC Vive, etc.), or with a dedicated space where visualisation is achieved through video

projectors or stereoscopic displays. In this thesis, I focus on the latter type of immersive

environment. For examples of collaborative visusalisation using head-mounted displays

in astronomy, see for example Djorgovski et al. (2010) and Donalek et al. (2014). An

overview of immersive visualisation and supporting display hardware for use in astronomy

can be found in Fluke et al. (2006).

An example of a video projector-based immersive environment is the AlloSphere (Höllerer

et al., 2007; Amatriain et al., 2009) installed at the University of California in Santa Bar-

bara. The AlloSphere is a cubic room wherein sits a 10-meter diameter spherical screen

split into two hemispheres. Images are projected from 14 high-resolution video projectors,

corresponding to 19.2 million pixels. The screens are constructed of perforated aluminum

designed to be optically opaque and acoustically transparent. It can enable up to 30 people

standing on a bridge to interact with the visual environment. While such an environment

may be practical to immerse the viewer in a scene, it does not appear to be a natural

environment to display a large number of individual 3D objects in an organised fashion.

The CAVE2 (Febretti et al., 2013), and more specifically the CAVE2 at Monash Uni-
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versity, is a hybrid two dimensional (2D) and three dimensional (3D) virtual reality en-

vironment for immersive simulation and information analysis. The Monash CAVE2 is

composed of an 8-meter diameter, 320 degree, panoramic cylindrical display system using

80 stereo-capable displays arranged in 20 four-panel columns. This provides 84 million

pixels in monoscopic mode (2D), or 42 million pixels in stereoscopic mode (3D). With its

∼100 TFLOP/s of integrated GPU-based processing power, the Monash CAVE2 is also

part supercomputer, making it a great candidate to both visualise a large quantity of data

in a collaborative manner and perform compute-intensive data analysis tasks. Figure 2.1

shows the author standing in the Monash CAVE2, surrounded by visualisation provided

by encube, the large-scale visual analytics framework discussed in Chapter 3.

Figure 2.1 Dany Vohl standing in the CAVE2 at Monash University, surrounded by 3D
visualisation provided by encube, the large-scale visual analytics framework discussed in
Chapter 3. The 80 screens of the CAVE2 display all galaxies included in the THINGS
(Walter et al., 2008) galaxy surveys, coloured using a technique introduced in Chapter 4.
Some galaxies are duplicated as the survey does not comprise 80 galaxies. As can be no-
ticed, the CAVE2 provides enough physical space for a group of individuals to collaborate.
Photo courtesy of David G. Barnes.

As we show in this thesis, the display ecology of the CAVE2, mixed with touch-screen

devices for quantitative display and interaction, represents a new way to provide a rich

environment for research.
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2.1.2 Interacting with the immersive environment

In this thesis, I examine the use of immersive environments with the aim of enabling team

of researchers to visualise, compare, and analyse large sets of spectral cube data from

surveys in a collaborative manner. Therefore, there is a need to evaluate how individuals

can interact with the environment to efficiently complete their visualisation and analysis

tasks.

Typical immersive environment interaction models are based on tracked devices that al-

low users to proceed with natural gestures to interact with the visual environment (Donghi,

2013). Common devices are wand controllers (e.g. modified off-the-shelf game controllers

such as the PS3 Move and the Nintendo Wii Remote); gloves; and body tracking. The

latter can provide a better understanding of three-dimensional shapes and spaces through

perceptual phenomena such as head-motion parallax, the kinetic depth effect, and stereop-

sis (Donghi, 2013). However, it has been shown that the practicality of such interactions

diminish as the set of user controllable parameters and options increase (Hoang et al.,

2010). Also, precise interaction can be difficult due to the lack of haptic feedback.

An alternative device is a sphere shaped controller (e.g. Febretti et al., 2013; Amatriain

et al., 2009). For example the CAVESphere, a plexiglass sphere with embedded tracking

markers, camera and microphone, can detect finger taps on the sphere surface, providing

simple touch input. These devices can enable navigation using six degrees of freedom

(forward/backward, up/down, left/right; this includes both rotation and translation of

the sphere) or more (e.g. interaction via finger taps). However, they are more appropriate

for controlling a unique immersive 3D scene. In the context of spectral cube surveys, they

are less suitable, as the target behaviour is to query and analyse multiple visualisations.

The rise of low cost mobile devices such as tablets and smart phones has naturally led to

the development of controllers that can be use to both interact with the visual environment

as well as display extra information in an Augmented Reality manner (Roberts et al., 2012,

2013; Donghi, 2013). Such an approach has the advantage of being familiar for most users,

as a vast portion of the scientific community is now familiar with touch-based smart phone

technology. Furthermore, recent web advances in internet languages like HTML51, CSS32

and ECMAScript3 (also known as JavaScript) enable portable interfaces to be built for

most available devices. Figure 2.2 shows two photographs of researchers from the Monash

Immersive Visualisation Platform4 interacting via a tablet-based controller with a set of

1http://www.w3.org/TR/html5/
2http://www.w3.org/TR/2001/WD-css3-roadmap-20010523/
3http://www.ecma-international.org/memento/TC39.htm
4http://www.monash.edu/mivp/

http://www.w3.org/TR/html5/
http://www.w3.org/TR/2001/WD-css3-roadmap-20010523/
http://www.ecma-international.org/memento/TC39.htm
http://www.monash.edu/mivp/
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3D data, using the encube visual analytics framework (Chapter 3).

Figure 2.2 Andreas Hamacher (both images) and Toan D. Nguyen (lower image) from the
Monash Immersive Visualisation Platform interacting with a subset of the IMAGE-HD
dataset (Georgiou-Karistianis et al., 2013), using the encube visual analytics framework,
and a tablet-based controller (Chapter 3).
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2.2 Scientific Visualisation and Computer Graphics

The discipline of scientific visualisation (McCormick, 1988; Frenkel, 1988; DeFanti, Brown,

& McCormick, 1989) is now well established as a means to explore and analyse spectral

cube data. Visual insights can be obtained via different techniques, from simple 1D (spec-

tral line, time series) and 2D (image, scatter plot) plotting, to more advanced techniques

like volume rendering. For a comprehensive review of different scientific visualisation prac-

tices and software in astronomy, see Hassan & Fluke (2011) and Goodman (2012). See

also Akenine-Möller, Haines, & Hoffman (2008) for an overview of common practices for

real-time rendering; Toriwaki & Yoshida (2009) for the mathematical theory and related

algorithms of image processing; Szeliski (2010) for image analysis and interpretation; and

O’Leary et al. (2017) for recent software advances of scientific visualisation in an immer-

sive environment. In this Section, I describe key concepts related to scientific visualisation

and computer graphics used in Chapter 4.

2.2.1 Ray-tracing volume rendering

Volume rendering is a data visualisation technique that projects a volume onto a 2D plane,

or image plane, in order to be rendered on a display device5 (computer screen). In this

thesis, I use the ray-tracing volume rendering technique (Levoy, 1988). To explain the

ray-tracing technique, we can treat a spectral cube as a 3D matrix. We define a cell of

this 3D matrix as a voxel. The ray-tracing technique “shoots” rays through the cube.

Figure 2.3 (top right) provides a schematic of the ray-tracing volume rendering technique.

Each imaginary ray intersects with the data volume, resulting in a discretized line

segment. Discretization is usually performed using either an adaptive or constant sampling

distance (e.g. all voxels are sampled). The value at each sample point is estimated using

tri-linear interpolation (e.g. Congote et al., 2011) or tri-cubic interpolation (Ruijters et al.,

2008; Ruijters & Thévenaz, 2010) from the surrounding volume voxels. The final image

is constructed by assigning pixel values as a function of voxel values encountered by the

rays (the sampled voxels).

Volume rendering provides the ability to gain a global view of internal structures in a

spectral cube, and has the ability to render both external and internal structures. Figure

2.4 shows two common ray projection methods. As each individual ray is independent

of all other rays, ray-tracing volume rendering qualifies as an “embarrassingly parallel

problem”, and is appropriate for the highly parallel machine that is the GPU.

5For stereoscopic displays like 3D-capable screens and head-mounted displays, two images are produced
– one for each eye.
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Figure 2.3 Two common scientific visualisation techniques: isosurface (left column) and
ray-tracing (right column). Top row shows schematic diagrams of the two techniques.
Lower row show rendering examples of the two methods applied to the NGC 7331 galaxy
taken from the THINGS galaxy survey (Walter et al., 2008). Isosurface calculates a pixel
value in the final image based on light bouncing on the surface of a volume. The surface
represents volume pixels (voxels) in the dataset of a constant value. Hence, it is a way
to search for correlation amongst scalar variables in the dataset. How light is scattered
on the surface is determined based on a shading method. Schematic of the ray-tracing
technique, as published in Vohl et al. (2017a) (Chapter 4), assuming a parallel projection
(see Figure 2.4). Ray-tracing calculates pixel values in the final image based on voxel
values encountered while “shooting” rays through the spectral cube. In this schematic
diagram, a constant sampling is applied (each voxel encountered by the ray). As opposed
to isosurface, ray-tracing enables to visualise internal structures of the dataset.

Other computer graphics techniques like texturing and iso-surface extraction can be

used to enhance volume rendered data. For example, an isosurface is the 3D equivalent

of a 2D contour. Isosurfaces are primarily used to search for correlation between different

scalar variables. However, they do not give a global view of the internal structure of a

data-cube. Techniques to compute an isosurface from a data-cube include marching cubes
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Figure 2.4 Projections commonly used with the ray-tracing technique, as published in Vohl
et al. (2017a) (Chapter 4): a. Parallel projection, where all rays are parallel to each other;
and b. Perspective projection, where all rays are traced from a focal point.

(Lorensen & Cline, 1987), marching tetrahedra (Bloomenthal, 1994), multiresolution iso-

surface extraction (Gerstner & Pajarola, 2000), and surface wavefront propagation (Wood

et al., 2000). Figure 2.3 compares the visual outcome of isosurfaces and ray tracing volume

rendering.

2.2.2 Transfer functions

To convert volumetric elements (voxels) from the spectral cube to the final image, ray-

tracing volume rendering uses a transfer function. The transfer function converts the

output of the tracing procedure into the final visualised pixel. A transfer function is

an arbitrary function that combines voxels’ properties to set the colour, intensity, or

transparency level of each pixel in the final image. Transfer functions have an important

impact in the process of scalar data visualisation, as the use of colour helps the human

brain to gain an understanding of the data by emphasising some features while suppressing

others.

Arens & Domik (2010) and Ljung et al. (2016) presented review articles on transfer

functions developed in the context of Computer Graphics, and its application fields (e.g.

medical imaging). Ljung et al. (2016) highlight that in the three decades since the earliest

published techniques for direct volume rendering (Kajiya & Von Herzen, 1984; Drebin

et al., 1988; Levoy, 1988), over a hundred articles have been published in influential journals
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and conferences.

Arens & Domik (2010) classified transfer functions for volume rendering into six cate-

gories:

1. 1D data-based;

2. 2D gradient-based (e.g. Levoy, 1988; Kniss et al., 2002);

3. curvature-based (e.g. Kindlmann et al., 2003; Pharr & Fernando, 2005);

4. size-based (Correa & Ma, 2008),

5. texture-based (e.g. Caban & Rheingans, 2008); and

6. distance-based (e.g. Tappenbeck et al., 2006).

These six categories were compared using automaticity, user-interaction, constraints, em-

phasis, memory consumption, and real-time capability.

A 1D data-based transfer function maps data values directly to colour and opacity. The

main drawback of this transfer function is that it cannot differentiate between samples that

share the same data value. A 2D gradient-based transfer function maps the data value and

the gradient magnitude to colour and opacity. As opposed to the 1D transfer function,

the use of 2D gradient can differentiating between samples that share the same data, but

not the same neighbourhood. 2D gradient is primarily used to display surfaces of features

(Arens & Domik, 2010)

A curvature-based transfer function maps data and curvature to colour and opacity.

To computate the curvature, one needs at least a 26-point neighbourhood. In combination

with the camera position, it is mainly used to display a contour around features, emphasis-

ing the smallest bumpiness (Arens & Domik, 2010) – a technique suitable for isosurfaces.

A size-based transfer function maps data values and feature size to colour and opacity. It

allows features of different physical size within the data to be distinguished. Defining the

size of a feature is complex, and different definitions have been determined. For example,

Correa & Ma (2008) employ the scale space for size detection. The main advantage of

this technique is its small error-proneness to noise, and its complex preprocessing can be

computed on the GPU making it a fast solution.

A texture-based transfer function differs from the other transfer functions in the num-

ber of metrics it uses to set the colour and transparency. As defined in Caban & Rheingans

(2008), this transfer function uses 20 texture metrics, including six first order, seven sec-

ond order statistics, and seven run-length matrices. As it is very elaborate to map all
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metrics manually, it relies on one full- and three semi-automatic to specify its metrics.

The fully automatic technique uses clustering to recognize structures, requiring only the

number of classes to be specified. The three semi-automatic techniques include: weighting

single statistics; specification of two structures to be distinguished; and one that tries to

separate a single marked structure (Arens & Domik, 2010). This transfer function is very

computationally expensive due to the metrics and clustering, leading to high preprocessing

times combined with very high memory consumption.

Finally, a distance-based transfer function uses a previously segmented structure rather

than the measured signals for the distance to the surface of the segmented structure.

This provides a way to set a different colour for features present in the neighbourhood

of the reference structure from features located further away. Arens & Domik (2010)

highlight that for simple reference geometries (e.g. points, spheres) removes the need for

pre-computation. The main advantage of this transfer function is its small inaccuracy in

regions near a surface.

Arens & Domik (2010) conclude that no single transfer function is generally applicable

for all situations, and expertise is required to determine the most suitable transfer function

for specific data and/or application. Finally, Ljung et al. (2016) emphasize that transfer

function are used in many different ways, including: classification tools and representation

of optical properties; knowledge encoding and visual design; and tools for interactive

exploration.

2.2.3 GPUs, the graphics pipeline, and graphics shader

Currently, mainstream multicore CPUs have between two and a few tens of processing

cores with clock rates of ∼2 GHz. CPU programming models are mainly serial ones

that do not adequately expose data parallelism in their applications. In contrast, GPUs

are special-purpose hardware — originally designed for graphics rendering — and are

far more efficient than a general-purpose programmable solution for a range of scientific

visualisation tasks (Owens, 2005).

As an alternative to the CPU, the many-core architecture of GPUs provides thousands

of parallel cores for computation with similar clock rates. GPUs have seen a broad adoption

within the astronomy and astrophysics communities for fast general purpose computation

(e.g. Harris et al., 2008; Barsdell et al., 2010; Belleman et al., 2008; Thompson et al.,

2010; Prato et al., 2012; Ord et al., 2015), and scientific visualisation (e.g. Gooch, 1995;

Hassan et al., 2013a; Punzo et al., 2015; Taylor, 2015; Ferrand et al., 2016; Punzo et al.,

2016).
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Figure 2.5 The graphics pipeline as a stream programming model [published in Vohl et al.
(2017a) (Chapter 4)]. Three stages of the pipeline are highlighted (blue boxes): (1)
geometry processing; (2) fragment processing; and (3) compositing and outputting to
buffer. In addition, the two steps of fragment processing are shown (grey boxes): the
rasterization step discretizes primitives into fragments; the fragment shader sets the colour
and transparency level for each fragment based on a user-defined program. The input and
output of each step is shown below the boxes.

In the context of scientific visualisation, the graphics pipeline involves a scene descrip-

tion utilising planar polygons. To render an image from the scene, the graphics card

proceeds in a display traversal (Engel et al., 2006). The traversal process is done through

three main stages: (1) geometry processing; (2) fragment (or pixel) processing; and (3)

compositing and outputting to buffer. Figure 2.5 shows a schematic of the display traver-

sal.

Geometry processing involves converting vertices from the data (e.g. voxels of a spectral

cube) into graphics primitives (e.g. triangles). Fragment processing involves rasterization

of primitives into a discretized grid of pixels, and application of fragment operations in-

cluding shading and depth culling. Compositing and outputting involves combining (or

blending) each fragment with the destination fragment already in the frame buffer. The

rendered values are finally written to the frame buffer — the location where the current

image is hold in memory for display.

The display traversal stages used to be fixed within the GPU hardware, where each

stage had a fixed number of steps and features, and the programmer only had access to

some parameters to control the outcome. Fixed steps included transformation from 3D-

coordinates of data to 2D screen coordinates; lighting and shading, including the number

of light sources and their respective colours; and a few speed optimisation parameters
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like depth-culling. The current graphics pipeline allows a number of stages to be defined

manually through kernel programs called shaders. Shader programs principally consist of

low level instructions to compute:

• vertex position (converting a 3D spatial coordinate into a 2D spatial coordinate on

the screen);

• geometry (converting 2D vertices into points, lines, and triangles);

• tessellation (compute meshes and sub-meshes); and

• fragment (calculate a fragment – also referred to as pixel – colour based on interpo-

lated attributes).

Shader programs are generally written using a shading language, including the Cg lan-

guage6 (Kilgard, 2003), the OpenGL Shading Language7 (GLSL), and the High-Level

Shading Language8 (HLSL). It is worth noting that while this newer version of the graph-

ics pipeline offers great flexibility, the overall structure of the pipeline has stayed the

same.

2.3 Data Compression

Data compression plays an important role in numerous information technologies used in

our everyday life, including smart phones, databases, digital televisions, and 3D cinema

— although we often do not notice it. The field of data compression was issued from the

field of information theory. The core idea behind data compression is to reduce the overall

size of a source by exploiting its inherent statistical properties. In the context of digital

media, where a source corresponds to any data file (e.g. text, source code, image, video,

...), this reduction in length directly translates to a reduction in storage space.

Data compression relies on the identification and removal of redundancy in the data.

Shannon (1948) first highlighted the link between the probability of a value to occur in

a domain, and the amount of information that this value carries. For instance, in the

English language, articles like “the” are very frequent and carry little information about

what a text is discussing. On the other end, nouns like “pulsar” tend to be much less

frequent, and are therefore more informative.

6https://developer.nvidia.com/cg-toolkit
7https://www.khronos.org/opengl/wiki/OpenGL_Shading_Language
8https://msdn.microsoft.com/en-us/library/windows/desktop/bb509561(v=vs.85).aspx

https://developer.nvidia.com/cg-toolkit
https://www.khronos.org/opengl/wiki/OpenGL_Shading_Language
https://msdn.microsoft.com/en-us/library/windows/desktop/bb509561(v=vs.85).aspx
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Using this property of a source, it is possible to evaluate the amount information i(v)

associated to each value v in a source, which is given as i(v) = log 1
p(v) , where p(v) is

the probability of the value v to occur (Shannon, 1948). Averaging over all information

contained in a source corresponds to the entropy of a source9.

To compress a data source, an encoder is used to remodel this data into a more compact

version of itself. This process is generally referred to as compression. A decoder is used to

invert the compression process, outputting data back to or close to its original form. This

process is generally referred to as decompression.

The entropy of a source represents the minimal amount of space needed to perfectly

represent it. A source cannot be compressed more than its entropy without incurring a

loss of information. Therefore, entropy constitutes the limit between the two main data

compression categories: lossless compression and lossy compression. As can be expected,

lossy compression will tend to provide more compression than lossless compression.

To reduce the length of a file, data compression relies on a number of techniques,

either conjunctly, or by themselves. For an introduction to many core data compression

concepts and their related mathematics, see Sayood (2006); for a deep overview of most

compression techniques, see Salomon (2007). As lossy JPEG2000 compression will be a

core part of Chapters 5 and 6, the next Section provides a general overview of Part 1 of

the standard, related to still image compression (ISO/IEC 15444-1:2000, 2000).

2.3.1 The JPEG2000 core coding

JPEG2000 is a royalty free industry image standard. As opposed to other binary compres-

sion schemes such as gzip10 and bzip211, JPEG2000 takes advantage of the multidimen-

sionality of data — a characteristic of image data (Peters & Kitaeff, 2014). The standard

was developed by the Joint Photographic Experts Group (JPEG) committee, and was

published in the year 2000. JPEG2000 is the next-generation of the classic JPEG format

(ISO/IEC 10918, ITU-T T.81, ITU-T T.83, ITU-T T.84, and ITU-T T.86 standards).

During its design, the committee aimed to provide a more versatile format that could han-

dle different types of still images (e.g. bi-level, gray-level, colour, and multi-component),

different image characteristics (including scientific imaging with high dynamic range), and

would allow different imaging models like a client–server topology, real-time transmission,

image archival, and limited buffer and bandwidth resources (Christopoulos et al., 2000).

The main steps of the JPEG2000 encoder and decoder are as follows.

9Sometimes referred to as Shannon’s entropy.
10http://www.gzip.org, last accessed 6 September 2017.
11http://www.bzip.org, last accessed 6 September 2017.

http://www.gzip.org
http://www.bzip.org
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Encoder. Firstly, the original image data is partitioned onto a grid, where each rectangle

is non-overlapping. This process is called tiling. Each tile is then compressed indepen-

dently of other tiles. All tiles have the same dimensions, with the exception of tiles at the

right and lower boundary of the image, when the image cannot be split evenly. Tiling the

image reduces memory requirements, and provides a mechanism to decompress sections

of an image only. It is also possible to use a single tile if desired.

Like other image compression schemes, JPEG2000 does not compress the original data

directly. Instead, using an image tile, data is first transformed using the Discrete Wavelet

Transform (DWT, Adams & Ward, 2001). In cases where the tile data is unsigned (e.g.

all positive values), data is level shifted by subtracting the same quantity for all samples

— a pre-processing step required by the wavelet transform. In the context of the encoder,

the transform is referred to as forward transform.

DWT consists of a series of low-pass and high-pass filters, which decompose the tile

into different resolution levels. Decomposition levels contain a number of coefficients

grouped into sub-bands, describing the horizontal (LH), vertical (HL), and diagonal (HH)

spatial frequency characteristics of local areas in the original tile component (Christopoulos

et al., 2000). Part 1 of the standard allows dyadic decomposition (power of 2). Figure

2.6 illustrates the tiling and the dyadic DWT process. DWT can be reversible (lossless)

or irreversible (lossy). The irreversible transform of lossy JPEG2000 is the Daubechies

9-tap/7-tap filter (Antonini et al., 1992). Filtering is used to reduce or eliminate high

frequency details (e.g. grainy details) by convolving or lifting coefficient values in the

transformed domain.

Wavelet coefficients are quantized and output as rectangular arrays of binary code-

blocks, forming multiple bit-planes. Part 1 of the standar uses scalar quantization. The

process of quantization reduces the precision by binning into a fixed number of bins —

resulting in a loss of information. Each of the transform coefficients ab(u, v) of a sub-band

b is quantized to the value qb(u,v) using the following equation (Christopoulos et al., 2000):

qb(u, v) = sign(ab(u, v))

⌊
ab(u, v)

∆b

⌋
. (2.1)

The quantization step ∆b is defined relatively to the dynamic range Rb of the sub-band b

(based on the number of bits used to represent the original image tile data), the exponent

εb, and the mantissa µb (Christopoulos et al., 2000; Zuras et al., 2008):

∆b = 2Rb−εb
(

1 +
µb
211

)
. (2.2)
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Figure 2.6 Schematic depicting an image tiled into four tiles, and the application of forward
DWT to each tile.

Each bit-plane is entropy coded using the arithmetic coding algorithm (Witten et al.,

1987; Moffat et al., 1998). A specialized version of the arithmetic encoder called the

MQ-Encoder is adopted by JPEG2000 to compute the arithmetic coding (Saidani et al.,

2008), which outputs variable length binary words (e.g. frequent values are coded using

less bits than rare ones). As variable length coding is known to be prone to channel or

transmission error, markers are added into the bitstream (outcome of the entropy coding)

to allow error resilience (Christopoulos et al., 2000). Error resilience techniques include

data partitioning and resynchronization, error detection and concealment, and Quality of

Service (QoS) transmission based on priority (Moccagatta et al., 2006).

Finally, we note that JPEG2000 adds a header to the bitstream that describes the

original image, the various decomposition and coding styles, etc. This feature is practical

for providing or saving metadata from the original data (e.g. information provided in the

header of a FITS file). The encoding engine of JPEG2000 is based on EBCOT (Taubman,

2000).

Decoder. As is commonly the case in data compression schemes, the steps from the

JPEG2000 encoder mirror those of the decoder — the decoder reverses the steps taken by

the encoder. The code-stream is first entropy decoded, de-quantized and inverse discrete

transformed. The result is the reconstructed image data.
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In this thesis, I consider grey-level data only. Similar steps would be taken by colour

(three components12) or multi-component data, where steps would be performed on each

component individually. Figure 2.7 shows a block diagram of the different steps forming

both the encoder and the decoder, and Figure 2.8 shows an image of the author trans-

formed using three levels of DWT.

Store or  
Transmit

Forward 
transform Quantization Entropy 

Encoding Compressed image dataImage Tile

Reverse 
transform

De-
quantization

Entropy 
Decoding Compressed image dataReconstructed 

Image Tile

(b) Decoder

(a) Encoder

Figure 2.7 Block diagram of the JPEG2000 (a) encoder and (b) decoder [adapted from
Christopoulos et al. (2000)].

2.4 Overview

Now that key concepts of visual analytics, scientific visualisation, computer graphics, and

data compression have been covered, the remainder of the thesis is structured as follows.

Chapter 3 introduces a large-scale visual analytics framework. Chapter 4 introduces novel

colouring and processing techniques for interactive 3D visualisation of spectral cube data.

Chapter 5 investigates data compression techniques in the context of a large theoretical

simulation survey. Chapter 6 investigates how lossy data compression can enable near

real-time data-driven discovery in time-critical remote observation campaigns. Finally,

Chapter 7 concludes the thesis, summarising outcomes and discussing future research

directions.

12For example, one component to represent each of the primary colours that are red, green, and blue.
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Figure 2.8 Result of applying three levels of dyadic DWT decomposition to an entire image
(no tiling), following the process depicted in Figure 2.6. Dynamic range of all images have
been rescaled to a unified range to better highlight features in the image. The colour
bar is also shown, where the minimum value in an image corresponds to black, and the
maximum value corresponds to white.



3
Large-scale comparative visualisation of sets of

multidimensional data

In this chapter, I present the first large-scale comparative visual analytics framework for

astronomy. Additionally, the framework can be used with any multi-dimensional dataset

from other application fields, including medical imaging and Earth sciences.

Datasets in spectral cube surveys are continuously increasing in terms of the num-

ber of individual observations they contain. This increase poses a stress on the classical

desktop-based methodology (one spectral cube is analysed at a time by one individual),

where having the ability to compare multiple cubes, or to compare a spectral cube to one

or more models can be beneficial. In large survey projects, common limitations relate

to: 1) interactive visualisation and analysis of large subsets of data; 2) synchronous or

asynchronous collaboration; and 3) the ability to document the discovery workflow.

To cope with these limitations, the presented framework adopts an approach that

is: flexible and interactive; allows qualitative, quantitative, and comparative visualisation;

provides flexible mechanisms to organise data and metadata; allows the workflow history to

be automatically documented; and is portable to systems other than large-scale immersive

environments (e.g. to a simple desktop computer).

The chapter includes a review of comparative visualisation systems. From this review,

we proceed with a user-centred design, identifying desirable features and identify unex-

plored avenues, which we use as guidelines to design a framework that follows a model-

view-controller design pattern. Hence, this chapter answers the following questions: 1)

how to integrate comparative visualisation and analysis into a unified system? ; 2) how to

document the discovery process? ; and 3) how to enable scientists to continue the research

process once back at their desktop?

The Chapter also presents an implementation of the framework, using the CAVE2 at

35
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Monash University as a testbed — and also show that encube can be used on a local

machine.

The remainder of this Chapter comprises content published in the paper “Large-scale

comparative visualisation of sets of multidimensional data” by D. Vohl, D. G. Barnes, C.

J. Fluke, et al., PeerJ Computer Science, 2:e88, 2016, DOI: 10.7717/peerj-cs.88.

Finally, following events that happened since the publication of the aforementioned

article, Section 3.1 includes additional discussions around experimental testing by the

community; and Section 3.2 discusses example applications and future possibilities pro-

vided by encube for future facilities and surveys.
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ABSTRACT
We present encube—a qualitative, quantitative and comparative visualisation and
analysis system, with application to high-resolution, immersive three-dimensional
environments and desktop displays. encube extends previous comparative visualisation
systems by considering: (1) the integration of comparative visualisation and analysis
into a unified system; (2) the documentation of the discovery process; and (3) an
approach that enables scientists to continue the research process once back at their
desktop. Our solution enables tablets, smartphones or laptops to be used as interaction
units for manipulating, organising, and querying data. We highlight the modularity of
encube, allowing additional functionalities to be included as required. Additionally, our
approach supports a high level of collaboration within the physical environment. We
show how our implementation of encube operates in a large-scale, hybrid visualisation
and supercomputing environment using the CAVE2 at Monash University, and on a
local desktop, making it a versatile solution. We discuss how our approach can help
accelerate the discovery rate in a variety of research scenarios.

Subjects Graphics, Scientific Computing and Simulation, Visual Analytics
Keywords Scientific data visualisation, Tiled-display, Comparative Visualisation, Immersive
environments, CAVE2

BACKGROUND
Scientific visualisation (McCormick, 1988; Frenkel, 1988; DeFanti, Brown & McCormick,
1989) is now well established as a means for gaining the required insight from
multidimensional data. Visual insights can be obtained via different techniques. For a
comprehensive review of the variety of standard techniques see, for example, Akenine-
Möller, Haines & Hoffman (2008) for an overview of practices for real-time rendering;
see Toriwaki & Yoshida (2009) for the mathematical theory of image processing and
related algorithms; and Szeliski (2010) for common techniques about image analysis
and interpretation. In this work, we distinguish between four broad classes of scientific
visualisation. Qualitative visualisation allows an intuitive understanding of the data
by displaying simple shapes and colours. Quantitative visualisation supports further
comprehension of the data by connecting visual information with inherent measured
quantities (e.g., using a colour bar, mean value of a selected region of interest, etc.).

How to cite this article Vohl et al. (2016), Large-scale comparative visualisation of sets of multidimensional data. PeerJ Comput. Sci.
2:e88; DOI 10.7717/peerj-cs.88



Comparative visualisation emphasises the investigation of similarities or differences between
two ormore datasets. Finally, collaborative visualisation refers to situations where a group of
researchers work together to organise, analyse, debate, and make sense of data collectively.

Structured three dimensional (3D) images or data cubes have an increasing presence
in scientific research. Medical imaging (e.g., Udupa & Herman, 1999) routinely generates
data cubes using instruments like positron emission tomography (PET), computerized
tomography (CT) and magnetic resonance imaging (MRI). Ecology, oceanography and
Earth sciences use hyperspectral remote sensing from airborne and satellite systems
to gather data cubes formed of two spatial and one spectral dimensions (e.g., Craig
et al., 2006; Schalles, 2006; Govender, Chetty & Bulcock, 2007; Adam, Mutanga & Rugege,
2010). Astronomers gather data cubes from instruments and facilities like integral field
spectrographs (e.g., Bacon et al., 2001; Bryant et al., 2012), and radio interferometers (e.g.,
Thompson, Moran & Swenson Jr, 2008).

We use the term data cube survey when referring to scenarios where multiple data cubes
are generated or collected. While the growth in size and quantity of data cubes in surveys
allow novel and ambitious science to be undertaken, significant challenges are posed for
knowledge discovery and analysis. As the number of data cubes increases, the classical
desktop-based methodology—one data cube is examined at a time by a single person—is
inefficient (Isenberg et al., 2011). Instead, researchers want to rapidly and interactively
compare subsets of data cubes concurrently. To make sense of data in large survey projects,
analysis and interpretation is rarely done alone: researchers want to explore and analyse
data collaboratively, either synchronously or asynchronously, as well as discuss and debate
their findings (Heer & Agrawala, 2008).

One of the primary goals of any data cube survey is to identify and investigate similarities
and differences between individual participants, objects or observations. Additionally, it
may be relevant to compare empirical or numerical models with the input data cubes. As
instrumentation, facilities and data collection practices improve the number of data cubes
per survey has grown rapidly. To give a sense of the magnitude of different surveys, let us
focus on two representative examples from neuroscience and astronomy.

The IMAGE-HD study (Georgiou-Karistianis et al., 2013) is a multi-modal MRI
longitudinal study of Huntington’s disease (HD,Walker, 2007). The IMAGE-HD study
investigates links between brain structure, microstructure and brain function with clinical,
cognitive and motor deficits in both pre-symptomatic and symptomatic individuals with
HD. Structural, functional, diffusion tensor, and susceptibility weighted MRI images have
been acquired at three time points in over 100 volunteers at the start of the study, and after
18 and 30 months (e.g., Domínguez D et al., 2013; Poudel et al., 2013).

The Westerbork HI survey of spiral and irregular galaxies (WHISP, Van der Hulst,
Van Albada & Sancisi, 2001; Swaters et al., 2002) utilised the Westerbork Synthesis Radio
Telescope to study the neutral hydrogen (HI) content in ∼500 nearby galaxies. The
goal of the survey was to investigate how the density distribution and motion of neutral
hydrogen (HI) in galaxies depends on their shape (morphology), radio luminosity and
environment (Van der Hulst, Van Albada & Sancisi, 2001). A typical WHISP spectral data
cube comprised 512 × 512 spatial pixels and 128 frequency channels. With the upgrade to
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the APERTIF instrument (Verheijen et al., 2009), the survey will grow to 20,000 data cubes
with a two thousand-fold increase in voxels per data cube.

These are two of many projects that includes large multi-dimensional datasets. For
more projects from medical imaging, see for example Evans et al. (1993); Evans (2006),
and Essen et al. (2012). Similarly, for more projects from astronomy, see for example
Booth et al. (2009), Johnston et al. (2008), and Quinn et al. (2015).

For comparative visualisation of large sets of data, high resolution displays (including
tiled displays) have been introduced as an effective support (Son et al., 2010; Lau et al.,
2010; Fujiwara et al., 2011; Gjerlufsen et al., 2011). However, previous research primarily
focussed on how to render a visualisation seamlessly over multiple displays, and how to
interact with the visualisation space. In the context of comparative visualisation of large
sets of data using high resolution display environments, some questions remain open. How
can comparative visualisation and analysis be integrated into a unified system? How can
the discovery process be documented? Finally, how can we enable scientists to continue
the research process once back at their desktop? In this work, we present a visualisation
and analysis system that responds to all three questions.

Motivation
The main motivation for our work was the identified need to accelerate visualisation led
discovery and analysis of data cube surveys in two specific application areas. The first
scenario was to enable new insights into the effect of HD on the microstructural integrity
of the brain white matter, through large-scale interactive, comparative visualisation of
Magnetic Resonance Imaging (MRI) data from IMAGE-HD. The second scenario was to
support the first ever, large-scale systematic morphological (i.e., shape-based) classification
of the kinematic structures of galaxies, commencing with the WHISP survey (V Kilborn,
pers. comm., 2015–2016).

Although the data collectionmethods and interpretation are very different, both projects
required a visualisation solution that:
1. provided a visual overview of the entire data cube survey, or a sufficiently large sub-set

of the survey;
2. allowed qualitative, quantitative, and comparative visualisation;
3. supported interaction between the user and the data, including volume rotation,

translation and zoom, modification of visualisation properties (colour map,
transparency, etc.), and interactive querying;

4. supported different ways to organise the data, including automatic and manual
organisation of data within the display space, as well as different ways of sorting lists
using metadata included with the dataset;

5. could utilise stereoscopic displays to enhance comprehension of three-dimensional
structures;

6. allowed a single data cube to be selected from the survey and visualised at higher-
resolution;

7. encouraged collaborative investigation of data, so that a team of expert researchers
could rapidly identify the relevant features;
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1CAVE2TM is a trademark of the University
of Illinois Board of Trustees.

8. was extensible (i.e., easily customizable) so that new functionalities can be easily be
added as required;

9. automatically tracked the workflow, so that the sequence of interactions could be
recorded and then replayed;

10. was sufficiently portable that a single solution could be deployed in different display
environments, including on a standard desktop computer and monitor.
Identifying comparative visualisation of many data cubes (Item 1) as the key feature

that could provide enhanced comprehension and increase the potential for collaborative
discovery (Item 7), we elected to work with the CAVE2TM1 at Monash University in
Melbourne, Australia (hereafter Monash CAVE2). To support quantitative interaction
(Items 2, 3 and 4), we decided to work with a multi-touch controller to interact, query,
and display extra quantitative information about the visualised data cubes. The CAVE2
provides multiple stereo-capable screens (Item 5). To visualise a single data cube at
higher-resolution (Item 6), we elected to work with Omegalib Febretti et al. (2014), and
the recently added multi-head mode of S2PLOT (Barnes et al., 2006) (see ‘Related work’,
‘Process-Render Units’). For the solution to be easily extensible (Item 8), we designed a
visualisation and analysis framework, where each of its parts can be customized as required
(see ‘Overview of encube’ and ‘Implementation’). The framework incorporates a manager
that can track the workflow (Item 9), so that each action can be reviewed, and system states
can be reloaded. Finally, the framework can easily be scaled-down for standalone use with
a standard desktop computer.

The CAVE2
The CAVE2 is a hybrid 2D/3D virtual reality environment for immersive simulation and
information analysis. It represents the evolution of immersive virtual reality environments
like the CAVE (Cruz-Neira et al., 1992). A significant increase in the number of pixels and
the display brightness is achieved by replacing the CAVE’s use of multiple projectors
with a cylindrical matrix of stereoscopic panels. The first CAVE2 Hybrid Reality
Environment (Febretti et al., 2013) was installed at the University of Illinois at Chicago
(UIC). The UIC CAVE2 was designed to support collaborative work, operating as a fully
immersive space, a tiled display wall, or a hybrid of the two. The UIC CAVE2 offered more
physical space than a traditional five or six wall CAVE, better contrast ratio, higher stereo
resolution, more memory and more processing power.

The Monash CAVE2 is an 8-meter diameter, 320 degree panoramic cylindrical display
system. It comprises 80 stereo-capable displays arranged in 20 four-panel columns. Each
display is a Planar Matrix LX46L 3D LCD panel, with a 1,366 × 768 resolution and 46’’
in diagonal. All 80 displays provide a total of ∼84 million pixels. For image generation,
the Monash CAVE2 comprises a 20-node cluster, where each node includes dual 8-core
CPUs, 192 gigabytes (GB) of random access memory (RAM), along with dual 1536-core
NVIDIA K5000 graphics cards. Approximately 100 tera floating-point operations per
second (TFLOP/s) of integrated graphic processing units (GPU)-based processing power
is available for computation. Communication between nodes is through a 10 gigabit (Gb)
network fabric. Data is stored on a local Dell server, containing 2.2 terabytes (TB) of
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ultrafast redundant array of independent solid-state disk (RAID5 SSD), and 14 TB of fast
SATA drives (RAID5). This server has 60 Gbit/s connectivity to the CAVE2 network fabric.
It includes 256 GB of RAM to cache large files, and transfer out to the nodes very rapidly.

Outline
The remainder of this paper is structured as follow. ‘Related work’ reviews related work
and makes connections to our requirements. ‘Overview of encube’ presents a detailed
description of the architecture design of encube, our visualisation and analysis system.
‘Implementation’ presents our implementation in the context of the Monash CAVE2.
‘Timing experiment’ presents a timing experiment comparing performances of encube
when executed within the Monash CAVE2 and on a personal desktop. Finally, ‘Discussion’
discusses the proposed design and implementation, and discusses how it can help accelerate
the discovery rate in a variety of research scenarios.

RELATED WORK
We focus our attention on literature related to comparative visualisation, the use of
high resolution displays (including tiled displays and CAVE2-style configurations), and
interaction devices.

Early work by Post & Van Wijk (1994), Hesselink, Post & Van Wijk (1994), and Pagen-
darm & Post (1995) discussed comparative visualisation using computers, particularly
in the context of tensor fields and fluid dynamics. They discussed the need to develop
comparative visualisation techniques to generate comparable images fromdifferent sources.
They found that two approaches to comparative visualisation can be considered: image-level
comparison, visually comparing either two observation images or a theoretical model and
an observation image, all generated via their own pipeline; and data level comparison,
where data from two different sources are transformed to a common visual representation
via the same pipeline.

Roberts (2000) and Lunzer & Hornbæk (2003) advocated the use of side-by-side
interactive visualisations for comparative work. Roberts (2000) proposed that multiple
views and multiform visualisation can help during data exploration—providing alternative
viewpoints and comparison of images, and encouraging collaboration. Lunzer & Hornbæk
(2003) identified three kinds of issues common to comparative visualisation during
exploration of information: a high number of required interactions, difficulty in
remembering what has been previously seen, and difficulty in organising the exploration
process.We return to these issues in ‘Discussion’ with regards to our solution. In accordance
with Roberts (2000), they argued that these issues can be reduced through an interactive
interface that lets the user modify and compare different visualisations side by side.Unger et
al. (2009) put these principles to work by using side-by-side visualisation to emphasize the
spatial context of heterogeneous, multivariate, and time dependent data that arises from
a spatial simulation algorithm of cell biological processes. They found that side-by-side
views and an interactive user interface empowers the user with the ability to explore the
data and adapt the visualization to his current analysis goals.
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For scientific visualisation, Ni et al. (2006) highlighted the potential of large high-
resolution displays as they offer a way to view large amounts of data simultaneously with
the increased number of available pixels. They also mention that benefits of large-format
displays for collaborative work—as a medium for presenting, capturing, and exchanging
ideas—have been demonstrated in several projects (e.g., Elrod et al., 1992; Raskar et al.,
1998; Izadi et al., 2003). Moreover, Chung et al. (2015) assess that the use of multiple
displays can enhance visual analysis through its discretized display space afforded by
different screens.

In this line of thinking, Jeong et al. (2005), Doerr & Kuester (2011), Johnson et al. (2012),
Marrinan et al. (2014) and Kukimoto et al. (2014) discussed software for cluster-driven
tiled-displays called SAGE, CGLX, DisplayCluster, SAGE2, and HyperInfo respectively.
These solutions provide dynamic desktop-like windowing for media viewing. This includes
media content such as ultra high-resolution imagery, video, and applications from remote
sources to be displayed. They highlight how this type of setting lets collective work to
take place, even remotely. Febretti et al. (2014) presented Omegalib to execute multiple
immersive applications concurrently on a cluster-controlled display system, and have
different input sources dynamically routed to applications.

In the context of comparative visualisation using a cluster-driven tiled-display, Son et
al. (2010) discussed the visualisation of multiple views of a brain in both 2D and 3D using
a 4 × 2 tiled-display, with individual panel resolution of 2,560 × 1,600 pixels. Their system
supported both high resolution display over multiple screens (using the pixel distribution
concept from SAGE and the OpenGL context distribution from CGLX) and multiple image
display. Supporting both a 3D mesh and 2D images, they provided region selection of an
image, which highlighted the same region in other visualisations of the same object. They
also included mechanisms to control of the 3D mesh (resolution, position and rotation),
and control of image scale using a mouse and keyboard, enabling users to modify the
size of images displayed. Other approaches are presented by Lau et al. (2010), Fujiwara
et al. (2011), and Gjerlufsen et al. (2011), who developed applications to control multiple
visualisations simultaneously.

Lau et al. (2010) used ViewDock TDW to control multiple instances of the Chimera
software (http://www.cgl.ucsf.edu/chimera) to visualise dozens of ligand–protein
complexes simultaneously, while preserving the functionalities of Chimera. ViewDock
TDW permitted comparison, grouping, analysis and manipulation of multiple candidates—
which they argued increases the efficacy and decreases the time involved in drug discovery.
In an interaction study within a multisurface interactive environment called the WILD
room, Gjerlufsen et al. (2011) discussed the comparative visualisation of 64 brain models.
Controlling the Anatomist (http://brainvisa.info/web/index.html) software with the
SubstanceGrisemiddleware, they enabled synchronous interaction withmultiple displays
using several interaction devices: a multitouch table, mobile devices, and tracked objects.
Discussing these results, Beaudouin-Lafon (2011) and Beaudouin-Lafon et al. (2012) note
that large display surfaces let researchers organize large sets of information and provide a
physical space to organize group work.
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Similarly, Fujiwara et al. (2011) discuss the development of a multi-application
controller for the SAGE system, with synchronous interaction of multiple visualisations. A
remote application running on personal computer was used to control the SAGE system.
They evaluated how effectively scientists find similarities and differences between visualised
cubic lattices (3D graph with vertices connected together with edges) using their controller.
They measured the time required to complete a comparison task in two cases where the
controller controls: (1) all visualisations synchronously; or (2) only one visualisation at a
time. For their test, they built a tiled display of 2 × 2 LCD monitors and three computers.
For both cases, participants would look at either 8 or 24 volumes displayed side-by-side,
and spread evenly on the different displays. Their results showed that comparison using
synchronized visualisation was generally five times faster than individually controlled
visualisation (case 1: ∼25 seconds per task; case 2: ∼130 seconds per task).

Figure 1 depicts system design schematics from Son et al. (2010), Lau et al. (2010),
Fujiwara et al. (2011) and Gjerlufsen et al. (2011). All designs depend upon a one-way
communication model, where a controller sends a command to control how visualisations
are rendered on the tiled-display. Hence, all models primarily focussed on enabling
interaction with the visualisation space. With these models, the controller cannot receive
information back from the display cluster (or equivalent computing infrastructure). It is
worth noting that designs from Son et al. (2010), Fujiwara et al. (2011) and Gjerlufsen et al.
(2011) also enable a visualisation to be rendered over multiple displays.

To interact with visualisations, many interaction devices have been proposed, varying
with the nature of the visualisation environment and the visualisation space (e.g., 2D,
3D). One of the most common method is based on tracked devices (e.g., tracked wand
controllers, gloves and body tracking, smart phone) that allow users to use natural gestures
to interact with the visual environment (e.g., LaViola et al., 2004; Roberts et al., 2010;
Nancel et al., 2011; Febretti et al., 2013). For instance, both the CAVE2 and the WILD
room use a tracking system based on an array of Vicon Bonita infrared cameras to track
the physical position of controllers relative to the screens. To interact with 3D data,
another interaction method involves sphere shaped controllers that enables 6 degrees
of freedom (e.g., Amatriain et al., 2009; Febretti et al., 2013). However, Hoang, Hegie &
Harris Jr (2010) argued that the practicality of these methods diminishes as the set of user
controllable parameters and options increase—and that precise interaction can be difficult
due to the lack of haptic feedback.

Another interaction method involves the use of mobile devices such as phones and
tablets with multitouch capabilities (e.g., Roberts et al., 2012; Roberts, Wakefield & Wright,
2013; Donghi, 2013). They are used to interact with the visual environment or to access
extra information not directly visible on the main display. For example, Höllerer, Kuchera-
Morin & Amatriain (2007) and Amatriain et al. (2009) provided concurrent users with
configurable interfaces. It let users adopt distinct responsibilities such as spatial navigation
and agent control.Cheng, Li & Müller-Tomfelde (2012) focused on an interaction technique
that supports the use of tablet devices for interaction and collaboration with large displays.
They presented a management and navigation interface based on an interactive world-in-
miniature view andmultitouch gestures. By doing so, users were able to manage their views
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Figure 1 Systems design schematics from: (A) Son et al. (2010); (B) Lau et al. (2010); (C) Fujiwara
et al. (2011); and (D)Gjerlufsen et al. (2011). All designs are predicated upon a one-way communica-
tion model, where a controller sends a command to control how visualisations are rendered on the tiled-
display. All models primarily focussed on enabling interaction with the visualisation space. Designs A, C
and D also enable a visualisation to be rendered over multiple displays.
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on their tablets, navigate between different areas of the workspace, and share their view
with other users. As multitouch devices are inherently 2D, a limitation of models based on
mobile devices—when working with 3D data—is related to precision in manipulation and
region selection.

From this review, we can note that previous research primarily focussed on rendering
a visualisation seamlessly over multiple displays, and in cases involving comparative
visualisation, it placed an emphesis on enabling interaction with the visualisation space.
As our focus is to accelerate visualisation led discovery and analysis of data cube
surveys, it is also important to consider the following questions. How can we integrate
comparative visualisation and analysis into a unified system? How can we document the
discovery process? Finally, how can we enable scientists to continue the research process once
back at their desktop? We cover our proposed solutions to these three question throughout
the following sections.

OVERVIEW OF ENCUBE
encube’s design focuses on enabling interactivity between the user and a date cube survey,
presented in a comparative visualisation mode within an advanced display environment.
Its main aim is to accelerate the visualisation and analysis of data cube surveys –with an
initial focus on applications in neuroimaging and radio astronomy. The system’s design
is modular, allowing new features to be added as required. It comprises strategies for
qualitative, quantitative, and comparative visualisation, including different mechanisms to
organise and query data interactively. It also includes strategies to serialize the workflow,
so that actions taken throughout the discovery process can be reviewed either within the
advanced visualisation environment or back at the researcher’s desk.We discuss the general
features of encube’s design before addressing implementation in ‘Implementation.’

We abstract the system’s architecture into two layers: a process layer, and an input/output
layer (Fig. 2). This abstraction enables tasks to be executed on the most relevant unit
based on the nature of the task (e.g., compute intensive, communication). While sharing
similarities with other systems (e.g., Jeong et al., 2005; Fujiwara et al., 2011; Gjerlufsen
et al., 2011; Febretti et al., 2014; Marrinan et al., 2014), it differs through three main
additions (Table 1):
1. mechanisms for quantitative visualisation;
2. mechanisms for comparative visualisation; and
3. mechanisms to serialize the workflow.

Process layer
As shown in Fig. 2, the Process layer is the central component of our design. Communication
occurs between a Manager Unit and one or more Process-Render Units. It follows a
master/slaves communication pattern, where the Process-Render Units act upon directives
from theManager Unit.

Process-Render Unit. This component is the main computation engine. Each Process-
Render Unit has access to data and is responsible for rendering to one or more Display
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Manager Unit 
(Meta)data handler/server 
Scheduler 
Workflow serialization

Process-Render Unit 
Process data 

Render visualisation 

Input/output layer

Process layer

Display Unit
visualise data cube

Interaction Unit
control / query / 

visualise

Figure 2 System design schematic.Our solution integrates visualisation and analysis into a unified sys-
tem. The input/output layer includes units to visualise data (Display Units) and interact with visualisa-
tions (Interaction Units). The Process layer includes units to manage communication and data (Manager
Unit), and to process and render visualisations (Process-Render Units). This system has two-way commu-
nication, enabling the Interaction Unit to query both theManager Unit and the Process-Render Units, and
retrieve the requested information. This information can then be reported on the Interaction Unit directly,
reducing the amount of information to be displayed on the Display Units.

Units. As it is expected that most of the available processing power of the system will
reside on the Process-Render Units, derived data products like a histogram, or quantitative
information (e.g., mean voxel value) are also computed within this part of the Process
layer.

Manager Unit. This component has three different functionalities. Foremost, it is the
metadata server for the system, where a structured list of the dataset is available and can
be served to Process-Render Units and Interaction Units. Secondly, it acts as a scheduler,
where it manages and synchronizes tasks communication between Process-Render Units
and Interaction Units. Tasks are handled following the queue model. Finally, as all
communication and queries (e.g., visualisation parameter change) circulate via theManager
Unit, the workflow serialization occurs here.

Input/output layer
Interaction Units. This component is in charge of controlling what to display, and how to
display it. It also provides mechanisms to query the distributed data. In this context, screen-
based controllers—laptops, tablets and smart phones—can both control the visualised
content, and display information derived or computed from this content. The Interaction
Unit can request that a specific computation be executed on one or more Process-Render
Units and the result returned to the Interaction Unit. This result can then be visualised
independently of the rendered images on the Display Units. While a single Interaction unit
is likely to be the prefered option, multiple clients should be able to interact with the system
concurrently.

Display Units. This component is where the rendered images and meta-data such as a
data cube identification number (ID) are displayed. A Display Unit can display a single or
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Table 1 Comparing systems from Son et al. (2010), Lau et al. (2010), Fujiwara et al. (2011),Gjerlufsen et al. (2011), and this work based on our
user requirements. Acronyms: query one volume (QOV); query multiple volume (QMV); modify visualisation property (e.g., colormap, trans-
parency; MVP). A blank indicates that a topic is not discussed in related literature. Reorder is a cascading reordering event after manually moving a
volume from one screen to another (see ‘Manual data reordering’).

Requirement Son+ Lau+ Fujiwara+ Gerjlufsen+ This work

Visualisation class Qualitative • • • • •

Quantitative •

Comparative • • • • •

Interaction method (with volumes) Rotate • • • • •

Pan/zoom • • • • •

MVP • •

QOV •

QMV •

Organise visualisations Automated • • • • •

Manual • •

Organisation mechanism (comparative vis.) Swap • •

Sort • •

Reorder •

Organise data Automatic • •

Manual • •

Stereoscopic screens •

Number of screens 4 × 2 5 × 4 2 × 2 8 × 4 20 × 4
Multi-screens visualisation • • • •

Collaborative environment • • • • •

Customizable • • •

Workflow history •

Standalone (single desktop) •

multiple data cubes. It can also display part of a data cube in cases where a data cube is
displayed overmultipleDisplay Units. In a tiled-display setting, a display unit comprises one
ormore physical screens. Several types of displays can be envisioned (e.g., high definition or
ultra-high resolution screens; 2D or stereoscopic capable screens; multi-touch screens). For
a traditional desktop configuration, the Display Unit may be a single application window
on a desktop monitor.

IMPLEMENTATION
In this section we describe and discuss our implementation of encube for use in theMonash
CAVE2. In this context, our design is being mapped to the CAVE2’s main hardware
components (Table 2). The Process layer is represented by a server node (Manager Unit )
communicating with a 20-node cluster (Process-Render Units). Each node is controlling
a column comprising four 3D-capable screens (Display Units). Finally, laptops, tablets,
or smart phones (Interaction Units) connect to the Manager Unit using the Hypertext
Transfer Protocol (HTTP) via a web browser. On the software side, three main programs
are connected together to form a visualisation and analysis application system: a data
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Table 2 encube’s layers and units mapped to theMonash CAVE2 hardware.

Layer Unit Monash CAVE2 hardware

Process layer Process-Render Units 20-node cluster, where each node comprises:
Dual 8-core CPUs
192 GB of RAM
2304-core NVIDIA Quadro K5200 graphics card
1536-core NVIDIA K5000 graphics cards

Manager Unit Head node, comprising:
Dual 8-core CPUs
256 GB ram
2304-core NVIDIA Quadro K5200 graphics card

Input/output layer Interaction Units Tablets, smartphones, or laptops, in particular:
iPad2 A1395

Display Units 20 columns× 4 rows of stereoscopic screens,
where each screen is:
Planar Matrix LX46L 3D LCD panel
1,366 × 768 pixels
46’’ diagonal

Monash  
CAVE2’s 

80 screens

Interaction Units

Process-Render Units

Manager Unit

Figure 3 Components of encube depicted in the context of the Monash CAVE2. The Interaction Units
permit researchers to control and interact with what is visualised on the 80 screens of the CAVE2. The In-
teraction Units communicate with theManager Unit via HTTP methods. A command sent from a client
is passed by theManager Unit to the Process-Render Units, which execute the action. The result is either
drawn on the Display Units or returned to the Interaction Unit.

processing and rendering program (incorporating volume, isosurface and streamline
shaders –instantiated on every Process-Render Unit ), a manager program (instantiated on
the Manager Unit ), and an interaction program (instantiated on the Interaction Units).
Schematics of the implementation, and how it relates to the general design, are depicted in
Figs. 3 and 4 respectively.

Process-Render Units
All processing and rendering of volumetric data is implemented as a custom3Dvisualisation
application—encube-PR. As processing and rendering is compute intensive, encube-PR is

Vohl et al. (2016), PeerJ Comput. Sci., DOI 10.7717/peerj-cs.88 12/36



HTTP requests

Interaction Unit

Panel 1

Panel 2

Panel 3

Panel 4

Display Units

TC
P 

So
ck

et
s

Manager Unit Process-Render Units
C / OpenGL / GLSLPython

HTML5 / JS / WebGL / CSS3 Stereoscopic screens

In
pu

t/o
ut

pu
t l

ay
er

Pr
oc

es
s 

la
ye

r

Panel 1

Panel 2

Panel 3

Panel 4

Panel 1

Panel 2

Panel 3

Panel 4

…

…

Figure 4 Schematic diagram of the implementation. An Interaction Unit is implemented as a web in-
terface using HTML5, JavaScript, WebGL, and CSS3—it communicates with theManager Unit through
HTTP requests. TheManager Unit is a Python application—it communicates with Process-Render Units
through TCP sockets. Each Process-Render Unit is implemented as a custom 3D visualisation application
written in C, OpenGL and GLSL. The Display Units correspond to the 20 Planar Matrix LX46L 3D LCD
panels of the Monash CAVE2.

written inC,OpenGL andGLSL, and based on S2PLOT (Barnes et al., 2006). Each Processor-
Renderer node runs one instance of this application. The motivation behind our choice of
using S2PLOT, an open source three-dimensional plotting library, is related to its support of
multiple panels ‘‘out of the box’’ and stereoscopic rendering capabilities. It is alsomotivated
by S2PLOT’s multiple customizable methods to handle OpenGL (https://www.opengl.org)
callbacks for interaction, and its support of remote input via a built-in socket. Moreover,
S2PLOT can be programmed to share its basic rendering transformations (camera position
etc.) with other instances. Custom shaders are supported in the S2PLOT pipeline, alongside
predefined graphics primitives. Additionally, multi-head S2PLOT—a version of S2PLOT
distributed over multiple Process-Render Units—or a binding with Omegalib (Febretti et
al., 2014) enable the rendered visualisation to be distributed over multiple computer nodes
and displays. Themulti-head S2PLOTmode—developed specifically for encube—requires a
configuration file with physical screen locations to render across mulitiple S2PLOT instances
via Message Passing Interface (MPI).

encube-PR is responsible for displaying dynamic, interactive 3D geometry such as
isosurface and ray-casting volume rendering onto the 3D screens of the CAVE2. As one
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Figure 5 Drawing window covering all four panels. S2PLOT area (blue) covering all four Planar Matrix
LX46L 3D LCD panels of a column. Each screen has resolution of 1,366 × 768 pixels. The S2PLOT area is
divided into four independent panels, with the size matched to the physical display resolution (pink).

instance of the application is executed per node (which controls four screens in the context
of the Monash CAVE2), the plotting application generates one drawing window covering
all four panels, and uses native S2PLOT functions to divide the entire drawing surface
(device) into four panels vertically, matching the borders of the physical display device
(i.e., the bezels of the screens). Hence, each S2PLOT panel is displayed on an individual
screen in the CAVE2 display surface (Fig. 5).

Isosurface and ray-casting volume renderings are computed through custom GLSL
fragments and vertex shader programs. The visualisation parameters in these programs can
be modified interactively to highlight features of interest within the data (see ‘Interaction
Units’). Other custom shaders can be added to the volume rendering in order to overlay
other types of data (e.g., flows or connective structures as streamlines in medical imaging—
deployed for the IMAGE-HD element of this work; multi-wavelength 2D imaging data or
celestial coordinate systems in astronomy).

Manager Unit
The server, communication hub and workflow serialization is done in the Manager Unit
application—encube-M. This application is implemented in Python (https://www.python.
org) due to its ease for development and prototyping, along with its ability to execute
C code when required. Python is also the principal control language for Omegalib
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applications in the CAVE2; hence, encube-M offers the possibility for simple
communication with Omegalib applications. Common multiprocessing (threading)
and communication libraries such as Transmission Control Protocol (TCP) sockets or
MPI for high-performance computing are also available. Furthermore, with its quick
development and adoption by the scientific community in recent years (e.g., Bergstra et
al., 2010; Gorgolewski et al., 2011; Astropy Collaboration et al., 2013; Momcheva & Tollerud,
2015), our system can easily integrate packages for scientific computing such as SciPy (e.g.,
NumPy, Pandas; Jones, Oliphant & Peterson, 2001), PyCUDA and PyOpenCL (Klöckner et
al., 2012), semi-structured data handling (e.g., XML, JSON, YAML), along with specialized
packages (e.g., machine learning for neuroimaging and astronomy; Pedregosa et al., 2012;
VanderPlas et al., 2012; Abraham et al., 2014).

Throughout a session in the CAVE2, encube-M keeps track of the many components’
states, and synchronizes the Interaction Units and the Process-Render Units. The Manager
Unit communicates with the different Process-Render Units via TCP sockets, and responds
to the Interaction Units via HTTP methods (request and response).

Workflow serialization
Each step of a session is kept and stored to document the discovery process. This workflow
serialization is done by adding each uniquely identified action (e.g., load data, rotate,
parameter change) to a dictionary (key-value data structure) from which the global state
can be deduced. The dictionary of a session can be stored to disk as a serialized generic
Python object or as JSON data. Structured data can then be used to query and retrieve
previous sessions, which can then be loaded and re-examined. This data enables researchers
to review the sequence of steps taken throughout a session. It also makes it possible for
researchers to continue the discovery process when they leave the large-scale visualisation
environment and return to their desk.

Interaction Units
We implemented the Interaction Unit as a web interface. Recent advances in web
development technologies such as HTML5 (http://www.w3.org/TR/html5/), CSS3
(http://www.w3.org/TR/2001/WD-css3-roadmap-20010523/) and ECMAScript (http:
//www.ecma-international.org/memento/TC39.htm) (JavaScript) along with WebGL
(https://www.khronos.org/webgl/) (a Javascript library binding of the OpenGL ES 2.0 API)
enable the development of interfaces that are portable to most available mobile devices.
This development pathway has the advantage of allowing development independent
from the evolution of the mobile platforms [‘‘write once, run everywhere’’ (Schaaff &
Jagade, 2015)]. Furthermore, a web server can easily communicate with multiple web
clients, enabling collaborative interactions with the system. As it is currently implemented,
multiple Interaction Units can connect and interact with the system concurrently. However,
we did not yet implement a more complex scheduler to make sure all actions are consistent
with one another (future work).

In order to control the multiple Process-Render Units, we equipped the interface with
core features essential for interacting with 3D scenes (rotate, zoom and translate a volume),
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Figure 6 A screenshot of the meta-controller, configured for comparative visualisation of data from
theWHISP (Van der Hulst, Van Albada & Sancisi, 2001), HIPASS (Barnes et al., 2001), and THINGS
(Walter et al., 2008) galaxy surveys. (A) A miniature representation of the Monash CAVE2’s 4 rows by 20
columns configuration; (B) action buttons; (C) the dataset viewer (allows the survey to be sorted by mul-
tiple criteria); and (D) request/display quantitative information about data from one or multiple screens
(e.g., a histogram is shown here for galaxy NGC1569 currently on screen A1).

modifying the visualisation (change colours, intensity, transparency, etc.), and organising
and querying one or more data cubes. The interface comprises three main panels: a meta-
controller, an scene controller, and a rendering parameters controller. We further describe the
components and functionalities of the three panels in the next sections.

Interactive data management: the meta-controller
The meta-controller panel enables the user to interactively handle data. Figure 6 shows
an example interface of the meta-controller configured for morphological classification of
galaxies. The panel comprises four main components.

The first component is a miniature representation of the CAVE2 (Fig. 6A). This
component is implemented using Javascript and CSS3. Each display is mapped as a
(coloured) rectangle onto a grid, representing the physical setting of the CAVE2 display
environment (e.g., 4 rows by 20 columns). In the following, we refer to an element of this
grid as a screen, as it maps to a screen location in the CAVE2. Indices for columns (A–T)
and rows (1–4) are displayed around the grid as references.

The second component comprises action buttons (Fig. 6B). Actions include load data,
unload data, swap screens, and query Process-Render Units. The action linked to each button
will be described in the next section. The third component is an interactive table displaying
the metadata of the data cube survey (Fig. 6C). Each metadata category is displayed as a
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2A parsec is distance measure equal to
∼3.26 light years, or ∼3.086×1013 km.

separate column. The table enables client-side multi-criteria sorting by clicking or tapping
on the column header. In the example in Fig. 6, the data is simply sorted by the Mean
Distance parameter in ascending order.

Finally, it is possible to query the Process-Render Units to obtain derived data products
or quantitative information about the displayed data (Fig. 6D). The information returned
in such a context is displayed in the lower right portion of the meta-controller module.
The plots are dynamically generated using information sent back in JSON format from the
web server and then drawn in a HTML canvas using Javascript.

Interacting with the meta-controller
A user can manipulate data using several functionalities, namely load data to a screen,
select a screen, unload data, swap data between screens, request derived data products or
quantitative information, and manual data reordering.

Load data. Loading data onto the screens can be done via two methods:
1. Objects are selected from the table (Fig. 6C) and loaded by clicking or tapping the load

button (Fig. 6B). This will display the selected objects in the order that they appear in
the table (keeping track of the current sort state) in column-first, top-down order on
the screens. The corresponding data cubes will then be rendered on the Display Units
(Fig. 7). Figure 7A shows a picture of MRI imaging and tractography data from the
IMAGE-HD study displayed on the CAVE2 screens, while Fig. 7C shows several points
of view for different galaxy data taken from the THINGS galaxy survey (Walter et al.,
2008), a higher resolution survey than the WHISP survey mentioned previously, but
with only nearby galaxies (distance < 15 megaparsec2).

2. Load a specific cube via a click-and-drag gesture from the table and releasing on a given
screen of the grid.
Once data is loaded, each CAVE2 screen displays the ID of the relevant data cube.

Screen selection and related functionalities. Each screen is selectable and interactive (such
as the top-left screen in Fig. 6A). Selection can be applied to one or many screens at a time
by clicking its centre (and dragging for multi-selection). Screen selection currently enables
four functionalities:
1. Highlight a screen within the CAVE2. Once selected, a coloured frame is displayed to

give a quick visual reference (Fig. 7B).
2. Unload data. By selecting one or more screens and clicking the unload button, the

displayed data will be unloaded both within the controller and on the Process-Render
Unit.

3. Swap (for comparative visualisation work). By selecting any two screens within the grid
and clicking the swap button, the content (or absence of content if nothing is loaded
on one of them) of the two displays will be swapped.

4. Request derived data products or quantitative information about a selected screen.

Integrating comparative visualisation and analysis as a unified system. As a proof of concept
for the two-way communication, we currently have implemented two functionalities. The
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Figure 7 encube in action. (A) Photograph of a subset of five out of the 20 four-panel columns of the
Monash CAVE2. (B) Selecting screens within the meta-controller leads to the display of a frame (pink)
around the selected screens in the CAVE2. (C) Visualisation outputs showing different galaxy morpholo-
gies taken from the THINGS galaxy survey (Walter et al., 2008).

first function queries a specific data cube to retrieve an interactive histogram of voxel values
(Fig. 6D). The interactive histogram allows the user to dynamically alter the range of voxel
values to be displayed. This approach is commonly used by astronomers working with low
signal-to-noise data. The second function queries all plotted data cubes and summarizes
the results in an interactive scatter plot (Fig. 8; see ‘An example of execution’ for further
discussion). This example function enables neuroscientists to quickly access the number of
connections between two given regions of the brain when comparing multiple MRI data
files from control, pre-symptomatic and symptomatic individuals. Additional derived data
products and quantitative information functionalities can easily be implemented based on
specific user and use-case requirements.

Manual data reordering. To further support interactivity between the user and the
environment, we included the option to manually arrange the order of the displayed
data. For example, instead of relying only on automated sorting methods, a user may
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Figure 8 A screenshot of the iPad within theMonash CAVE2 showing the integration between anal-
ysis and comparative visualisation: querying all plotted brain data and summarizing the results in an
interactive scatter plot. In this example, neuroscientists can quickly summarize the number of plotted
tracks per brain for 80 different individuals in relation to their age of the individual. It allows data from
control (Controls), pre-symptomatic (PreHD) and symptomatic (SympHD) individuals to be compared.

want to compare two objects displayed on the wall by manually placing them next to each
another. This is achieved by clicking or tapping on the rectangular bars at the top of a
screen, and dragging it to its final destination on the grid. This behaviour has a cascading
effect on the data ordering of the grid as depicted in Fig. 9.

Interacting with data cubes: the scene and rendering parameters controllers
Once data is loaded onto one or more screens, the web interface enables synchronous
interaction with all displayed data cubes. Figure 10 shows an example interface of the scene
controller and the parameters controller for a neuroimaging data cube survey.

The volumes can be rotated, panned, and zoomed interactively (Fig. 10A) using input
devices such as a mouse, a track pad or touch pad (e.g., slide, pinch). The interface also
provides control over volume rendering properties (e.g., sampling size, opacity and colour
map), and adjustment of a single, user-controlled isosurface (Fig. 10B). When rendering
parameters are modified (e.g., volume orientation, sampling size, etc.), a JSON string is
submitted to the Manager Unit and relayed to the Process-Render Units, modifying the
rendered geometry on the stereoscopic panels of all data cubes.
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Before Reordering After

Figure 9 Example of screens order before, during, and after manual reordering. The white arrow indi-
cates the clicking and dragging path of the screen (ID: 27) from its original position to its destination. All
screens between the origin and the destination will be shifted by one position towards the origin as shown
in the panel ‘After’.

Figure 10 A screenshot of the interactive web interface. The interface comprises (A) a scene controller,
which displays an interactive reference volume and (B) a set of parameter controls for modifying quanti-
ties such as sampling size, opacity, colour map and isosurface level.

Isosurface and volume rendering in the browser
The interactive controller is based on ShareVol (http://okaluza.github.io/sharevol), and is
implemented in WebGL (GLSL language) and JavaScript. It has been developed with an
emphasis on simplicity, loading speed and high-quality rendering. The aim being to keep
it as a small and manageable library, as opposed to a full featured rendering library such
as XTK (https://github.com/xtk) or VolumeRC (https://github.com/VolumeRC). Within
the context of the browser and WebGL, we use a one-pass volume ray-casting algorithm,
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which makes use of a 2D texture atlas (Congote et al., 2011), in order to avoid the use of
dynamic server content. By doing so, it minimizes the stress upon the Manager Unit by
porting the processing onto the client. The texture atlas of volume’s slices is pre-processed
and provided to the client upon loading. The same shader for both volume rendering and
isosurfaces is used at both ends of the system (Client and Process-Render Units) to provide
visualisations as homogeneous as possible.

An example of execution
A typical encube use-case proceeds as follows. Firstly, the data set is gathered, and a list
of survey contents is defined in a semi-structured file (currently CSV format). Secondly, a
configuration file is prepared, which specifies information about how and where to launch
each Process-Render Unit, describes the visualisation system, how to access the data, and so
on. Using theManager Unit, each of the Process-Render Units is launched.

Once operating, the Manager Unit opens TCP sockets to each of the Process-Render
Unit for further message passing. Still using the Manager Unit, the web server is launched
to enable connections with Interaction Units. Once a Client accesses the controller web
page, it can start interacting with the displays through the available actions described in
‘Interaction Units’.

The workflow serialization, which stores the system’s state at each time step, can be
reused by piping a specific state to the Process-Render Units and/or to the Interaction Units
to reestablish a previous, specific visualisation state.

An example of executing the application on a local desktop—using a windowed single
column of fourDisplay Units—is shown in Fig. 11.When using encube locally, it is possible
to connect and control the desktop simply by using a mobile device’s browser and using
a personal proxy server (e.g., Squid (https://help.ubuntu.com/lts/serverguide/squid.html)
or SquidMan (http://squidman.net/squidman/index.html)). Using a remote client helps
maximizing the usage of display area of the local machine.

TIMING EXPERIMENT
We systematically recorded loading time and frame rates for both neuroscience data
(IMAGE-HD, Georgiou-Karistianis et al., 2013), and astronomy data (THINGS, Walter et
al., 2008). The desktop experiment was completed using Linux (CentOS 6.7), with 16 GB
of RAM, 12 Intel Xeon E5-1650 Processors, and a NVIDIA Geforce GTX 470 graphics card.
Details about the Monash CAVE2 hardware can be found in ‘The CAVE2’ and in Table 2.
While a direct comparison between both systems is somewhat contrived, we designed our
experiment to be representative of a user experience.

Neuroscience data. The IMAGE-HD dataset contains tracks files. Tracks represent
connections between different brain regions. Each track is composed of a varying number
of segments, represented by two spatial coordinates in the 3D space. When loading tracks
data, the software calculates a colour for each track—a time consuming task. Pre-processed
tracks files—which saves the track color information—can be stored to accelerate the
loading process.
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Figure 11 encube can be used on a single desktop, hence enabling its use outside the CAVE2 environ-
ment. We show encube running on Linux (CentOS 6.7), with 16 GB of RAM and a NVIDIA Geforce
GTX 470 graphics card. The screenshot displays the Input/output layer : (A) a Display Unit comprising one
column of four S2PLOT panels; and (B) an Interaction Unit. Four individual brains are plotted (A), along
with their internal connections (green and orange tracks) starting from a region of the occipital lobe in the
left hemisphere (blue region). A close up of a dynamically generated scatter plot is also shown (C). It gath-
ers quantitative information from all plotted brains, showing the number of displayed tracks per brain in
relation with the subject’s age. The Process layer is running behind the scene.

Table 3 Median load time per column (in seconds) using theMonash CAVE2 and a desktop computer
for IMAGE-HD data.

Measurement Tracks fraction Option CAVE2 Desktop

Load time (s) Subsampled tracks Unprocessed 4.82 3.48
Pre-processed 0.27 0.26

All tracks Unprocessed 5.02 20.82
Pre-processed 1.76 12.77

We report timing for the unprocessed and pre-processed tracks data. In addition, as
each file comprises a large number of tracks (e.g., ≥26 tracks; ≥8×107 points), we present
timing when loading all tracks, and when subsampling the total number of tracks by a
factor of 40.

The 80 tracks files used in this experiment amounts to ∼39 GB, with a median file size
of 493 MB. We repeated the timing experiment three times for each action recorded, and
we present the median time in seconds (s). For the Monash CAVE2, we load four files per
column, and report the median time from the 20 columns loading data in parallel. On the
desktop, we loaded one column of four files. The results are shown in Table 3.
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3The volume is stored in the XRW format
that can be accessed in parallel. The
XRW format is a minimalist volumetric
file, stored in compressed binary form.
Files contain integer nx, ny and nz
pixel dimensions, float wx, wy and
wz pixel physical sizes, the data block
as unsigned byte per pixel, and a 256
entry RGB colour table using 3 bytes
per colour. Tools to read, write and
manipulate the XRW format are published
at https://github.com/mivp/s2volsurf.

Table 4 Median frame rate per column using theMonash CAVE2 and a desktop computer for IMAGE-
HD data.We note that numbers are limited by the refresh rate of the display screens.

Measurement Tracks fraction Render mode CAVE2 Desktop

S2PLOT area (pixel) – – 1366 × 3072 600 × 1200
Frames/s Subsampled tracks Mono 59.5 59.6

Stereo 54.5 –
All tracks Mono 4 1.5

Stereo 2 –

Table 5 Median frame rate per column using theMonash CAVE2 and a desktop computer for
THINGS data.

Measurement Render mode CAVE2 Desktop

S2PLOT area (pixel) – 1366 × 3072 600 × 1200
Frames/s Mono 22.5 19.6

Stereo 11.2 –

To evaluate the rendering speed, in frames per second, we used the auto-spin routine of
S2PLOT and recorded the internally-measured S2PLOT frame rate. We report the number
of frames per second, along with the S2PLOT area (e.g., Fig. 5). both the number of frames
per second, and the number of rendered pixels per second in unit of mega-pixel per second
(Mpixel/s), where Mpixel represent 106 pixels. The results are shown in Table 4.

The slight difference in load timemay be related to networking, having to fetch data from
a remote location, while the desktop simply has to read from a local disk. Nevertheless, tim-
ing results are comparable. It is also worth noting that within the CAVE2, after the time re-
ported, 80 volumes are ready for interaction, whereas on the desktop, only four are available.

Astronomy data. A similar approach was used for the THINGS dataset. The major
difference between the two dataset is the nature of the data. The IMAGE-HD data consist
of multiple tracks that needs to be drawn individually using a special geometry shader. A
small volume3 (mean brain, 2 MB) is volume-rendered to help understand the position of
the tracks in 3D space relative to the physical brain. In the case of the astronomy data, the
data cube is loaded as a 3D texture onto the GPU and volume rendered. In this experiment,
we load the entire volume on both the CAVE2 and the desktop.

The 80 data cube files used in this experiment sums up to ≈28 GB, with median file size
of 317 MB. In this experiment, the files are not pre-processed. Instead, we load the FITS
(http://fits.gsfc.nasa.gov) files directly. On load, values are normalized to the range [0,1]
and the histogram of voxels distribution is evaluated. We do not yet proceed with caching.
We report the total loading time, which includes normalization and histogram evaluation,
and the frame rates obtain with the same methodology as reported in the previous section.
Median load time in the CAVE2 and on the desktop is 41.96 and 40.14 s respectively. Frame
rate results are in Table 5.

With astronomical data, the loading times per column for CAVE2 and desktop are
comparable. that within the CAVE2, after the time reported, 80 volumes are ready for
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interaction, whereas on the desktop, only four are available. As the number of data cubes
(and the number of voxels per cube) increases, the memory will tend to saturate, slowing
down the frame rate. However, using the web controller, the user can simply send a camera
position which avoids having to rely purely on frame rates and animation to reach a given
viewing angle.

As can be expected, the CAVE2 enables much more data to be processed, visualised
and analysed simultaneously. For a similar loading period, the CAVE2 provides access to
20 times the data accessible on the desktop. This result comes from the large amount of
processing power available, and the distributed model of computation. Nevertheless, the
desktop solution can be considered useful in comparison, as researchers can evaluate a
subset of data, and rely on the same tools at their office and within the CAVE2.

DISCUSSION
About the design
Our system offers several advantages over the classical desktop-based visualisation and
analysis methodology where one data cube is examined at a time. The primary advantage
is the capability to compare and contrast of order 100 data cubes, each individually beyond
the size a typical workstation can handle. Similar to the concept of ‘Single Instruction,
Multiple Data’ (SIMD), this distributed model of processing and rendering leads one
requested action to be applied to many data cubes in parallel—which we now call ‘Single
Instruction, Multiple Views,’ and ‘Single Instruction, Multiple Queries’. This means that
instead of repeating an analysis or a visualisation task over and over from data cube to
data cube, the design of encube has the ability to spawn this task to multiple data cubes
seamlessly. With this design, it becomes trivial to send a particular request to specific data
cubes without (or with minimal) requirements for the user to write code.

As we showed in Fig. 11, the design also permits comparative visualisation and analysis
of multiple data cubes on a local desktop—an advantage over the classical, ‘‘one-by-one’’
inspection practice. However, this mode of operation has limitations. Depending on the
size of the data cubes, only a limited few can effectively be visualised at a time given the
amount of RAM the desktop computer contains. Also, the available display area (e.g., on a
single 25- inch monitor) is a limiting factor when comparing high-resolution data cubes.
When comparing multiple high-resolution data cubes on a single display—depending on
the display device—it is likely that they will be compared at a down-scaled resolution due
to the lack of display area. Nevertheless, it is feasible, and useful as it enables researchers to
use the same tools with or without a tiled-display environment.

It is important to keep in mind that modern computers are rarely isolated; most
computers have access to internet resources. In this context, the system design permits the
Process layer to be located on remote machines. Hence, a researcher with access to remote
computing such as a supercomputer or cloud-computing infrastructure could execute the
compute-intensive tasks remotely and retrieve the results back to be visualised on a local
desktop. In this setting, the communication overhead might become an issue depending
on the amount of data required to be transferred over the network. Nevertheless, it may
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well be worth it given the processing power gained in the process. For example, it is worth
noting that much of the development of encube was accomplished using the MASSIVE
Desktop (Goscinski et al., 2014). In this mode of operation, it was feasible to load 3 or 4
columns (9 or 12 data sets) on a single MASSIVE node (having typically 192GB RAM).

About the implementation
As instruments and facilities evolve, they generate data cubes with an increasing number
of voxels per cube, which then requires more storage space and more RAM for the data
to be processed and visualised. Consider the WHISP and IMAGE-HD projects introduced
in ‘Background’. Each WHISP data cube varies from ∼32 megabyte to ∼116 megabyte
in storage space, and data collected after the update of the Westerbork Synthesis Radio
Telescope for the APERTIF survey (Röttgering et al., 2011) will be ∼250 GB per data
cube (Punzo et al., 2015). In the case of IMAGE-HD, the size of a tractography dataset is
theoretically unlimited as many tractography algorithms are stochastic. For example, as we
zoom into smaller regions of the brain, more tracks can be generated in realtime leading
to a larger storage requirement (Raniga et al., 2012). To compare a large number of data
cubes concurrently, this data volume effectively limits the number of individual file that
can be loaded on the desktop computer in its available RAM. Additionally, the display
space of desktop is generally limited to one or a few screens.

In the tiled-display context, a clear advantage of our approach is the ability to visualise and
compare many data cubes at once in a synchronized manner. Fujiwara et al. (2011) showed
that comparative visualisation using a large-scale display like the CAVE2 is most effective
with sychronised cameras for 3D data. Indeed, we found from direct experimentation in
the Monash CAVE2 that synchronized cameras are extremely practical, as they minimize
the number of interactions required to manipulate a large number of individual data cubes
(up to 80 in our current configuration). In addition, encube enables rendering parameters
to be modified or updated synchronously as well.

Another advantage comes through the available display area and available processing
power. Not only does the display real estate of the CAVE2 provide many more pixels than
a classical desktop monitor, it also enhances visualisation capabilities through a discretized
display space. It is interesting to note that bezels around the screens can act as visual guides
to organise a large number of individual data cubes. Moreover, our solution can go beyond
80 data cubes at once by further dividing individual screens. This can be achieved in encube
by increasing the number of S2PLOT panels from, for example, 4 to 8 or 16 (see Fig. 5).

By nature, the CAVE2 is a collaborative space. Not only can we display many individual
data cubes from a survey, but a team can easily work together in the physical space.
The physical space gives enough room for researchers to walk around, discuss, debate and
divide the workload. The large display space also enables researchers to exploit their natural
spatial memory of interesting data and/or similar features. Building on this configuration
by adding analysis functionalities via the portable interaction device provides researchers
with a way to query and interact with their large dataset while still being able to move
around the physical space.
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An interesting aspect of the encube CAVE2 implementation is the availability of
stereoscopic displays. Historically, most researchers visualise high dimensional data using
2D screens. While 2D slices of a volume are valuable, being able to interact with the 3D
data in 3D can lead to an improved understanding of the data, its sub-structures, and so
on. Since looking at the data in 3D tends to ameliorate comprehension, we anticipate that
the ability to compare multiple volumes in 3D should also be beneficial. Moreover, the
accessibility to quantitative information enables further understanding about the visualised
data. In the current setting, the grid of displayed volumes uses subtle 3D effects that are
not tracked to the viewer’s position. There is an opportunity to improve this aspect in the
future, should it be deemed necessary.

As we mentioned in ‘Interaction Units,’ further work is required to fully support
concurrent users to interact with the system without behavioural anomalies, and to keep
multiple devices informed of others’ actions. This would represent a major leap towards
multi-user data visualisation and analysis of data cube surveys. However, we note that the
current system already enables collaborative work where one researcher drives the system
(using a Interaction Unit ), and others researchers observe, query, and discuss the content.

On the potential to accelerate research in large surveys
Now that we have presented a functional and flexible system, we can speculate on its
potential. encube brings solutions to the three common issues of comparative visualisation
presented by Lunzer & Hornbæk (2003, ‘RelatedWork’): (1) requirement of high number of
interactions—minimized by the parallelism of action overmultiple data cubes; (2) difficulty
in remembering what has been previously seen—real-time interactivity and workflow
serialization; and (3) difficulty in organising the exploration process—multiple views
spread over multiple screens, and multiple mechanisms to organise data and visualisations.

As the system is real-time and dynamic (as shown in ‘Timing Experiment’), it represents
an additional alternative methodology for researchers to investigate their data. Through
interactivity and visual feedback, one does not have time to forget what (s)hewas looking for
when (s)he triggered an action (load data cube to a panel, query data, rotate the volume).
Moreover, by keeping a trail of all actions through workflow serialization, the system
acts as a backup memory for the user. A user can look back at a specific environment
setup (data organised in a particular way, displayed with a specific angle, with specific
rendering characteristics, etc.). Another interesting way of using serialization would be to
use checkpointing, where users could bookmark a moment in their workflow, and quickly
switch between bookmarks.

Machine learning algorithms, and other related automated approaches, are expected to
play a prominent role in classifying and characterize the data from large surveys. As an
example of how encube can help accelerate a machine learning workflow, we consider its
application to supervised learning.

Supervised learning infers a function to classify data based on a labeled training set.
To do so with accuracy, supervised learning requires a large training set (e.g., Beleites et
al., 2013). The acceleration of data labeling can be achieved via the ability to quickly load,
move, and collaboratively evaluate a subsample of a large dataset in a short amount of
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time. Extra modules could easily be added to the controller to accomplish such a task.
Some form of machine learning could also be incorporated to the workflow in order to
characterise data prior to visualisation, and help guide the discovery process. This could
lead to interesting research where researchers and computers work collaboratively towards
a better understanding of features of interest within the dataset.

Through the use of workflow serialization, users can revisit an earlier session, and
more easily return to the CAVE2 and continue where they left off previously. We think
that this system feature will help to generate scientific value. Users will not simply get a
nice experience by visiting the visualisation space, but they will be supported to gather
information for further investigation, that will lead to tangible new knowledge discoveries.
Moreover, this feature enables asynchronous collaboration, as collaborators can review
previous work from other members of a team and continue the team’s steps towards a
discovery. We assert that this is a key feature that will help scientists integrate the use of
large visualisation systems more easily as part of their work practice.

With the opportunity to look at many data cubes at once at high resolution, it becomes
quickly apparent that exploratory science requiring comparative studies will be accelerated.
Many different research scenarios can be envisioned through the accessibility of qualitative,
comparative and quantitative visualisation of multiple data cubes. For instance, by setting
visualisation parameters (e.g., sigma clipping, or a common transfer function), a researcher
can compare the resulting visualisations, giving insights about comparable information
between data cubes. Similarly, one can compare a single data cube from different camera
angles (top-to-bottom, left-to-right, etc.) at a fixed moment in time, or in a time-series
(side by side videos seen from a different point-of-view).

Finally, an interesting research scenario of visual discovery using encube would be to
implement the lineup protocol from Buja et al. (2009), wherein the visualisation of a single
real data set is concealed amongst many decoy (synthetic) visualisations—and trained
experts are prompted to confirm a discovery.

CONCLUSION AND FUTURE WORK
Scientific research projects utilising sets of structured multidimensional images are now
ubiquitous. The classical desktop-based visualisation and analysis methodology, where one
multidimensional image is examined at a time by a single person, is highly inefficient for
large collections of data cubes. It is hard to do comparative work with multiple 3D images,
as there are insufficient pixels to view many objects at a reasonable resolution at one time.
True collaborative work with a small display area is challenging, as multiple researchers
need to gather around the desktop. Furthermore, the available local memory of a desktop
limits the number of 3D images that can be visualised simultaneously.

By considering the specific requirements of medical imaging and radio astronomy (as
exemplified by the IMAGE-HD project and the WHISP galaxy survey), we identified the
CAVE2 as an ideal environment for large-scale collaborative, comparative and quantitative
visualisation and analysis. Our solution, implemented as encube, favours an approach that
is: flexible and interactive; allows qualitative, quantitative, and comparative visualisation;
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provides flexible (meta)data organisationmechanisms to suit scientists; allows theworkflow
history to be maintained; and is portable to systems other than the Monash CAVE2 (e.g.,
to a simple desktop computer).

From our review of comparative visualisation systems, we noted that many of the
discussed features are desirable for the purpose of designing a system aimed at large-scale
data cube surveys. We also noted unexplored avenues. Previous research mainly focused
on rendering a visualisation seamlessly over multiple displays and enabling interaction with
the visualisation space. However, the following questions remained open: (1) how to
integrate comparative visualisation and analysis into a unified system; (2) how to document
the discovery process; and (3) how to enable scientists to continue the research process once
back at their desktop.

Building on these desirable feature, we presented the design of encube, a visualisation
and analysis system. We also presented an implementation of encube, using the CAVE2
at Monash University as a testbed. We also showed that encube can be used on a local
machine, enabling the research started in the CAVE2 to be continued at one’s office, using
the same tools. The implementation is a work in progress. More features and interaction
models can, and will, be added as researchers request them.We continue to develop encube
in collaboration with researchers, so that they can integrate our methods into their work
practices.
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3.1 Discussion on experimental testing by the community

The encube framework is currently being considered by researchers to carry forward exper-

imental research, in a variety of research branches including biological imaging [including

IMAGE-HD and the Human Connectome Project (Essen et al., 2013)], traffic control, and

astronomy.

For example, a recent astronomy research proposal was put forward by Prof. Virginia

Kilborn (Swinburne University of Technology, Australia), A/Prof. Christopher J. Fluke

(Swinburne University of Technology, Australia), and Dr. Robert Crain (Liverpool John

Moores University, United Kingdom), in which encube was proposed as the critical en-

abler to carry forward new science using data from the ASKAP telescope as part of the

WALLABY survey. Their project aims to investigate the underlying physical processes in

galaxies driving the observed fundamental relationships.

Visualisation-based workflows currently in place for qualitative inspection and quan-

titative analysis of the gas in galaxies, whether from radio observations or simulations,

emphasise the study of one galaxy at a time. While highly appropriate in an era of small

surveys, it presents a bottleneck for knowledge discovery once the ASKAP and APERTIF

surveys scale up to include thousands of resolved observations.

The project of Kilborn, Fluke, and Crain intends to compare high-resolution radio

maps of the gas content in galaxies with simulations, using the innovative visualisation

approach of encube to analyse hundreds of galaxies at a time. In their proposal, Kilborn,

Fluke & Crain state that “By accelerating the discovery phase, this project should provide

a path to early scientific return on next-generation projects such as the Square Kilometre

Array.”

This presents a future opportunity to perform a user study to evaluate to what degree

encube might allow the community to discover interesting features more quickly than with

conventional methods. For example, a possible experiment would be to compare the time

taken to complete an analytical task with encube when performed alone at a desktop,

and collaboratively in an advanced immersive environment. Therefore, it will be possible

to evaluate the effect of having a few experts working collaboratively with encube, and

whether or not it can accelerate their discovery process. Kilborn, Fluke, and Crain expect

that: “a few hours interacting with observations, simulations and models in this mode [will

replace] weeks to months of traditional workflows at the desktop.” A similar statement has

also been reported by members of IMAGE-HD.
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3.2 Applications and Future possibilities with encube

In the next Chapter, I will demonstrate the use of new graphics shaders and transfer

functions to support visualisation of spectral cube data. These outcome can be added

to encube to provide extra capabilities for visualising high dynamic range data (e.g. see

Section 4 of Vohl et al. (2017a), presented in Chapter 4). Talking about the THINGS

dataset being visualised with encube and the shaders described in Chapter 4 (Figure 3.1),

Prof. Kilborn said: “[it is] exciting to actually see [encube] in action in the [CAVE2]. It’s

quite a different experience to looking at the images in 2D – you get a much better sense

of the galaxies, and their ‘individualities’ in this view.”1

Figure 3.1 Making use of encube for analysing high dynamic range survey data within an
advanced large-scale immersive environment. The image shows a subset of galaxies taken
from the THINGS (Walter et al., 2008) galaxy surveys rendered in 3D with encube at the
CAVE2 facility at Monash University. Photo courtesy of David G. Barnes.

In the implementation shown in this Chapter, encube has been targeting visualisation

and analysis of spectral cube data. However, the mechanisms it includes could be applied

to other data types, like 2D images and point clouds – which can readily be visualised with

1Private communications.
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S2PLOT (Barnes et al., 2006). This has implications for other survey projects, like those

from the SKA, SKA pathfinders, and LSST. Meade et al. (2017) showed that having the

right display ecology for a task greatly improves team’s efficiency in time-critical situation,

like the Deeper Wider Faster survey.

The encube framework has great potential for future projects and facilities. Its design

implies that an individual, or a team, can organise operations over multiple displays. Fur-

thermore, with the Simple Instruction Multiple Queries and Simple Instruction Multiple

Visualisations methods discussed in this Chapter, encube allows a task to be spawned

over multiple data. The framework therefore provides a way to rapidly gather information

from a selected subset of data, rather than from individual files only – reducing the need

to work in a serial manner. The timing results highlight how the framework allow to load

20 times more data, for a similar time period, in the CAVE2 than on a local machine.

For a large-scale survey such as WALLABY, it is unlikely that all data will need to

be visualised. Instead, a more likely scenario will be that an automated pipeline will be

employed to filter out data of interest, and only this subset will be visualised (e.g. for

quality assessment, candidate confirmation, etc.; see Figure 2 of article by Fluke et al.

(2017) for further discussions on this topic). Therefore, future development of encube

should aim to integrate science pipelines into it on a case by case basis. This is already

possible given its design.

As the framework is modular, new functionalities can easily be added. For example,

in future radio survey projects, it would likely be of great use to include features for

visualisation and radio frequency interference quality assurance analytics. In addition to

the inherent capability of 3D visualisation to support identification of radio frequency

interference by a human observer, additional mechanisms could be in to the framework to

clean the data.

For example, the integration of Bayesian methods (e.g. Lochner et al., 2015) could

provide a likelihood of having an identified HI signal (e.g. double horn) in the data

rather than spurious signal. Then, data could be selected for visualisation based on this

likelihood using the Interaction Unit. Similarly, other Bayesian inference methods (e.g.

Selig & Enßlin, 2015) could be applied to safely denoise, deconvolve, and decompose

observation data for further analysis.

3.2.1 Utilising workflow metadata

In Vohl et al. (2017b), we discussed example strategies to coordinate synchronous and

asynchronous collaboration in large-scale surveys by utilising the discovery workflow at
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both data file level and meta-visualisation level.

The data file level provides a way to keep track of processing steps applied by the

end-user to a file during an analysis session. With data file level workflow information, a

user can review all actions taken during the discovery process. A file can then be restored

to a given state in order to review interesting features, or simply continue the analysis

process where a previous session ended. This enables work to be revised and repeated, in

either visualisation environment (e.g. immersive environment or back at the desktop).

The meta-visualisation level provides a way to keep track of which data file is loaded

at a given time, and where it is rendered (e.g. on which Display Unit it appears). This

workflow documentation level provides a way to store actions relative to the configuration

for future evaluation. A key feature of encube for collaborative comparative visualisation

is to rely on users’ visual and spatial awareness, as demonstrated in Meade et al. (2014)

and Meade et al. (2017). A record of visualisations’ spatial configuration within the

visualisation environment (e.g. on which Display Unit a data file is rendered) makes it

possible for users to revise or reproduce specific visualisation setups.

As a workflow example, consider a research team interested in the evaluation of galaxy

kinematics from survey data. This team is formed of two sub groups, namely group A and

B, where no members are shared between the two sub groups. Group A is available for a

visit to the CAVE2 on Wednesday, while group B is available on Friday. On Wednesday,

group A arranges galaxies into N categories, and includes tags with each object, where

each category shows similarities in kinematic morphology. On Friday, group B can evaluate

all tags left behind by group A. By itself, a tag may be ambiguous. Hence, by reloading the

overall configuration of visualisations within the CAVE2, group B can evaluate the tags

in relation to the physical arrangement of galaxies on Display Units. This methodology

provides a new asynchronous way of collaboration within teams.

When back at the desktop, we noted in the timing experiment Section of this Chapter

that, as the number of data cube increases, the memory will tend to saturate, slowing down

the frame rate. A local GPU currently has about 2 to 4 GB of RAM. As the memory gets

filled, this will introduce a limit on performance. A distributed rendering solution (e.g.

Hassan et al., 2013b) could help in alleviating this issue, provided that the user has access

to more than one GPU.

Finally, we note that multiple Interaction Units can connect concurrently to control

and query visualisations. This provides users with ways to share interaction, democratising

the data exploration. Future work should evaluate best practices to help coordinate the

collaboration in these scenario. We expect that individuals taking part in collaborative
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exploration of data will also be communicating verbally, and therefore the discussion

should enable them to naturally split the workload.

3.2.2 Notes on latest and future development, and framework capabili-

ties

Additional development opportunities for encube were presented in Vohl et al. (2017b).

Here, we also discussed how the framework could be extended to perform analytical tasks

that would be difficult to enact in a classic desktop-based setup. In particular, we described

a mode of operation where a full resolution spectral cube from ASKAP would be rendered

on a 4 × 4 grid of displays inside the CAVE2, leaving 16 × 4 = 64 screens for individual

sources found within the parent cube.

In the form described in this Chapter, each screen in the CAVE2 can display a data

cube. From a software point of view, one S2PLOT instance (one program) is run per column.

We divide each S2PLOT instance into four panels – each displaying a unique dataset (see

Figure 5 in this Chapter). Note that S2PLOT panels can be arranged into any 2D required

grid format. This can allow any number of datasets to be displayed on a single screen,

limited only by memory.

Following the development of an MPI version of encube (with David G. Barnes), it is

now possible to render the S2PLOT display area (e.g. Figure 5 of the paper presented in

this Chapter) over any number of Process-Render Units. Therefore, we can now arrange

the grid in a custom fashion, making a setup like the one discussed in Vohl et al. (2017b)

possible.

The initial choice of Python as the implementation language for the Manager Unit

was motivated to simplify integration with packages for scientific computing like PyCUDA

and PyOpenCL. In the case where a user would like to extend the framework to use these

interfaces, the choice of CUDA versus OpenCL will depend on available hardware. For

example, using NVIDIA GPUs could motivate the use of CUDA. Otherwise, OpenCL can

be chosen if the code needs to be executed on GPUs from any vendors.

The use of the Python interface to run these GPU kernels should have a negligible

effect on performance. For example, if CUDA is used – whether directly through C or

with pyCUDA – all the heavy numerical work is done in kernels that are executed on the

GPU and are written in CUDA C. Therefore, there should be no difference in performance

in those parts of your code.

During conception and development of the framework, we used simple tabular data

(a CSV file) as input for the metadata shown in the Interaction Unit. Given the Python
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based approach, it would be trivial to change the CSV input format to other, more common

astronomy table formats like HDF5 or FITS. It would require adding a simple reader to

the manager which can easily be done using packages like astropy2 or h5py3.

Finally, it is worth noting that not all functionalities included in encube were discussed

in this Chapter. For example, the Interaction Unit includes ways to slice the data, and to

utilise isosurfaces along volume rendering. These extra tools can be interactively set at run-

time for data exploration. We note that the exploration process follow as much as possible

the visual information seeking mantra from Shneiderman (1996), which summarizes the

essential elements of interacting with graphically presented information: overview first,

zoom and filter, then details-on-demand.

2http://www.astropy.org, last visited 26 December 2017.
3http://www.h5py.org, last visited 26 December 2017.

http://www.astropy.org
http://www.h5py.org


4
Real-time colouring and filtering with graphics

shaders

In this chapter, I investigate advanced colouring techniques to enhance features of interest

in spectral cube data. With current and upcoming instruments and facilities allowing

larger and more numerous spectral cubes to be gathered, there is a need for novel and

more efficient visualisation techniques to be explored. Ray-tracing volume rendering is a

technique allowing astronomers to inspect spectral cubes as a whole — a step beyond 2D

visualisations like channel and moment maps.

However, transfer functions classically used with ray-tracing volume rendering only

provide information about the overall intensity distribution. In this chapter, we present

transfer functions going beyond overall intensity by adding visual cues to spatial and ve-

locity information in 3D space. We compare the outcome of these new transfer functions to

classical ones. Additionally, we present methods to compute common filtering, smoothing

and emission line ratio calculation in tandem with ray-tracing volume rendering.

We show that by using the thousands of parallel cores offered by modern GPUs, along

with graphics shaders, can compute these algorithms in real-time. Our investigation sug-

gests that custom transfer functions and shaders can play an important role in the devel-

opment of future visualisation and analysis astronomical software.

This Chapter comprises content published in the paper “Real-time colouring and fil-

tering with graphics shaders” by D. Vohl, C. J. Fluke, D. G. Barnes, and A. H. Hassan,

Monthly Notices of the Royal Astronomical Society, 2017, DOI: 10.1093/mnras/stx1676,

reproduced by permission of Oxford University Press.
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ABSTRACT
Despite the popularity of the Graphics Processing Unit (GPU) for general purpose computing,
one should not forget about the practicality of the GPU for fast scientific visualization. As
astronomers have increasing access to three-dimensional (3D) data from instruments and
facilities like integral field units and radio interferometers, visualization techniques such as
volume rendering offer means to quickly explore spectral cubes as a whole. As most 3D
visualization techniques have been developed in fields of research like medical imaging and
fluid dynamics, many transfer functions are not optimal for astronomical data. We demonstrate
how transfer functions and graphics shaders can be exploited to provide new astronomy-
specific explorative colouring methods. We present 12 shaders, including four novel transfer
functions specifically designed to produce intuitive and informative 3D visualizations of
spectral cube data. We compare their utility to classic colour mapping. The remaining shaders
highlight how common computation like filtering, smoothing and line ratio algorithms can be
integrated as part of the graphics pipeline. We discuss how this can be achieved by utilizing the
parallelism of modern GPUs along with a shading language, letting astronomers apply these
new techniques at interactive frame rates. All shaders investigated in this work are included in
the open source software SHWIRL (Vohl 2017).

Key words: methods: data analysis –methods: miscellaneous – techniques: image
processing – techniques: imaging spectroscopy.

1 INTRODUCTION

A spectral cube is a multidimensional array, from which the prin-
cipal three dimensions are two spatial dimensions and a spectral
or a velocity dimension. This three-dimensional (3D) representa-
tion permits the investigation of various features of a source (e.g.
galaxies, planetary nebulae), like complex velocity and kinematic
structures, or spatially resolved emission lines.
Astronomers have an increasing access to spectral cubes from:

radio telescopes and radio interferometers [e.g. Atacama Large
Millimeter Array (ALMA; e.g. Whitmore et al. 2014), Aus-
tralian SKA Pathfinder (ASKAP; Johnston et al. 2008) and the
APERTIF upgrade to the Westerbork Synthesis Radio Telescope
(Verheijen et al. 2009)]; integral field units [IFU; e.g. KMOS
(Sharples et al. 2004), the MaNGA Integral Field Unit on the Sloan
Telescope (Drory et al. 2015) and the Multi Unit Spectroscopic
Explorer (MUSE; Bacon et al. 2010)] and imaging Fourier
transform spectrometers (e.g. SITELLE; Martin, Prunet & Dris-
sen 2016).

� E-mail: dvohl@swin.edu.au

Upcoming large-scale surveys, like the many planned neutral
hydrogen (H I) surveys (e.g. Koribalski & Staveley-Smith 2009;
Verheijen et al. 2009), will generate terabytes of new spectral cube
data on a daily basis. Within these large cubes, many hundreds
of galaxies are expected to be detected, producing sub-cubes for
further analysis and investigation.

The complex 3D nature of these sources (Sancisi et al. 2008),
and the low signal-to-noise characteristics of the data, makes
it difficult to develop a fully automated and reliable pipeline
(Popping et al. 2012; Punzo et al. 2017). Therefore, there is a need
to explore new visualization techniques that reduce the exploration
period by visually enhancing physically meaningful features in the
data. Moreover, these techniques should be part of fast computa-
tional solutions that allow processing of a large amount of data in a
reasonable amount of time.

1.1 Two-dimensional techniques

Historically, spectral cubes have primarily been visualizedwith two-
dimensional (2D) techniques. This can be attributed to their ease of
use for scientific publication in paper form, and the simplicity of
computation.

C© 2017 The Authors
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One classic 2D visualization technique involves the generation
of a movie-like sequence, where each slice of the spectral or veloc-
ity dimension of a cube is rendered one after the other. As pointed
out early on by Norris (1994) and Oosterloo (1995), conventional
movie techniques require toomuch time for the eyes and brain to as-
sociate information in different velocity components of the spectral
cube – limiting the ability to gain an intuitive impression of the
data as a whole. The static counterpart of the movie method, known
as channel map visualization, consists of plotting the same slices
individually to evaluate structures at a given wavelength or velocity
bin (e.g. Borkin et al. 2005).
Alternatives exist that combine channel maps into a single view.

One option is the renzogram,1 named after its pioneer, Renzo
Sancisi. A renzogram displays kinematic and spatial information
in a single contour plot. Using one colour-coded contour per chan-
nel, multiple peaks or sub-structures can be seen in the velocity
profile.
The more widely used alternative combines channels, comput-

ing derived 2D maps based on statistical moments (e.g. Walter
et al. 2008). In a moment map, a pixel at coordinate (x, y) represents
a statistical quantity obtained from the spectrum elements at spatial
coordinate (x, y) in the spectral cube. Moment maps provide a con-
densed view of physical quantities like the overall intensity or flux
distribution (0th moment), velocity field (1st moment) and velocity
dispersion (2nd moment).
A drawback of using static, pre-computed moment maps for data

exploration is the lack of interactivity with the original data. Instead,
it is desirable to expose the expert to a complete data set, while pro-
viding a real-time response. The full 3D view of a source simulta-
neously shows both its flux distribution and its spectral or kinematic
properties, displaying an immediate overview of the structures and
coherence in the data (Oosterloo 1995; Goodman 2012; Hassan
et al. 2013; Punzo et al. 2015).

1.2 Volume rendering

Volume rendering permits a spectral cube to be visualized interac-
tively, as a whole, and from arbitrary view-points (e.g. Gooch 1995;
Barnes et al. 2006; Hassan et al. 2013; Punzo et al. 2015;
Taylor 2015; Ferrand, English & Irani 2016; Punzo, van der Hulst
& Roerdink 2016; Vohl et al. 2016).

Volume rendering projects a 3D scalar field (e.g. 3D array) on
to a 2D plane, or image plane, producing an image to be rendered
on a display device. From its ability to provide a global 3D view
of the data, volume rendering plays a role in the discovery of new
phenomena, unexpected relations or previously unidentified pat-
terns that are deemed difficult to be accomplished with automated
techniques (Beeson et al. 2004; Goodman 2012; Punzo et al. 2016).
Coupled with the computational power of modern Graphics Pro-

cessing Units (GPUs), volume rendering methods offer the possi-
bility to explore and manipulate data in real-time – a step forward
for the development of next-generation visualization and analysis
software. This approach opens new ways to: dynamically explore
spectral cubes; rapidly compute 2D moment maps and their 3D
equivalents – presented here for the first time; or compute voxel-
by-voxel operations on multiple spectral cubes, such as spectral line
ratios from multiwavelength observations.

1 See for example the renzogram routine of the Groningen Image Pro-
cessingSystem (GIPSY): https://www.astro.rug.nl/gipsy/tsk/renzogram.dc1
(last accessed 27 March 2017).

1.3 New directions: transfer functions and graphics shaders

Data exploration and discovery often requires pre-processing of
data (e.g. filtering and smoothing) as a separate stage of a multipart
analysis and visualization workflow. With this processing model, it
can be difficult to immediately assess the impact of a particular set
of parameters values – often requiring a time consuming sequence
of trial and error. This represents a more significant bottleneck
for cases where multiple files have to be explored. Instead, it is
desirable to couple interactive parameter selection with real-time
visual feedback.

The hardware architecture of modern commodity GPUs allows
greater coordination of analysis and visualization through a shared
memory space. In practice, we can provide new visual represen-
tations of spectral cube data, linked to voxel-based analysis tasks,
through the use of transfer functions and graphics shaders.

A transfer function is an arbitrary function that combines voxels’
properties to set the colour, intensity, or transparency level of each
pixel in the final image. Transfer functions have an important impact
in the process of scalar data visualization, as the use of colour helps
the human brain to gain an understanding of the data by emphasizing
some features while suppressing others.

A graphics shader (hereafter shader) is an algorithmic kernel used
to compute several properties of the final image such as colour, depth
and/or transparency. Shaders are particularly suited to computing
transfer functions, and are an integral part of the graphics pipeline
on GPUs.

While this is an active field of research in other application fields
like medical imaging (e.g. Arens &Domik 2010; Ljung et al. 2016),
there has not yet been any systematic investigation of the use of
transfer functions and shaders in astronomy [see Gooch (1995)
for early work]. Hassan & Fluke (2011) recommended that the
development of customized transfer functions and shaders should
be a priority for next generation visualization tools in astronomy.

1.4 Overview

This article investigates how transfer functions and shaders can be
exploited to provide new, astronomy-specific, explorative colouring
methods.

We present 12 shaders, including four novel transfer functions
specifically designed to produce intuitive and informative 3D visu-
alizations of spectral cube data. We compare their utility to classic
colour mapping.

The remaining shaders highlight how common filtering and
smoothing algorithms – like dynamic histograms and box or
Gaussian smoothing – or computing an emission line ratio can be
integrated as part of the graphics pipeline to meaningfully modify
3D data at interactive rate.

We discuss how utilizing an interactive shading language, along
with the parallelism of modern GPUs, provides speed and control
over the visual outcome. While the proposed techniques focus on
volume rendering of spectral cube data, their application scope can
be extended to other 3D volume data, like N-body and hydrody-
namic simulations. Our investigation suggests that custom transfer
functions and shaders can have an important role in the development
of future visualization and analysis astronomical software.

The remainder of the paper is structured as follows. In Section 2,
we introduce background concepts about common visualization
techniques of spectral cube data. In Section 3, we introduce our
advanced colouring techniques by describing new transfer functions
in the form of shaders. In Section 4, we explain how common
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computation of filtering, smoothing, and line ratio algorithms can
be introduced to the graphics pipeline in order to be used in real
time. In Section 5, we demonstrate, compare and discuss the visual
outcome of all transfer functions. In Section 6, we report on the
performance of each smoothing kernel using a range of GPUs,
including remote deployments using cloud computing. Finally, we
discuss future work and conclude in Section 7.

2 BACKGROUND

2.1 Volume rendering and applications in astronomy

In this paper, we focus on a specific technique called ray-tracing
volume rendering (Levoy 1988). The ray-tracing technique ‘shoots’
rays through the cube. The final image is constructed by assigning
pixel values as a function of voxel values sampled along the rays.
Fig. 1 shows different points-of-view of a volume rendered spectral
cube of the barred spiral galaxy NGC 2903. The data is taken from
The HI Nearby Galaxy Survey (THINGS; Walter et al. 2008). The
different views show the result of both parallel and perspective
projection (see Appendix A for more details).
A transfer function is used to combine voxels encountered by

each ray, where the result of this function is used to map the colour
and intensity (or transparency) level of each pixel in the final image
– often using a colour map. A colour map is a lookup table used to
associate a given scalar to a colour. To interpret the colour map, a
colour bar is commonly displayed alongside the main visualization
(Fig. 1c). The transparency of a pixel can vary from being fully
opaque (no transparency) to being fully transparent.

Figure 1. Different points-of-view of a spectral cube – showing galaxy
NGC 2903 from The HI Nearby Galaxy Survey (THINGS) – rendered using
ray-tracing volume rendering: (a) spatial view showing right ascension (ra)
and declination (dec); (b) a blend of spatial and spectral views showing ra,
dec and velocity (vel); (c) a colour map used to map spectral flux density
[in unit of Jansky per beam (Jy beam−1)] to colour; (d) spectral view (vel
as a function of ra); (e) spectral view (vel as a function of dec). Panels a,
d and e are using a parallel projection, while panel b is using a perspective
projection. All volume renderings use the Maximum Intensity Projection
transfer function. [A colour version of this figure is available in the online
version.]

Two ray-tracing colouring technique are commonly used (see
Section 3 for examples). The first technique only combines a scalar
value for each voxel encountered by the ray, and then either renders
the resulting scalar as a grey-scale, or optionally maps the scalar
to a colour for display. The second technique combines full colour
information as the ray is being traced, where the data is mapped to
colour before combination.

As an early example, the Karma software suite (Gooch 1996)
included 3D visualization through texture-based volume rendering
(Gooch 1995). Today, several options are available to visualize
spectral cube using volume rendering.

A number of recent solutions have considered using general
purpose 3D visualization software, including 3D Slicer (Borkin
et al. 2005; Punzo et al. 2015; Punzo et al. 2017), Blender
(Kent 2013; Taylor 2015; Gárate 2016; Naiman 2016), Drishti
(Limaye 2012; Potter et al. 2014), Houdini (Naiman, Borkiewicz
& Christensen 2017) and Unity (Ferrand et al. 2016). This path
reduces the need for astronomers to develop and maintain custom
software.

Another approach relies on developing custom software using
visualization libraries like VTK (Hanwell et al. 2015), S2PLOT
(Barnes et al. 2006) or VisPy (Campagnola et al. 2015). This
provides control over the final product, but possibly at the cost of
development time and maintenance.

Finally, for cases where spectral cube data is larger than lo-
cal memory (e.g. terabyte-scale spectral cube), distributed volume
rendering frameworks running on supercomputers have also been
considered (Hassan et al. 2013).

2.2 Classic colouring method for volume rendered spectral
cube data

In a discussion about scientific visualization challenges related to
making discoveries in low signal-to-noise data, Hassan & Fluke
(2011) noted that the advanced use of colour to enhance compre-
hension has received little attention. Notable exceptions to this are
Rector et al. (2005), Rector et al. (2007) and English (2017) dis-
cussing the use of colour for presentation-quality astronomical im-
ages, and Ferrand et al. (2016) discussing use of colour for volume
rendering visualization of spectral cube data.

In the context of volume rendering, the advanced use of colour
refers to the development and usage of meaningful ways to map
the scalar value and other properties of each volumetric element (or
voxel) – with an aim to distinguish the signal from the noise.

An example of a transfer function used to visualize spectral cube
data (Hassan, Fluke & Barnes 2011) is the Maximum Intensity
Projection (MIP; Wallis et al. 1989). The maximum voxel for each
traced ray is given by

ci =
{

vi if vi ≥ ci−1,

ci−1 otherwise,
(1)

where vi is the intensity of the ith voxel, ci − 1 is the solution based on
the previously encountered voxels and ci is the maximum intensity
value at step i; i increases as the ray is being traced. Similarly, the
Accumulated Voxel Intensity Projection (AVIP) was used by Gooch
(1995) and Oosterloo (1995) to create a transfer function that solves
the radiative transfer equation for each traced ray:

ci = kivi + (1 − ki)ci−1. (2)

Here, ki and vi are the transparency level and intensity of voxel
i, respectively; ci − 1 is the solution based on the previously
encountered voxels and ci is the sum after this voxel is added.
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Using k ∝ vα , where α is a weighting parameter, they provided a
way to modify the transparency level to highlight or hide features
in the data as required.
To the best of our knowledge, all volume rendered 3D visualiza-

tions in astronomy relied on the direct use of the scalar output of the
transfer functions to map the pixel colour – while transparency is
either not considered (e.g. all colours are opaque), set by the scalar,
or set using amanually defined function tomask certain ranges of the
transfer function domain. We note that other software have moved
beyond the scalar ray-tracing technique where a one-dimensional
colour map lookup is used. For example, Drishti offers 2D colour
map lookup, and volumetric effects in computer games are now
routinely doing vector ray-tracing.
In the form presented above,MIP andAVIP are similar in concept

to the zeroth moment map. For example, computing the zeroth
moment map of a spectral cube consists of evaluating the integrated
flux for each spectrum:

M0 =
∫

vi�i ≈ �i
∑

vi, (3)

where �i is the bin width of the spectrum, vi is the ith spectral
channel and M0 is the resulting zeroth moment scalar. Computing
a moment map is equivalent to the ray-tracing method, tracing rays
through the spectral axis using a parallel projection.
Directly converting MIP or AVIP to colour and transparency

will provide information about the integrated flux only. Information
about the distribution of the flux along the spectral dimension can
only be accessed through visualization from several angles – and this
is precisely why 3D visualization, including stereoscopic methods,
has been used. To access this information in 2D, the first moment
map provides a view of the per-voxel intensity-weighted velocity
function: the velocity field. For each spectrum in the spectral cube

M1 =
∫

ivi�i∫
vi�i

≈
∑

ivi∑
vi

. (4)

A variant of this algorithm – behaving similarly to that of MIP in
relation to M0 – is to compute the argmax function to retrieve the
index of the maximum value in the spectrum.
As moment map methods compute equations (3) or (4) for each

line of sight of the spectral cube, a serial implementation of the
algorithm is inefficient. As each spectrum can be computed inde-
pendently, the algorithm qualifies as what is generally called an
‘embarrassingly parallel problem’, and is well suited for massively
parallel hardware and the Stream Programming Model.

2.3 GPU shaders and the stream programming model

The Stream Programming Model consists of structuring applica-
tions in a way that allows high efficiency in computation and com-
munication (Kapasi et al. 2003). It is the main programming model
for GPUs. In the stream programming model, a stream is an ordered
set of data of the same data type. Data type can be simple (e.g.
integers or floats) or complex (e.g. points, triangles, transforma-
tion matrices). Computation on streams is performed by a series of
kernels. A kernel acts on entire streams, taking one or more streams
as inputs and producing one or more streams as outputs. Applica-
tions are constructed by chaining multiple kernels together.
Volume rendering is a good match for the stream model, as the

graphics pipeline is structured as stages of computation connected
by data flow between the stages, similar to the stream and kernel
abstractions.

The current graphics pipeline allows programmers to define a
number of stages manually through kernel programs called shaders
(Fig. 2). Thus, for spectral cube volume rendering, we can take
advantage of the flexibility offered by the fragment shader to com-
pute the transfer function for each ray in parallel on the GPU.

Shader programs are generally written using a shading lan-
guage [e.g. OpenGL Shading Language2 (GLSL) and High-Level
Shading Language3 (HLSL)]. Shading languages provide different
data types which can be used to considerably simplify the genera-
tion of the final image. For example, in addition to float and int
types, GLSL provides many additional types, including vector types
(vec2, vec3 and vec4, each comprising two, three and four float-
ing point value, respectively). Vector types provide a simple way to
encode visual information.

By convention in shading languages, values of a vector can be
accessed directly using spatial (x, y, z, w) or colour space [red
(r), green (g), blue (b), alpha (a)] variables (e.g. MyVec4Vector.x
or MyVec4Vector.r will return the first value of the MyVec4Vector
vector as a floating point number, and MyVec4Vector.xya would
return a vec3 array composed of the first, second and fourth values
of the vector.We use this convention in Section 3. These key features
of the modern graphics pipeline now allow computation of transfer
functions at run-time in a way that was not available in the past.

3 TRANSFER FUNCTIONS AND FRAGMENT
SHADERS

In this section, we discuss three colouringmethods that compute and
render different attributes of the data: integrated flux (Section 3.1),
velocity field (Section 3.2) and 3D distribution (Section 3.3).

In the following, we will limit our attention to the MIP and AVIP
methods described previously as the starting point to assign the
colour and transparency of pixels in the final image. For the sake of
clarity, we rewrite the MIP and AVIP equations as part of the ray-
tracing algorithm to highlight how we proceed using the fragment
shader. The main tasks of the ray-tracing algorithm, assuming a ray
visits all voxels in a front-to-back order, are shown in Algorithm 1.
For all algorithms, we use the following writing convention:

(i) A variable (of type int, float, vec4, tex3D, ...) is rep-
resented by a name in italic (e.g. cube).

(ii) A function is represented by a name in regular text,
and its parameters are included inside parenthesis (e.g.
myFunction(variable)).
(iii) A value at location loc inside an array (e.g. the 3D array

representing the spectral cube of type tex3D) is accessed using
square brackets (e.g. vector[loc]).
(iv) values of a vector (vec2, vec3 or vec4) can be accessed

using a point, as described in Section 2.3 (e.g. vector.rgb).

In Algorithm 1, initialise(), transferFunction()
and setFragment() are functions that will vary for each
colouringmethod. Each variation oftransferFunction() and
setFragment() is outlined in Sections 3.1, 3.2 and 3.3; ini-
tialise() simply prepares the variables required to compute the
transfer function.

To simplify the pseudo code of Algorithm 1, we use vars to
represent any variables a function may require as parameter; for

2 https://www.khronos.org/opengl/wiki/OpenGL_Shading_Language
3 https://msdn.microsoft.com/en-us/library/windows/desktop/bb509561
(v=vs.85).aspx
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Figure 2. The graphics pipeline as a stream programming model [adapted from Engel et al. (2004)]. Three stages of the pipeline are highlighted (blue boxes):
(1) geometry processing; (2) fragment processing and (3) compositing and outputting to buffer. In addition, the two steps of fragment processing are shown
(grey boxes): the rasterization step discretizes primitives into fragments; the fragment shader sets the colour and transparency level for each fragment based on
a user-defined program. The input and output of each step is shown below the boxes. [A colour version of this figure is available in the online version.]

Algorithm 1 Outline of the front-to-back ray-tracing algorithm

Require: cube: the 3D array; step: vector of length 3 representing
ray increment; loc: vector of length 3 representing a location in
3D space; N : number of steps to take along the ray.

1: function RAYTRACING

2: vars ← initialise(vars)
3: loc ← startLoc

4: for i ← 1toN do
5: val ← cube[loc]
6: val ← smooth(vars) � Optionally smooth value
7: val ← filter(vars) � Optionally filter or mask value
8: vars ← transferFunction(vars)
9: loc ← loc + step

10: f ragment ← setFragment(vars)
11: return f ragment

example, some instances of transferFunction() require the
variables val and loc, while other instances may not. In all cases,
the returned fragment will be a vector of length 4, containing the
RGBA information of a given fragment (pixel in the final image).
Variations of the functionssmooth() andfilter() are outlined
in Section 4. On a modern graphics card, Algorithm 1 will be
executed in parallel for each fragment at run-time.

3.1 Zeroth moment-inspired transfer functions

In Section 2.2, we described how to compute MIP (equation 1) and
AVIP (equation 2), and how the resulting scalar is directly used
to set the colour, and potentially the transparency level, of a given
pixel in the final image.
Algorithms 2 and 3 show the transferFunction() and

setFragment() functions for MIP and AVIP, respectively.
We modify equation (2) to follow the front-to-back process of
Algorithm 1 with an arbitrary weighting factor.
For MIP, the scalar is used to set the colour using a colour map,

and the transparency level can optionally be set using user defined
criteria. For example, one can simply set all colours to be fully
opaque as in Fig. 1. ForAVIP, the colour is computed as theweighted
average value along the ray, where the weighting parameter is used
to set the opacity. In the following, we refer to this direct mapping

as MIP0 and AVIP0, as they produce similar visualizations as the
zeroth moment map (Fig. 1).

Algorithm 2MIP0

Require: maxval: initialized to the smallest possible value;
colourMap(scalar): a function that maps a scalar to colour
and transparency (RGBA).

1: function TRANSFERFUNCTION(val,maxval)
2: if val ≥ maxval then
3: maxval ← val

4: return maxval

5:
6: function SETFRAGMENT(maxval)
7: f ragment ← colourMap(maxval)
8: return f ragment

Algorithm 3 AVIP0

Require: tempFrag: a temporary fragment (RGBA); k: an arbi-
trary weighting factor, minV al: arbitrary small value greater
than 0. colourMap(scalar): a function that maps a scalar to
colour and transparency (RGBA), max(val1, val2): a function
returning the largest of two scalar.

1: function TRANSFERFUNCTION(val, tempFrag, k)
2: colour ← colourMap(val)
3: α1 ← tempFrag.a

4: α2 ← val × k × (1 − α1)
5: α ← max(α1 + α2,minV al)
6: tempFrag ← tempFrag × α1

α
+ colour × α2

α

7: tempFrag.a ← α

8: if α > 0.99 then
9: i ← N

10: return tempFrag

11:
12: function SETFRAGMENT(maxval)
13: f ragment ← tempFrag

14: return f ragment
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Figure 3. Volume rendering of NGC 2903 using MIP0. Right-hand panel shows the spatial view, while left-hand panel shows a blend of spatial and spectral
views. Details of the visualization parameters are described in Section 5.7. [A colour version of this figure is available in the online version.]

3.2 First moment-inspired transfer functions

We can modify Algorithms 2 and 3 to produce visualizations in-
spired by the firstmomentmap (Fig. 3). To do so, instead ofmapping
the colour from the colour map using the voxel intensity, we will
use the velocity or redshift of the voxel(s) of interest. The voxel
intensity can then be used to set the transparency level as required.
The new algorithms MIP1 and AVIP1 are shown in Algorithms 4
and 5, where respective variations from Algorithms 2 (MIP0) and 3
(AVIP0) are highlighted in bold.

Algorithm 4MIP1

Require: maxval: initialized to the smallest possible value;
maxloc: coordinate of maximum voxel initialised to 0;
colourMap(scalar): a function that maps a scalar to colour
and transparency (RGBA).

1: function TRANSFERFUNCTION(val, loc, maxval,maxloc)
2: if val ≥ maxval then
3: maxval ← val

4: maxloc ← loc

5: return maxval, maxloc

6:
7: function SETFRAGMENT(maxval, maxloc)
8: fragment ← colourMap(maxloc.z)
9: fragment.a ← maxval
10: return f ragment

This type of transfer function can inform about two types of infor-
mation at once: the velocity of maximal or integrated emission, and
the relative intensity of emission via the transparency level. Along
with MIP1 and AVIP1, the colour bar should provide information
about the velocity range being visualized. It is an addition from
the zeroth moment-inspired mode where this information was only
available through animation. From certain viewing positions like in
Fig. 1d (what is the ‘dec’ coordinate of the signal?) and Fig. 1e
(what is the ‘ra’ coordinate of the signal?), it can be difficult to

Algorithm 5 AVIP1

Require: tempFrag: a temporary fragment (RGBA); k: an arbi-
trary weighting factor, minV al: arbitrary small value greater
than 0. colourMap(scalar): a function that maps a scalar to
colour and transparency (RGBA), max(val1, val2): a function
returning the largest of two scalar.

1: function TRANSFERFUNCTION(val, loc, tempFrag, k)
2: colour ← colourMap(loc.z)
3: α1 ← tempFrag.a

4: α2 ← val × k × (1 − α1)
5: α ← max(α1 + α2, minV al)
6: tempFrag ← tempFrag × α1

α
+ colour × α2

α

7: tempFrag.a ← α

8: if α > 0.99 then
9: i ← N

10: return tempFrag

11:
12: function SETFRAGMENT(tempFrag)
13: f ragment ← tempFrag

14: return f ragment

evaluate the spatial coordinates of a pixel in the final image us-
ing MIP1 and AVIP1. In the next section, we introduce a qualitative
transfer function that can help to provide information about all three
dimensions.

3.3 RGB cube transfer functions

Wecan generalizeMIP1 andAVIP1 bymapping all three dimensions
to colour.Aswe have access to the red, green, and blue (RGB) colour
space, which is a 3D space, we can use it to provide a unique colour
to every 3D coordinate of the spectral cube (Fig. 4).

To do so, we modify the previous algorithms to create MIPRGB

andAVIPRGB as shown inAlgorithms 6 and 7. Here again, respective
variations from Algorithms 2 (MIP0) and 3 (AVIP0) are highlighted
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Figure 4. RGB cube transfer function. The RGB colour space is shown in relation to spatial and velocity axes: (a) and (b) colours position in relation to the
front and the back faces of the same cube, respectively, and mapping to ra, dec and vel; (c) the spatial view of NGC 2903 showing ra and dec; (d) a blend of
spatial and spectral views showing ra, dec and vel. [A colour version of this figure is available in the online version.]

in bold. The RGB cube transfer function will provide information
about both spatial and spectral coordinates. It is, however, a purely
qualitative visualization. In this mode of operation there is no colour
bar involved. Instead, a colour reference cube may provide a handy
visual link between the RGB space and the three coordinate axes.

4 FILTERING AND FRAGMENT SHADERS

When performing a visual exploration of spectral cube data, we
often have to deal with noisy data, where sources are very close
to the noise level. In general, data needs to be pre-processed be-
fore interesting features become apparent during visualization. For
low signal-to-noise data, filtering techniques have been shown to
enhance manual data inspection (Oosterloo 1996; Punzo
et al. 2016). Such techniques are commonplace in automated seg-
mentation methodologies like source finding and source mask gen-
eration (Whiting 2012; Serra et al. 2015), but have rarely been in-
tegrated with visualization as they are often too compute-intensive.
In this section, we present fragment shader kernels of four fil-

tering techniques commonly used for data with signal extended

Algorithm 6MIPRGB

Require: cube: the 3D array; maxval: initialized to the smallest
possible value; maxloc: coordinate of maximum voxel ini-
tialised to 0; colourMap(scalar): a function that maps a scalar
to colour and transparency (RGBA).

1: function TRANSFERFUNCTION(cube, val, loc,maxval,maxloc)
2: if cube[loc] ≥ maxval then
3: maxval ← val

4: maxloc ← loc

5: return maxval, maxloc

6:
7: function SETFRAGMENT(maxval, maxloc)
8: fragment.r ← maxloc.z
9: fragment.g ← maxloc.y

10: fragment.b ← maxloc.x
11: fragment.a ← maxval
12: return f ragment
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Algorithm 7 AVIPRGB

Require: tempFrag: a temporary fragment (RGBA); k: an arbi-
trary weighting factor, minV al: arbitrary small value greater
than 0. colourMap(scalar): a function that maps a scalar to
colour and transparency (RGBA), max(val1, val2): a function
returning the largest of two scalar.

1: function TRANSFERFUNCTION(loc, val, tempFrag, k)
2: colour.r ← loc.z
3: colour.g ← loc.y
4: colour.b ← loc.x
5: α1 ← tempFrag.a

6: α2 ← val × k × (1 − α1)
7: α ← max(α1 + α2, minV al)
8: tempFrag ← tempFrag × α1

α
+ colour × α2

α

9: tempFrag.a ← α

10: if α > 0.99 then
11: i ← N

12: return tempFrag

13:
14: function SETFRAGMENT(tempFrag)
15: f ragment ← tempFrag

16: return f ragment

over many pixels and small spatial intensity derivative; namely (1)
box smoothing, (2) Gaussian smoothing, (3) intensity clipping and
(4) intensity domain scaling. The aim of this section is to highlight
how such techniques can be incorporated in the graphics pipeline
to interactively improve the visualization output. We evaluate their
algorithmic complexity to estimate their effect on the rate at which
new frames can be rendered (frame rate). Presenting thorough use
cases and analyses of these techniques is beyond the scope of this
paper. Instead, we refer the reader interested in a review of image
processing techniques to Buades, Coll & Morel (2005) and Goyal,
Bijalwan & Chowdhury (2012), and to Punzo et al. (2016) for
application to H I spectral cube data.
As shown in the previous section, we perform the ray-tracing

algorithm within the fragment shader. In this context, the spectral
cube data is loaded in GPU memory (in situ visualization) using a
3D array (or more precisely a 3D texture). This introduces a limit
on the number of voxels that can be volume rendered. For a typical
commodity GPU video random access memory of 2 GB, this is
sufficient for a 10243-voxel spectral cube.
With this in-core access to the data within GPU memory, we can

further exploit the interactivity of shaders to perform filtering tech-
niques at run-time. This is achieved by integrating filtering kernels
as part of the graphics pipeline. These kernels can be optionally
used as indicated at lines 6 and 7 of Algorithm 1. In the context of
Algorithm 1, the function smooth (line 6) refers to techniques (1)
and (2), and filter (line 7, dynamic histogram manipulation) refers
to techniques (3) and (4).

4.1 1D box smoothing

Box smoothing (McDonnell 1981) is a convolution kernel used to
smooth the data. The algorithm proceeds by replacing the value of
a voxel with the average of neighbouring voxels inside a box. In
the present context, we consider a 1D box smoothing computed
along the ray direction. The size of the box is an odd number,
so as to compute the average of the voxel itself with a symmet-
rical number of neighbours. This convolution filter is a simple

method that smooths data and reduces noise in the final image. The
box smoothing algorithm is shown as a fragment shader kernel in
Algorithm 8.

Algorithm 8 Box smoothing

Require: cube: the 3D array; loc: current voxel location;
f ilterArm: number of neighbouring voxels to visit on each
side of the original voxel; f ilterCoeff : box size−1 = (2 ×
f ilterArm + 1)−1.

1: function SMOOTH(cube, loc, f ilterArm, f ilterCoeff )
2: val ← cube[loc]
3: for i ← 1to f ilterArm do
4: val ← val + cube[loc + i]
5: val ← val + cube[loc − i]
6: val ← val × f ilterCoeff

7: return val

The box smoothing algorithm as defined here has a complexity of
O(N), whereN is the number of voxels in the box (voxel lookup).4 In
conjunction with ray-tracing, the total algorithm becomes O(NM),
whereM is the number of voxels visited by a ray, and N the number
of voxels visited by the box smoothing.

4.2 3D Gaussian smoothing

Our next smoothing kernel is Gaussian smoothing, which con-
sists of convolving a pixel with a 3D Gaussian distribution. Hence,
instead of giving each neighbour the same weight, as does the box
smoothing, the Gaussian smoothing’s weights follow a distribution
such that

G(x, y, z) = A exp
−
(

(x−x0)
2)

2σ2x
+ (y−y0)

2)

2σ2y
+ (z−z0)

2)

2σ2z

)

, (5)

where σ x, σ y and σ z are linked to the full width at half-maximum
(FWHM) of the peak, determining the amount of smoothing:

FWHMi = 2
√

2 ln(2)σi. (6)

For simplicity, we only consider isotropic Gaussian kernels; how-
ever, a similar solution to the one presented below could be suitable
for an anisotropic kernel. A fast algorithm that gives a good approx-
imation to the Gaussian distribution consists of a discrete sampling
of coefficients obtained with cascaded convolution of a kernel filter
composed of [1,1] (Crowley, Riff & Piater 2002). The coefficients
for the nth filter in the series, bn(m), are defined by

bn(m) = [1, 1]∗n, (7)

where the exponent ∗n denotes n autoconvolutions. The set of co-
efficients is the binomial series, which can be pre-computed using
Pascal’s triangle; the series provides its best approximation for a
Gaussian of finite size (Crowley et al. 2002). In particular, b4(n),
b8(n) and b12(n) are cases of interest for isotropic kernels, which are
5-tap, 9-tap and 13-tap Gaussian smoothings, respectively, named

4 To reduce the number of texture fetch N, alternative algorithms that keep
previously visited voxel values in memory could be considered. This how-
ever comes at the cost of being more memory hungry. Our tests showed a
minor slowdown in frame rate using such a technique.
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in reference to the total number of voxel lookup required for each
filtered voxel.5

To obtain a 3D kernel along the data axes, one simply needs to
successively apply the 1D convolution on each axis. We show the
case of the 9-tap filter algorithm as a fragment shader kernel in
Algorithm 9.

Algorithm 9 9-tap Gaussian smoothing

Require: cube: the 3D array; oV al: original voxel value (before
convolution); loc: current voxel location; resolution: spectral
cube resolution (dimensions); direction: rotation matrix to se-
lect axis on to which lookups are done.

1: function SMOOTH(cube, oV al, loc, resolution, direction)
2: val ← (0, 0, 0, 0)
3: off1 ← vec3(1.3846153846) × direction

4: off2 ← vec3(3.2307692308) × direction

5: coeff0 ← 0.2270270270
6: coeff1 ← 0.3162162162
7: coeff2 ← 0.0702702703
8: val ← val + oV al × coeff0

9: tempV al ← cube[loc + off1
resolution

]
10: val ← val + tempV al × coeff1

11: tempV al ← cube[loc − off1
resolution

]
12: val ← val + tempV al × coeff1

13: tempV al ← cube[loc + off2
resolution

]
14: val ← val + tempV al × coeff2

15: tempV al ← cube[loc − off2
resolution

]
16: val ← val + tempV al × coeff2

17: return val

The tap filter algorithm has a complexity of O(N), where N is
the number of lookups. In conjunction with ray-tracing, the total
algorithm becomes O(NMD), where M is the number of voxels
visited by a ray, N the number of lookups and D the dimensionality
of the convolution kernel (1D, 2D, 3D, ..., ND). The kernel size
(e.g. 9-tap) will have an effect on the rendering speed. However, it
is worth noting that in our example, M and D are small [e.g. M ∈
(5, 9, 13), andD= 3], and hence can be handled bymodern graphics
(depending of course also on the spectral cube size).

4.3 Intensity clipping

Intensity clipping is a straight-forward technique consisting of set-
ting a threshold beyond which values are discarded. The threshold
value is set interactively at run-time. In this work, we consider
a minimum and a maximum threshold value for interactive data
exploration. The minimum threshold can be used, for example,
to discard low intensity noise voxels, while the maximum thresh-
old can be used to mask very intense voxels from sources like
stars. The algorithm is shown as a fragment shader kernel in
Algorithm 10. The complexity of the intensity clipping is O(1).

5 We base the calculation of the coefficient and determination of lookup
coordinate for the binomial filter on the formula presented by Daniel Rákos
in a blog post (last accessed 9 February 2017). In particular, Rákos proposes
that the calculation for the weight and offset make use of the bilinear texture
filtering offered by the GPU. Doing so, it is possible to get information about
two voxels at once if we do not fetch voxel at its centre positions, reducing
the overall number of texture fetch required for a given kernel size. We refer
the reader to the article for further clarifications.

Algorithm 10 Intensity clipping

Require: minThreshold: minimum threshold value;
maxThreshold: maximum threshold value; DATAMIN :
lower bound of data range.

1: function FILTER(val,minThreshold,maxThreshold)
2: if val < minThreshold then
3: val ← DATAMIN

4: if val > maxThreshold then
5: val ← DATAMIN

6: return val

4.4 Intensity domain scaling

Intensity domain scaling is a similar technique to intensity clipping,
setting thresholds in the data intensity range. However, instead of
simply discarding values while keeping the same colour map, the
domain of intensity values is rescaled so that the colour map’s min-
imum and maximum match this rescaled domain. This technique
provides a way to ‘zoom in’ on a section of an intensity range of
interest. The algorithm is shown as a fragment shader kernel in
Algorithm 11. The complexity of the intensity domain scaling is
O(1).

Algorithm 11 Intensity domain scaling

Require: minThreshold: minimum threshold value;
maxThreshold: maximum threshold value; insure that
minThreshold ≤ maxThreshold;DATAMIN : lowerbound
of data range.

1: function FILTER(val,minThreshold,maxThreshold)
2: discardRatio ← 1.0/(maxThreshold −

minThreshold)
3: if val > maxThreshold then
4: val ← DATAMIN

5: else if val < minThreshold then
6: val ← DATAMIN

7: else
8: val ← val − minThreshold

9: val ← val × discardRatio

10: return val

4.5 Computing an emission line ratio in 3D space

We now show how a more complex task – computing an emission
line ratio between two data cubes – can be achieved with real-time
ray tracing.

Observations of molecular gas in galaxies (e.g. the Antennae
cube) or planetary nebula are often performed for several molecular
transitions resulting in several spectral cubes of the same object.
Computing the ratio between these transitions provides useful in-
sights on, for example, the excitation of the gas or its metallicity –
adding physical information to the rendering. Since this calculation
is computed for each spectra of the cubes, it can also be computed
through ray-tracing volume rendering.

As a proof of concept, this section presents a modification of our
ray-tracing volume rendering algorithm (Algorithm 1) to compute
the ratio between two emission lines. In practice, extra steps should
be added to the algorithm (e.g. line fitting). The exact details of
the method will vary based on the different use cases and scientific
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questions to be explored. Exploring all cases in detail goes beyond
the scope of this paper. Here, we present two methods to compute
the line ratio. The first method shares similarities with the tradi-
tional method of computing a line ratio, while the second method
computes ratios on a voxel-by-voxel basis.
To compute line ratios, the two spectral cubes – sub-cubes of a

unique object observed at different wavelengths – are set to a unified
grid (e.g. same number of voxels for all dimensions), and are loaded
in two separate 3D textures on the GPU, filling the same 3D space.
At each step taken by the ray, both spectral cubes can be sampled
using the same grid location loc.
Method 1. A metric (e.g. MIP or AVIP) is computed for both

spectral cubes independently. After all voxels in the path of the ray
have been visited, the ratio between the two results is computed.
Computing the ratio in this manner (e.g. with MIP) will provide
information about the relation between the maximum flux from
both emission lines. The resulting ratio is used to set the colour
and/or transparency of the pixel via the colour map – making sure
the ratio is normalized to the range accepted by the visualization
library before setting the colour (i.e. [0, 1]). The method is shown
in Algorithms 12 (general ray-tracing steps) and 13 (MIP transfer
function).

Algorithm 12 Line ratio (Method 1): outline of the front-to-back
ray-tracing algorithm

Require: cube1: the first 3D array (strongest line); cube2: the
second 3D array (faintest line); step: vector of length 3 rep-
resenting ray increment; loc: vector of length 3 representing a
location in 3D space; N : number of steps to take along the ray;
DATAMIN : lower bound on data range.

1: function RAYTRACING

2: vars ← initialise(vars)
3: loc ← startLoc

4: for i ← 1toN do
5: val1 ← cube1[loc]
6: val2 ← cube2[loc]
7: vars ← transferFunction(vars)
8: loc ← loc + step

9: f ragment ← setFragment(vars)
10: return f ragment

Method 2. As opposed to the previous method, the second
method computes the ratio on a voxel-by-voxel basis. At each step
taken by the ray, a ratio between the voxels from both cubes is
computed, using this ratio as input for the transfer function. Since
we compute the ratio on a voxel by voxel basis, this method has
the potential to provide information about the spectral line shape
(narrow versus broad), as the maximal ratio (with MIP) may be
located away from the peaks of both lines. The method is shown
in Algorithm 14 (general ray-tracing steps). For this scenario, MIP
can be computed using Algorithm 2 directly.

5 RESULTS AND DISCUSSION

In this section, we demonstrate and compare the visual outcome of
all transfer functions. Each transfer function is presented using both
MIP and AVIP, along with filtering and smoothing. In addition, we
demonstrate how graphic shaders can be used to explore data sets
in real-time.

Algorithm 13 Line ratio (Method 1): MIP0

Require: val1: value from first cube; val2: value from
second cube;maxval: initialized to the smallest possible value;
colourMap(scalar): a function that maps a scalar to colour and
transparency (RGBA).

1: function TRANSFERFUNCTION(val1, val2, maxval1, maxval2)
2: if val1 > maxval1 then
3: maxval1 ← val1
4: if val2 > maxval2 then
5: maxval2 ← val2
6: return maxval1, maxval2
7:
8: function SETFRAGMENT(maxval1,maxval2)
9: if maxval1 > 0. then

10: f ragment ← colourMap(maxval2
maxval1 )

11: else
12: f ragment ← colourMap(vec3(0., 0., 0., 0.))

13: return f ragment

Algorithm 14 Line ratio (Method 2): outline of the front-to-back
ray-tracing algorithm

Require: cube1: the first 3D array (strongest line); cube2: the
second 3D array (faintest line); step: vector of length 3 rep-
resenting ray increment; loc: vector of length 3 representing a
location in 3D space; N : number of steps to take along the ray;
DATAMIN : lower bound on data range.

1: function RAYTRACING

2: vars ← initialise(vars)
3: loc ← startLoc

4: for i ← 1toN do
5: if cube1[loc] > 0. then
6: val ← cube2[loc]

cube1[loc]
7: else
8: val ← DATAMIN

9: vars ← transferFunction(vars)
10: loc ← loc + step

11: f ragment ← setFragment(vars)
12: return f ragment

5.1 Software

We implemented the transfer functions, filtering and smoothing
techniques in a custom stand-alone PYTHON program, shwirl
(Vohl 2017). The program utilizes ASTROPY (Astropy Collabora-
tion 2013) to handle FITS files, Qt6 (and PyQt) for the user inter-
face and VisPy (Campagnola et al. 2015), an object-oriented PYTHON

visualization library binding on to OpenGL. We implemented the
algorithms in the fragment shader using the GLSL language.
shwirl has been developed primarily for the purpose of exper-

imenting with shader algorithms. The software has been tested on
Linux, Mac and Windows machines, including remote desktop on
cloud computing infrastructure. While the software is available for
download and ready to visualize data, this is not intended as a full
software release at the present time.

6 http://www.qtcentre.org
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Figure 5. Histogram of voxel flux intensity from the NGC 2903 cube
(Walter et al. 2008). Data minimum = −3.5 × 10−3 Jy beam−1;
maximum = 7.4 × 10−3 Jy beam−1; and standard deviation = 0.5 ×
10−3 Jy beam−1. The vertical lines show the minimum threshold parameters
used in Figs 9 and 10 (red, solid: minThreshold = 1.7 × 10−3 Jy beam−1,
yellow, dashed: minThreshold = 0.8 × 10−3 Jy beam−1 and blue, dot–
dashed:minThreshold = 2 × 10−3 Jy beam−1). Cube dimensions (ra, dec,
vel) in voxels: (1024, 1024, 87). [A colour version of this figure is available
in the online version.]

5.2 Test data

For our tests, we do not pre-process the data, but instead simply load
it directly into GPU memory as a 3D texture. Doing so provides
a way to highlight how shaders can be used to both process and
visualize data at once. We use the following spectral cube data:
NGC 2903. We select the THINGS spectral cube of NGC 2903

for it has the advantage of being well resolved in both spatial and
spectral dimensions, enabling us to visualize noise and signal in the
data.7 It is a good example of what is expected from upcoming radio
survey data from APERTIF (Verheijen et al. 2009) and ASKAP
(Johnston et al. 2008).
Velocity channels are Doppler-shifted to the barycentric frame

(using the FELO-HEL convention originating from AIPS8 – a regu-
lar grid in frequency) and expressed in unit of kilometres per second
(km s−1). Fig. 5 shows the histogram of voxel intensity in the NGC
2903 cube.
Antennae galaxies. This spectral cube is the Southern mosaic

pattern taken from the ALMA Science Verification data targeting
the CO 3-2 line in the Antennae galaxies.9 We select this data set
for it is well resolved both spatially and spectrally, and is a repre-
sentative data product of current and upcoming CO-related studies.
In addition, it enables us to evaluate how the transfer functions and
shaders behave with mosaic data (e.g. a sparse cube where some
voxels do not contain information about the observation).
The third dimension represents frequency expressed in units of

tera-Hertz (THz). Fig. 6 shows the histogram of voxel intensity in
the Antennae cube.
GAMA-511867.The two sub-cubes of the barred galaxyGAMA-

511867 have been extracted from the ‘red’ spectral cube10 from the
SAMI survey, obtained with the Sydney-AAOMulti-object Integral
field spectrograph (Croom et al. 2012). The two cubes correspond

7 In particular, we use the beam corrected robust (ro) weighted data available
at http://www.mpia.de/THINGS/Data.html.
8 http://www.aips.nrao.edu/index.shtml
9 See https://almascience.nao.ac.jp/alma-data/science-verification/Antenn
ae-galaxies for more details.
10 Available from https://sami-survey.org/edr/browser

Figure 6. Histogram of voxel flux intensity from the Antennae cube. Data
minimum = −8 × 10−2 Jy beam−1; maximum = 6.8 × 10−1 Jy beam−1

and standard deviation = 1 × 10−2. NAN values (distributed around the
tilted polygon – see Fig. 11) are discarded from the histogram. The verti-
cal lines show the minimum threshold parameters used in Figs 11 and 12
(red, solid: minThreshold = 0.63 × 10−2 Jy beam−1, yellow, dashed:
minThreshold = 1.63 × 10−2 Jy beam−1). The blue region highlights the
regions between minThreshold and maxThreshold used for intensity do-
main scaling. Cube dimensions (ra, dec, vel) in voxels: (750, 750, 70). [A
colour version of this figure is available in the online version.]

Figure 7. Histogram of voxel flux intensity from the Hα cube of GAMA-
511867. Data minimum = −1.14 × 10−2 × 10−16 erg s−1 cm−2

Å−1 pixel−1; maximum = 6.2 × 10−1 × 10−16 erg s−1 cm−2 Å−1 pixel−1

and standard deviation = 7.68 × 10−2. NAN values (distributed around
the tilted polygon – see Fig. 11) are discarded from the histogram. The
vertical red line shows the minimum threshold parameter used in Fig. 14
(minThreshold = 0.1011 × 10−16 erg s−1 cm−2 Å−1 pixel−1). Cube di-
mensions (ra, dec, λ) in voxels correspond to (50, 50, 37). [A colour version
of this figure is available in the online version.]

to the Hα and [N II] emission lines. The cubes have been selected
as both emission lines have a high signal to noise.

The third dimension represents wavelength, expressed in units
of Ångström (Å). Figs 7 and 8 show the histogram of voxel flux
intensity in the Hα and [N II] cubes, respectively.

5.3 Results

In this section, we present a qualitative evaluation of the transfer
functions. The result of each transfer function (Algorithms 2–7),
with and without filtering and smoothing, is presented in Figs 9, 10
(NGC 2903 cube), 11 and 12 (Antennae cube). We hide axis labels
to emphasize the different type of information provided by the
colouring methods.

MNRAS 471, 3323–3346 (2017)Downloaded from https://academic.oup.com/mnras/article-abstract/471/3/3323/3922864/Real-time-colouring-and-filtering-with-graphics
by Swinburne University of Technology user
on 13 September 2017



3334 D. Vohl et al.

Figure 8. Histogram of voxel flux intensity from the Hα cube of GAMA-
511867. Data minimum = −1.64 × 10−2 × 10−16 erg s−1 cm−2

Å−1 pixel−1; maximum = 2.49 × 10−1 × 10−16 erg s−1 cm−2 Å−1 pixel−1

and standard deviation = 3.29 × 10−2. NAN values (distributed around
the tilted polygon – see Fig. 11) are discarded from the histogram. The
vertical red line shows the minimum threshold parameter used in Fig. 14
(minThreshold = 0.0826 × 10−16 erg s−1 cm−2 Å−1 pixel−1). Cube di-
mensions (ra, dec, λ) in voxels correspond to (50, 50, 37). [A colour version
of this figure is available in the online version.]

Figs 9 and 11 show volume rendering using parallel projection,
with spectral cube view face-on (i.e. orthogonal to the spectral axis).
Figs 10 and 12 show volume rendering using perspective projec-
tion, with the camera position set to provide a blend of spatial and
spectral information. Parallel projection figures are presented to
highlight the resemblance to the outcome of the ‘moment-inspired’
transfer functions with the zeroth and first moment maps. Perspec-
tive projection figures are presented to provide an example of the
type of visualization suitable for stereoscopic display.
In Figs 9–12, each column displays a specific transfer function:

left, centre and right columns show the zerothmoment-inspired, first
moment-inspired and RGB transfer functions, respectively. At the
top of the figures the colourmaps are shown for the individual panels
(left and right columns),11 and the RGB cube is also provided to help
with the interpretation of colours location in the 3D RGB space. As
discussed in Section 3.3, theRGB transfer function provides a visual
cue of the 3D distribution of emission, as each colour corresponds to
a specific location in the 3D RGB space. Each row shows a different
combination of transfer functionwith different visualization settings
(MIP, AVIP, filtering and smoothing).

5.4 The NGC 2903 cube

Fig. 9 displays the NGC 2903 spectral cube viewed face-on, with
parallel projection. The four rows show combinations of different
transfer functions:

(1) MIP without any filtering or smoothing – therefore purely
rendering the spectral cube.
(2) AVIP using a weighting factor of k = 0.31, with intensity

clipping (minThreshold = 0.8 × 10−3 Jy beam−1).

11 Note that when using AVIP, the label should be Jy beam−1 km s−1

and should consider the weighting factor k (see e.g. Algorithm 3). For the
simplicity of the figure, we only show Jy beam−1.

(3) AVIP with intensity clipping [same k and minThreshold as
(2)] and box smoothing (a box of size 3 – filterArm = 1).

(4) AVIP with intensity clipping [same k and minThreshold as
(2)] and 9-tap Gaussian smoothing.

Fig. 10 presents the same set of parameters as in Fig. 9,
with the exception of the fifth row, which shows the combina-
tion of transfer functions with AVIP (k = 0.22), intensity clip-
ping (minThreshold = 1.7 × 10−3 Jy beam−1) and 5-tap Gaussian
smoothing. The fifth row is added to provide a sense of what can be
achieved through different sets of visualization parameters.

All visualization parameters (e.g. minThreshold, k, filterArm)
can be selected and modified interactively at run-time, in order to
let the user explore and highlight features of interest in the data.
Therefore, for the figures, we selected parameters that highlight
properties of each technique. For instance, we set the value of k (for
rows 2–4) in order to keep some of the low intensity noise around
the source. This further allows us to show the effect of smoothing
in rows 3 and 4.

5.5 The Antennae cube

Fig. 11 displays the Antennae spectral cube viewed face-on, with
parallel projection, and where the four rows show the transfer func-
tion combined to

(1) MIP without any filtering or smoothing;
(2) AVIP using a weighting factor of k = 0.31, and intensity

clipping (minThreshold = 0.62 × 10−2 Jy beam−1);
(3) AVIP with intensity clipping [same k and minThreshold as

(2)] and box smoothing (a box of size 9);
(4) AVIP with intensity clipping [same values of k and

minThreshold as in (2)] and 9-tap Gaussian smoothing.

Fig. 12 presents the same set of parameters as in Fig. 11, with the
exception of the first and last rows. In the first row, we now use MIP
with intensity clipping (minThreshold = 1.63 × 10−2 Jy beam−1)
and 9-tap Gaussian smoothing. The threshold highlights only the
strongest emission, and removes the polygon emerging from the
mosaic.

In the last row, we show MIP with intensity domain scaling
(Algorithm 11), where

(1) minThreshold = 1.12 × 10−2 Jy beam−1,
(2) maxThreshold = 0.3609 Jy beam−1 and
(3) 9-tap Gaussian smoothing.

The intensity domain scaling shows local maxima in the data
by discarding the very bright regions, which are being masked in
the visualization. Note that the colour map for the first moment-
inspired transfer function did not change while the range for the
zeroth moment-inspired did change [provided along row (5)].

5.6 The GAMA-511867 cubes

Figs 13 and 14 show the result of computing the ratio between the
[N II] and Hα lines of the GAMA-511867 cubes using ray-tracing
volume rendering. In both figures, all visualizations use the MIP
transfer function. The rows show

(1) the spatial view (ra and dec, x- and y-axes, respectively) with
parallel projection – similar to Fig. 1a;

(2) view along spectral (x) and spatial (dec, y) axes;
(3) view along spatial (ra, x) and spectral (x) axes;
(4) view showing all three axes with perspective projection.
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Figure 9. Comparison between transfer functions using parallel projection for the NGC 2903 cube. (1) MIP without filtering or smoothing; (2) AVIP with
intensity clipping (minThreshold = 0.8 × 10−3 Jy beam−1); (3) AVIP with intensity clipping and box smoothing (filterArm = 1) and (4) AVIP with intensity
clipping and 9-tap Gaussian smoothing. For all AVIP, k = 0.31 (weighting factor). [A colour version of this figure is available in the online version.]

From left to right, the different columns show: the Hα and the
[N II] lines, respectively, with flux ranging between 0.4019 and
0.8170 × 10−16 erg s−1 cm−2 Å−1 pixel−1; and the emission line
ratio computed with techniques fromAlgorithms 12 and 14, respec-
tively. Fig. 13 shows line ratios computed on raw data without any
filtering or smoothing.
As can be seen in Fig. 13, faint flux values have an important

effect on the visualization output of the ratio computation. In Fig. 14,
filtering using Algorithm is applied to discard low flux values from
both cubes, setting minThreshold = 0.1011 for the Hα cube, and
minThreshold = 0.0826 for the [N II] cube. This better constrains

the ratio computation to signal from emission lines only, rendering
a cleaner visualization. These values can be selected at runtime.

5.7 Discussion

Throughout Figs 9–12, the first row (MIP) highlights an impor-
tant difference between the MIP0 algorithm and the other two
algorithms. In the case of the MIP0, no pixels in the image are
transparent. Conversely, with MIP1 and MIPRGB, the result of MIP
is used to set the transparency level (Algorithm 4), which makes
the rendered image appear fainter. However, this has the ability to
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Figure 10. Comparison between transfer functions using perspective projection for the NGC 2903 cube. (1) MIP with intensity clipping (minThreshold =
2 × 10−3 Jy beam−1); (2) AVIP with intensity clipping (minThreshold = 0.8 × 10−3 Jy beam−1); (3) AVIP with intensity clipping and box smoothing
(filterArm = 1); (4) AVIP with intensity clipping and 9-tap Gaussian smoothing and (5) AVIP with k = 0.22, intensity clipping (minThreshold = 1.7 ×
10−3 Jy beam−1), and 5-tap Gaussian smoothing. For AVIP in (2), (3) and (4), k = 0.31. [A colour version of this figure is available in the online version.]
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Figure 11. Comparison between transfer functions using parallel projection for the Antennae cube. (1) MIP without filtering nor smoothing; (2) AVIP
with intensity clipping (minThreshold = 0.62 × 10−2 Jy beam−1); (3) AVIP with intensity clipping and box smoothing (filterArm = 5); (4) AVIP with
intensity clipping and 9-tap Gaussian smoothing and (5) MIP with intensity domain scaling (Algorithm 11; minThreshold = 1.12 × 10−2 Jy beam−1,
maxThreshold = 0.3609 Jy beam−1), and a 9-tap Gaussian smoothing. For all AVIP, k = 0.31 (weighting factor). [A colour version of this figure is available
in the online version.]
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Figure 12. Comparison between transfer functions using perspective projection for the Antennae cube. (1) MIP with intensity clipping (1.63 × 10−2)
and 9-tap Gaussian smoothing; (2) AVIP with intensity clipping (minThreshold = 0.62 × 10−2 Jy beam−1); (3) AVIP with intensity clipping and box
smoothing (filterArm = 4); (4) AVIP with intensity clipping and 9-tap Gaussian smoothing and (5) MIP with intensity domain scaling (Algorithm 11;
minThreshold = 1.12 × 10−2 Jy beam−1, maxThreshold = 0.3609 Jy beam−1), and a 9-tap Gaussian smoothing. For AVIP in (2), (3) and (4), k is set to
the same value as in Fig. 11. [A colour version of this figure is available in the online version.]
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Figure 13. Computing emission line ratio in fragment shader for the raw data from the Hα and the [N II] cubes of GAMA-511867 taken from the SAMI
survey. Line ratios are computed on raw data without any filtering or smoothing. [A colour version of this figure is available in the online version.]

provide both information about the voxel intensity and the spectral
distribution (e.g. velocity information for first moment-inspired)
at the same time. A work around to this faintness is to only set
transparency to values smaller or equal to minThreshold. This is
shown in Fig. 3. In the left-hand panel, minThreshold equals the
global minimum, hence no transparency. In the right-hand panel,
minThreshold = 1.4 × 10−3 Jy beam−1 used with box smoothing
(filterArm = 1). This is an option that can be provided at run-time.
There is a noticeable difference in the information provided by

each transfer function when visualizing a blend of spatial and spec-
tral information (Figs 10 and 12). The MIP0 and AVIP0 primarily
inform about voxel intensity. Even when looking at the snapshots of
Fig. 12, it can be hard to interpret the velocity structure. MIP1 and
AVIP1 clearly inform about velocity, while not being as clear about
intensity variation. The RGB shaders show variation in spatial and
spectral positions at a glance. For example, when comparing the
outcome in row (4) and (5) of Fig. 10, each part of the inner and
outer spiral arms has a slightly different colour.
The use of smoothing can help render ‘cleaner’ visualizations

for both face-on and side-on views. The direction of the ray tends
to have an effect on the result of the ray. For example, when we
compare the noise from row (2) in both Figs 9 and 10, we can note

an accentuation when the cube is viewed at an angle. In this case,
rays on different projections through the data sample noise with dif-
ferent correlation properties. For example, noise correlation in the
frequency direction is determined by receiver quality, amplifiers,
spectral smoothing and binning, etc.; whereas noise correlation in
the sky plane is determined, for example, by beam size and proper-
ties, and any cleaning previously done to the data. Hence, different
lines of sight through the cube will accumulate noise having differ-
ent correlation properties and so will yield resultant 2D projections
with noise characteristics that change with angle.

In addition, the rendered ‘noise’ is likely also related to the step
size of the filter kernel and the dimensions of the cubes used in
Figs 9–12. For a face-on sky plane view, the ray will ≥100 steps
through the data to sample all the voxels in a line of sight, while for
a side-on view, the ray will visit ∼1000 steps. Future investigation
of adaptive kernel size should help to provide similar noise level at
different viewing angles. As can be expected, the 3D kernel of the
Gaussian smoothing tends to denoise more than the 1D kernel of
the box smoothing (along the ray direction) when the ray traverses
the cube at an angle.

While each method alone may not be required at all times, the
fact that shaders are dynamic enables near-instantaneous switching
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Figure 14. Computing [N II]/Hα in fragment shader for the two sub-cubes of GAMA-511867. Panels are arrange as in Fig. 13. Filtering using Algorithm is
applied to discard low flux values from both cubes, using minThreshold = 0.1011 for the Hα cube, and minThreshold = 0.0826 for the [N II] cube. [A
colour version of this figure is available in the online version.]

between them at run-time. This provides an important capability
to explore different features of the data interactively, and is a clear
advantage provided by the use of graphic shaders.
Consider the following scenario where volume rendering is used

along with a common 2D desktop screen. First, we visualize the
data using the classic zeroth moment-inspired transfer function
(Fig. 15). While rotating the cube, we reach a viewing angle where
information of interest seems to appear (inside the white square in
Fig. 15).We then want to knowwhere this feature occurs in terms of
velocity. At run-time, we switch to the first moment-inspired trans-
fer function, which lends extra visual information about the data.
Now having an idea of the velocity location of the feature of inter-
est, we want to evaluate its spatial (x, y) location along our line of
sight (camera position). Usually, this would be achieved by rotating
the object. However, it is now possible to simply switch to the RGB
transfer function to acquire this information without having to use
rotation.
The Antennae cube is a good example where the ability to ‘boost’

signal using the weighting factor k of AVIP permits a certain in-
tensity level to be highlighted. This can be seen by comparing
rows (1) and (2) of both Figs 11 and 12. A lower value of k could
also have been selected to reduce the saturation, and show internal

features in the cube [as in row (5) of Fig. 10]. Similarly, rows (2)
to (4) of Fig. 12 display how smoothing can reduce the noise and
emphasize emission in the data. Fig. 11 highlights again how the
different transfer functions can provide information about the over-
all distribution (moment 0) and velocity field (moment 1). Clumps
of emission are clearly visible throughout the visualization. Both
smoothing methods provide similar visual outcome – where the
Gaussian smoothing does not discard values as drastically as the
large box smoothing (filterArm = 5).

Finally, the visualization of the [N II]/Hα line ratio highlights an
important feature enabled by graphics shaders. In addition to the
development of custom transfer functions, the shader can be further
used to compute physical information about data sets. Here again,
being able to compute these quantities at run-time provides great
potential compared to traditional pre-processing methods. Having
the whole data set available enables interactive searches for interest-
ing features by mixing different algorithms together (e.g. filtering
and ratio). This is important in the case of the voxel-by-voxel com-
putation, for which purely computing the ratio on raw data produces
highly divergent bounds – rendering very few visual features. Inten-
sity domain scaling (Algorithm 11) could also provide a dynamic
way to look for interesting features within these divergent bounds.
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Figure 15. Close-up on row 5 of Fig. 10. The white square shows a region of interest where visual information provided by the colouring technique of each
transfer function varies. [A colour version of this figure is available in the online version.]

While line ratio visualization is generally done with a face-
on view (ra and dec), in Figs 13 and 14 we also show differ-
ent viewing angles in both figures. Being able to rotate the cube
promotes improved understanding of which component of the 3D
structure produces the features in the face-on view. We repeat that
these visualization are used as a proof of concept, and that more
effort is required to provide high precision line ratio maps – in-
cluding a fitting procedure to reduce the inherent noisiness of the
data.

6 PERFORMANCE

Apart from the visual outcome of the transfer functions, an impor-
tant aspect of the shaders relates to their algorithmic complexity.
Shader algorithms are computed at run-time on the GPU: no pre-
computing is required. Each ray is processed in parallel in GPU
memory. It was mentioned in Section 3 that both MIP and AVIP
have a complexity of O(N) per line of sight, where all voxels along
the line of sight (or more precisely the sampled voxels) are visited
once to evaluate the maximal value or the weighted average, re-
spectively. Similarly, computing smoothing as part of the shaders
adds to the initial O(N) by increasing the number of voxels vis-
ited by a ray. To evaluate the effect of smoothing on frame rate,
we perform two timing benchmarks. Details about the data and
hardware configuration used in our benchmark can be found in
Appendix B.
For our first benchmark, we evaluate the frame rate (in frames

per second) computed on the GPU during visualization for differ-
ent smoothing parameters (e.g. 9-tap Gaussian smoothing, 13-tap
Gaussian smoothing, ...), using both MIP and AVIP. The visualiza-
tion is rendered into a canvas of 1000 × 1000 pixels. We record
the frame rate during a full rotation of the cube. We repeat this
process three times for each kernel, and report the median frame
rate.
We report the benchmark’s results in Figs 16. We sort the

parameters as a function of the number of texture fetches for each
step of the ray. In our implementation, for an N-box filter, the num-
ber of texture fetches [e.g. cube(loc + i) in the algorithms] is N;
for the N-tap 3D Gaussian kernel, the number of texture fetches is
3 × N−1

2 + 1. Note that we report results for the 10243 cube only
for the TITAN X GPU as median frame rates for the other GPUs

were ∼2 frames per second without smoothing. Without smoothing
(Raw), each step of the ray fetches a single voxel.

From Fig. 16, we can first note that all GPUs are affected by
the data size. For all GPUs, the largest cube is the one with the
slowest frame rate. As the size of the data increases, each ray needs
to visit an increasing number of voxels to compute the pixel value.
Additionally, once loaded in memory, less memory is available for
computation – slowing down the rate at which frames are gener-
ated. We can also note a reduction in frame rate as a function of the
number of texture fetches. As expected, AVIP and MIP show sim-
ilar frame rates, with AVIP being slightly slower. The ‘High-end’
GPU (TITAN X) presents more sustained frame rates (with the
exception of the largest cubes) than ‘low-end’ GPUs like the GT
750M. This can be attributed in part to the larger memory available,
the number of processing cores, and faster clocks. In some cases
however, GT 750M was faster than TITAN X, which peaked at 94
frames per second for the 1283 cube with MIP-Raw (cropped out
of the figure). We suspect this may be due to caching capabilities of
macOS.

In Fig. 16, the panels related to the GRID K1 have a differ-
ent vertical axis range than the other two. The drop in frame rate
can primarily be attributed to the use of VirtualGL, which con-
verts frames using the JPEG still image compression. VirtualGL
is known to offer limited speed for very high resolutions canvases
(Lietsch & Lensing 2008; Lohnhardt et al. 2010). It is possible
that the slightly slower clock of the GRID K1 also plays a part in
the lower frame rate. Nevertheless, this benchmark shows that it
is possible to visualize spectral cube remotely on the Cloud. This
pathway – which is likely to become better with time (better hard-
ware and internet connections) – could provide a good option for
users, removing the need to install software or to buy and maintain
expensive hardware locally.

For our second benchmark, we evaluate the effect of canvas size
on frame rate using our best GPU (TITAN X). In this case, we
record the frame rate with canvas size varying from 5002, 10002,
15002 to 20002 pixels using the 1283, 2563, 5123 and 10243 cubes.
We present the results in Fig. 17. For our smallest data set, canvas
size has a very limited effect, showing only small variations in
frame rate. For larger data sets, results show that canvas size has
an effect on frame rate. In addition to the effect of data size, the
slowdown can be attributed to the fact that, as the canvas size
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Figure 16. Median frame rate (frames per second) for three rotation of a spectral cube. Each row presents the FPS obtained on different GPUs, indicated inside
the left-hand panel (TITANX, GT 750M, GRIDK1). The left and right columns show the results for MIP and AVIP, respectively. The smoothing parameters are
ordered as a function of the number of texture fetch required by the smoothing shader. Raw indicates no smoothing. Each spectral cube evaluated is indicated
in the legend on the right of the figure. [A colour version of this figure is available in the online version.]
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Figure 17. Comparing MIP’s frame rate (frames per second) at different canvas sizes using TITAN X for the 1283, 2563, 5123 and 10243 cubes. [A colour
version of this figure is available in the online version.]

expands, a larger number of pixels need to be drawn at each time-
step. While the code has not been completely optimized, this shows
that we are reaching physical limits of a single GPU. If real-time
interactivity and high frame rates are needed for larger spectral
cubes, our solution could be integrated with distributed rendering
techniques like those introduced by Hassan et al. (2011) and Hassan
et al. (2013).
With a canvas with resolution of about full HD (1920 × 1080),

the TITAN X GPU can render all smoothing kernels considered in
this paper at 15 frames per second or more for data sizes up to 2563,
and up to a box kernel size of 9 (filterArm= 4) and a 5-tap Gaussian
kernel for data size of 5123.
From these results, we can conclude that smoothing data can be

done at run timewith limited effect on interactivity. The interactivity
can play a great role during data exploration, as it can be difficult to
select a set of parameters ad hoc. Having the possibility to explore
and manipulate data in real-time represents a powerful tool for
the user – a step forward for the development of next-generation
visualization and analysis software.

7 CONCLUSION AND FUTURE WORK

As current and upcoming instruments and facilities allow larger
and more numerous spectral cubes to be gathered, there is a need
for novel and more efficient visualization techniques to be ex-
plored. Ray-tracing volume rendering allows astronomers to in-
spect spectral cubes as a whole – a step beyond visualizations like
channel and moment maps. However, transfer functions classically
used with ray-tracing volume rendering only provide information
about the overall intensity distribution – similar to the zeroth mo-
ment map.

For the first time, this article presented transfer functions going
beyond overall intensity by adding visual cues to spatial and veloc-
ity information in 3D space (see e.g. Figs 3 and 15). We described
a transfer function that produces the 3D equivalent of the first mo-
ment maps, providing a quick visual cue about the velocity field.
Furthermore, we presented a generalization of this first moment
transfer function, based on the RGB cube, informing about all three
dimensions at once (spatial and spectral dimensions). We compared
the outcome of all transfer functions using H I and CO spectral
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cube data. We also presented methods to compute an emission line
ratio with ray-tracing volume rendering. Using two sub-cubes of
Hα and [N II] taken from an IFU observation, these methods shows
that graphics shaders can be utilized to further compute physical
information.
We also showed that theGPU and graphics shaders can be utilized

to provide fast computation of these transfer functions. In partic-
ular, we used the fragment shader – part of the graphics pipeline
dedicated to colouring pixels in the final image – to compute our
transfer functions efficiently. In addition, we showed that common
pre-processing algorithms such as filtering and smoothing (e.g. box
and Gaussian smoothing) can be computed on-the-fly in the frag-
ment shader. This approach opens newways to interactively explore
spectral cubes in order to find parameters of interest to be used in
further quantitative investigation of the data, such as smoothing ker-
nel size for source finding. Future work should investigate automa-
tion of parameters selection (e.g. k) and their relation to physical
quantities.
The transfer functions presented in this article highlight an im-

portant aspect of the computation of moment maps: as equations (3)
and (4) have to be computed for every line of sight (say M times),
the overall complexity of the algorithm is O(MN), where M is the
number of pixel in the image, and N is the number of velocity or
spectral channels. It qualifies as what is generally called an ‘embar-
rassingly parallel problem’. By utilizing the thousands of parallel
cores offered by modern GPUs, the transfer functions are fast to the
point that for the data set evaluated in this work, the computation of
the zeroth and first moment maps can be reduced to an algorithmic
complexity O(N), a considerable improvement.
At Full HD resolution (1920 × 1080), high-end GPUs

(∼USD1000) can render all smoothing kernels considered in this
paper – 1D Box and 3D Gaussian smoothing – at 15 frames per sec-
ond or more for data sizes up to 2563, and slightly smaller kernels
for data of size 5123.
Our investigation suggests that custom transfer functions and

shaders can play an important role in the development of future
visualization and analysis astronomical software.
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Ljung P., Krüger J., Gröller E., Hadwiger M., Hansen C., Ynnerman A.,
2016, Comput. Graph. Forum, 35, 669

Lohnhardt B. et al., 2010, in 2010 Sixth IEEE International Conference on
e-Science Workshops. IEEE, p. 80

Martin T. B., Prunet S., Drissen L., 2016, MNRAS, 463, 4223
McDonnell M., 1981, Comput. Graph. Image Process., 17, 65
Naiman J. P., 2016, Astron. Comput., 15, 50

MNRAS 471, 3323–3346 (2017)Downloaded from https://academic.oup.com/mnras/article-abstract/471/3/3323/3922864/Real-time-colouring-and-filtering-with-graphics
by Swinburne University of Technology user
on 13 September 2017



Colouring and filtering with graphics shaders 3345

Naiman J. P., Borkiewicz K., Christensen A. J., 2017, PASP, 129, 058008
Norris R. P., 1994, in Crabtree D. R., Hanisch R. J., Barnes J., eds, ASP

Conf. Ser. Vol. 61, Astronomical Data Analysis Software and Systems
III. Astron. Soc. Pac., San Francisco, p. 51

Oosterloo T., 1995, PASA, 12, 215
Oosterloo T., 1996, Vistas Astron., 40, 571
Popping A., Jurek R., Westmeier T., Serra P., Flöer L., Meyer M., Koribalski
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APPENDIX A: PROJECTIONS FOR
RAY-TRACING VOLUME RENDERING

In ray-tracing volume rendering, rays are traced using either a paral-
lel projection (also known as orthographic projection) or a perspec-
tive projection. For a parallel projection, each ray has a trajectory
that is parallel to other rays. For a perspective projection, all ray
trajectories diverge from a focal point that corresponds to the ob-
server’s eye. Fig. A1 depicts rays as traced by both projection type.
Fig. A2 shows a schematic of the ray-tracing technique using par-
allel projection.

Figure A1. Common projections used with the ray-tracing technique:
(a) parallel projection, where each ray is parallel to the next and (b) per-
spective projection, where all rays are shot from a focal point (e.g. eye of
the viewer).

Figure A2. Schematic of the ray-tracing technique, assuming a parallel
projection. Ray-tracing calculates pixel values in the final image based on
voxel values encountered while ‘shooting’ rays through the spectral cube.
The transfer function combines the voxels encountered by the ray into the
final image’s pixel colour and transparency values.

APPENDIX B: DATA AND HARDWARE
DESCRIPTION FOR PERFORMANCE
EXPERIMENT

We evaluate the frame rate for a number of spectral cubes. First, we
generated cubes ranging from1283 to 10243 voxels in size, forwhich
each voxel value is a random 32-bit floating point value ranging
from [0, 1]. For these cubes, when using AVIP, we set k = 0.22 and
minThreshold = 0.9. Secondly, we evaluate cubes that are not
equal in all three dimensions: the NGC 2903 and Antennae cubes
for which dimensions are already listed in Section 5.2. For these two
cubes, when using AVIP, we set k = 0.22 and minThreshold =
7 × 10−3 Jy beam−1. The value of minThreshold is chosen to
minimize the effect of the exit strategy (when α > 0.99) of AVIP to
provide a fair comparison with MIP.

We performed the same benchmark on three different GPUs:
NVIDIA GeForce GTX TITAN X, NVIDIA GeForce GT 750M
and NVIDIA GRID K1. Table B1 presents the specification of each
GPU and their respective host environments. The TITAN X and
GT 750M GPUs are hosted on local computers, while the GRID
K1 is hosted on The National eResearch Collaboration Tools and
Resources project (Nectar) Research Cloud,12 and accessed using a
remote desktop configuration. We access the remote desktop via a
desktop computer (CentOS 6.7) equipped with 16 GB of RAM and
an NVIDIA Geforce GTX 470. In the remote desktop setting, the
software is run using VirtualGL13 (vglrun) over TurboVNC14.

12 The Nectar Research Cloud is an online infrastructure that includes soft-
ware and services allowing Australia’s research community to store, access
and run data remotely. Details can be found at https://nectar.org.au.
13 http://www.virtualgl.org
14 http://www.turbovnc.org
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Table B1. GPUs and other hardware description used for benchmark.

GPU Environment

NVIDIA GeForce GTX TITAN X Desktop computer (Windows 7)
12 GB of GDDR5 Intel Xeon CPU ES-2609 v2 at 2.5 GHz
GPU clock : 1.00 GHz 16 GB RAM at 2.5 GHz
Boost Clock: 1.09 GHz Sony VPL-VW100ES (4K projector)

Display resolution : 3840 × 2160

NVIDIA GeForce GT 750M Laptop computer (macOS Sierra 10.12.3)
2 GB of DDR3/GDDR5 Intel Core i7 at 2.5 GHz CPU
GPU clock: 941 MHz 16 GB RAM at 1.6 GHz
Boost clock: 967 MHz Dell E2313H (external monitor)

Display resolution : 1920 × 1080

NVIDIA GRID K1 Remote Desktop [Ubuntu (MATE Desktop Environment 1.8.2)]
4 × 4 GB of DDR3 Intel QuadCore Haswell CPU
GPU clock: 850 MHz 16 GB of RAM at 2 GHz

HP compaq LA2405wg monitor
Remote display resolution : 1920 × 1074

This paper has been typeset from a TEX/LATEX file prepared by the author.
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5
Data Compression in the Petascale Astronomy Era:

a GERLUMPH case study

In this chapter, we investigate if data compression can allow large numerical simulation

datasets to be stored more efficiently. In particular, we present a comparative data com-

pression study between several all-purpose (and one data-type specific) lossless compres-

sion software. Additionally, we present a follow-up study to that of Peters & Kitaeff (2014)

and Kitaeff et al. (2015b) who investigated the JPEG2000 standard as a future astronomy

data format standard.

As a case study, we use the GERLUMPH dataset, which comprises ≈27 TB of mi-

crolensing magnification maps. The 70,000 GERLUMPH maps will be convolved with

∼100 different quasar profiles in the next phase of processing. Therefore, the dataset is

expected to grow to ≈2.7 PB, well beyond the current allocated storage space capacity of

the project.

We show that off-the-shelf compression software delivers small compression ratios,

ranging from 1.47:1 to 4.28, which do not provide a significant reduction in the required

storage size. We also show that lossy compression using JPEG2000 can deliver much higher

compression ratios than its lossless counterparts while keeping a low level of introduced

errors.

The study presented in this chapter shows that JPEG2000 can be suitable for simulated

astronomical data. In the context of GERLUMPH, the obtained compression ratios would

enable us to comfortably compress 2.7 PB to less than a TB without corrupting the future

science cases for which the data is intended.

This Chapter comprises content published in the paper “Data Compression in the

Petascale Astronomy Era: a GERLUMPH case study” by D. Vohl, C. J. Fluke, and G.

Vernardos, Astronomy & Computing, 12 (2015): 200-211, DOI: 10.1016/j.ascom.2015.05.003.
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a b s t r a c t

As the volume of data grows, astronomers are increasingly faced with choices on what data to keep—and
what to throw away. Recent work evaluating the JPEG2000 (ISO/IEC 15444) standards as a future data
format standard in astronomy has shown promising results on observational data. However, there is still
a need to evaluate its potential on other type of astronomical data, such as from numerical simulations.
GERLUMPH (the GPU-Enabled High Resolution cosmological MicroLensing parameter survey) represents
an example of a data intensive project in theoretical astrophysics. In the next phase of processing, the
≈27 terabyte GERLUMPH dataset is set to grow by a factor of 100—well beyond the current storage
capabilities of the supercomputing facility on which it resides. In order to minimize bandwidth usage, file
transfer time, and storage space, this work evaluates several data compression techniques. Specifically,
we investigate off-the-shelf and custom lossless compression algorithms as well as the lossy JPEG2000
compression format. Results of lossless compression algorithms on GERLUMPH data products show small
compression ratios (1.35:1 to 4.69:1 of input file size) varyingwith the nature of the input data. Our results
suggests that JPEG2000 could be suitable for other numerical datasets stored as gridded data or volumetric
data. When approaching lossy data compression, one should keep in mind the intended purposes of the
data to be compressed, and evaluate the effect of the loss on future analysis. In our case study, lossy
compression and a high compression ratio do not significantly compromise the intended use of the data
for constraining quasar source profiles from cosmological microlensing.

© 2015 Elsevier B.V. All rights reserved.

1. Introduction

1.1. The petascale astronomy era

The expression Big Data is currently a popular one in astronomy.
It is also broadly and liberally used. Recognizing that ‘‘bigness’’ is
an arbitrary concept related to the usual data sizes and volumes
within a sub-field of astronomy, we can consider three types of Big
Data. The first case happens for projects dealing with lots of small
to medium sized files. This is typical of many modern observational
survey programs (e.g. Ahn et al., 2012). Each image is only a few
hundredmegabytes (MB) in size, butmany thousands of individual
images are recorded and archived. The second case is when there
are a few very big files. Here belong cases such as the Millennium
simulation (Springel et al., 2005). The full particle data was stored
at 64 time steps, each of size 300 GB (GB), giving a raw data volume

∗ Corresponding author.
E-mail addresses: dvohl@astro.swin.edu.au (D. Vohl), cfluke@astro.edu.au

(C.J. Fluke), gvernardos@astro.swin.edu.au (G. Vernardos).

of nearly 20 terabytes (TB). Finally, the third case is when there
are lots of very big files. For example, this is the situation that
will occur with the large spectral cubes from instruments such as
MeerKAT (Booth et al., 2009) and ASKAP (Guzman andHumphreys,
2010). Similarly, the Square Kilometer Array is expected to gather
14 exabytes of data and store about one petabyte (PB1) every day
(Lazio, 2013; IBM, 2013; Quinn et al., 2015).

With this growth of data volume in science come new chal-
lenges. How to efficiently store such data in data storage facilities?
How to transmit such data over a network in an acceptable time
interval through limited bandwidth? How to perform visualization
and analysis on large samples of files?

Visualization and analysis of terabyte-scale data is already a
challenge for existing astronomical softwares and the currentwork
practices of astronomers (Hassan and Fluke, 2011). Furthermore,
such large data volumes cannot be processed, stored or viewed as
a whole on desktop computers, even taking into account projected

1 1 petabyte = 1015 bytes.

http://dx.doi.org/10.1016/j.ascom.2015.05.003
2213-1337/© 2015 Elsevier B.V. All rights reserved.
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advances for hard drives and network technologies (Kitaeff et al.,
2012). Research in a variety of sub-disciplines of astronomy
is underway to solve such issues (e,g. Anderson et al., 2011;
Broekema et al., 2012; Hassan et al., 2012, 2013).

As the volumeof data grows, astronomers are increasingly faced
with choices on what data to keep—and what to throw away. In
this work, we concentrate on the questions regarding storage and
transmission by investigating data compression.

1.2. Data compression

Data Compression emerged from the work of Shannon (1948)
on Information Theory. One of the critical ideas of Shannon’s
theory was the relation between the probability of occurrence of
a particular value v in a data source S of length n and the amount
of information i that this value carried. If v occurs f (v) times, the
probability p(v) of observing v in S is given by

p(v) =
f (v)

n
. (1)

The amount of information associated with v is given by

i(v) = log
1

p(v)
= − log p(v). (2)

Averaging over all the information included in S such that

H(S) = −n
n

v=1

p(v) log p(v) (3)

is the entropy of the source (often called Shannon entropy),
a concept closely linked to Ludwig Boltzmann’s second law of
thermodynamics which stipulates that the entropy of a system
can only increase (Frank, 2002). It is a lower bound on the space
required to represent a source of information perfectly (Shannon,
1948).

Compression is achieved by using an encoder to remodel the
original data in a compressed manner, bringing it close to or even
beyond its entropy. Later, a decoder is used to uncompress the
compressed data back to its original form. We can note that the
concept of entropy naturally divides data compression into two
main paradigms: lossless compression, where the output data of the
decoder is identical to the encoder’s input data, and lossy compres-
sion, where the output of the decoder is different to the encoder’s
input (Salomon, 2007)—it is an approximation of the input.

1.3. Big data, data format, and data compression

The idea of minimizing the volume of astronomical data using
data compression can be traced back to the 1970s (e.g. Labrum
et al., 1975; Miller and Lynch, 1976) and such techniques have
been used and developed ever since (e.g. Landau and Ghigo,
1984; Andrianov, 1984; Cafforio et al., 1985; Press, 1992; White
and Percival, 1994; Veran and Wright, 1994; Starck et al., 1995;
Vasilyev, 1998; Gaudet et al., 2000; Pence et al., 2000; Fixsen et al.,
2000; Pence et al., 2011; Seaman, 2011).

In the context of the petascale astronomy era, prior work
considered questions such as: which data format/model should be
used to enable work with Big Data (e.g. Kitaeff et al., 2012; Kitaeff
et al., 2015; Natusch, 2014; Mink et al., 2014; Price et al., 2014);
what bandwidth to keep in case of lossy compression (Price-
Whelan and Hogg, 2010); and whether lossy compression affects
analysis (e.g.White and Percival, 1994; Shamir andNemiroff, 2005;
Pence et al., 2010; Vohl, 2013; Peters and Kitaeff, 2014).

Recent work by Kitaeff et al. (2012), Kitaeff et al. (2015),
and Peters and Kitaeff (2014) investigates whether the JPEG2000
(ISO/IEC 15444) standards could be adopted more generally

within astronomy. Within the JPEG2000 specification are features
attractive to astrophysics such as: progressive transmission; the
ability to decode only part of the data without having to load it
all into memory (useful when dealing with larger-than-memory
files); and the possibility to include customized metadata.

In the context of radio astronomy, Peters and Kitaeff (2014)
and Kitaeff et al. (2015) showed that the data format prescribed
by the JPEG2000 standard can deliver high compression ratios
with limited error on analysis of observational data.2 Peters and
Kitaeff (2014) evaluated the effect of the lossy compression on
analysis. To do so, they ran a source finder on a spectral-imaging
data-cube pre and post compression and compared the soundness
of the outcome. They showed that using the JPEG2000 format,
the strongest sources (&2000 mJy km/s and higher) may still be
retrievable at extremely high compression ratio; in such cases, the
compressed file would be more than 15,000 times smaller than
the original file. In cases where they used a high quantization
step during the compression (giving them compression ratio of
about .90:1), JPEG2000 enabled them to identify low integrated
flux sources (less than 800 mJy km/s). They concluded that the
compression is denoising the cube, allowing sources previously
obscured by noise to be identified.

These results are promising for the observational community.
However, to our knowledge, there is not yet any systematic work
on other types of astrophysical data using the JPEG2000 standard,
such as data from numerical simulations. Observational data is
noisy by nature (e.g. the instrument capturing the data is imper-
fect). However, for numerical data, one would expect that lossy
data compression will tend to introduce additional noise. It may
therefore be considered an inherently negative aspect of such for-
mat for theorists who do not want to corrupt the data that has
been carefully generated. But what actually is the effect of such
compression on theoretical data? To investigate this question, we
selected the Graphics Processing Unit-Enabled High Resolution
cosmological MicroLensing parameter survey (GERLUMPH) theo-
retical dataset (Vernardos et al., 2014) as a case study.

1.4. Case study: GERLUMPH

GERLUMPH represents a recent example of a data intensive
project in theoretical astrophysics. It has been designed to
study quasar microlensing: the gravitational lensing effect of
stellar mass objects within foreground galaxies that lie along the
line of sight to multiply-imaged background quasars. There are
currently ≈90 known multiply imaged quasars, but an increase
to a few thousands is anticipated to happen soon due to the
commencement of synoptic all-sky surveys (Oguri and Marshall,
2010). GERLUMPH has been developed to explore and understand
the quasar microlensing parameter space (defined in terms of
the external shear, γ , and the convergence, κ) by providing a
theoretical resource in preparation for these future discoveries.

Quasar microlensing is usually studied numerically using
magnificationmaps: pixelated versions of the caustic pattern in the
background source plane created by the foreground microlenses.

GERLUMPH accelerated the process of generating cosmologi-
cal magnification maps by using graphic processing units (GPU;
see Thompson et al., 2010) resulting in the generation of≈70,000
maps in a short period of time (Vernardos et al., 2014). This work
was completed on the GPU Supercomputer for Theoretical Astro-
physics Research (gSTAR) national facility hosted at Swinburne
University of Technology. Each map is composed of 10,0002-pixel

2 Peters and Kitaeff (2014) actually used synthetic spectral-imaging data-cubes
for their experiment allowing them to have a complete knowledge about the
sources in the cube.
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requiring ≈400 MB per map. This corresponds to a manageable
≈27 TB of data for the parameter survey.

Observational properties of microlensed quasars can be ob-
tained by performing a convolution between a quasar model and
a magnification map. The next stage of GERLUMPH processing will
involve convolution of 100 different physically-motivated quasar
profiles with all of the GERLUMPH maps. It will produce a dataset
two orders of magnitude larger, which would exceed the current
available GERLUMPH storage space on gSTAR (currently ≈3.4 PB
for all projects). While it is desirable to save the convolved maps
for future use—can they actually be stored?

1.5. Magnification maps

To understand the opportunities for compression, we need
to understand the properties of the data. GERLUMPH generates
the magnification maps using a technique called Inverse Ray-
Shooting (Kayser et al., 1986; Schneider and Weiss, 1986, 1987;
Thompson et al., 2010). The technique proceeds by shooting a
large number of light rays (≈109) from the observer through the
lens plane, where they are deflected by N∗ individual microlenses
(compact, point-mass objects), defined as

N∗ =
κ∗A

π⟨M⟩
. (4)

Here κ∗ is the convergence caused by compact objects, ⟨M⟩ is
themeanmass of themicrolenses, and A is the area where they are
distributed. The total convergence in cosmological microlensing
has contributions from compact objects, κ∗, and smooth matter,
κs, such that:

κ = κs + κ∗. (5)

The gravitational lens equation, used in the context of
cosmological microlensing by N∗ microlenses of mass m in the
presence of a smooth matter distribution and an external shear,
γ , is defined as:

y =

1− γ 0

0 1− γ


x− κsx−

N∗
i=1

mi
(x− xi)
|x− xi|2

. (6)

The quantities x and y are two-dimensional vectors in the lens
and source plane respectively, xi are the location of the N∗ indi-
vidual lenses with mass mi. Each projected light ray from the lens
plane to the source place is accumulated on a grid: the magnifica-
tionmap. The characteristicmicrolensing scale length in the source
plane is the Einstein radius defined as:

REin =


DosDls

Dol

4G⟨M⟩
c2

(7)

whereDol,Dos, andDls, are the angular diameter distances from ob-
server to lens, observer to source, and lens to source respectively,
⟨M⟩ is the mean mass of point mass microlenses, G is the gravita-
tional constant, and c is the speed of light. A typical range of values
for REin can be obtained from the sample of 87 lensed quasars com-
piled by Mosquera and Kochanek (2011): 5.11 ± 1.88 × 1016 cm.
In this paper, we use the mean from the Mosquera and Kochanek
(2011) sample as a typical value for REin. Therefore, the pixel size
of the high-resolution GERLUMPH maps corresponds to ≈1.28 ×
1014 cm.

The number of light rays that reach a pixel of the source plane
Ni,j at coordinate i, j, compared to the number of rays that would
reach each pixel if no microlensing was occurring, Navg , gives the

local magnification value, µi,j:

µi,j =
Ni,j

Navg
. (8)

In this work, we use two types of maps. A point-source
magnification map (hereafter original map) is represented as an
array of integers where each point is the ray count (Ni,j) at a given
pixel in the map. A magnification map convolved with a quasar
profile (hereafter convolvedmap) is amatrix of floats representing
a magnification factor (µi,j) at a particular pixel. An example of
such maps is shown in Fig. 1.

Convolved maps are slightly smaller than original maps. To
avoid introducing distortion from the periodic nature of the
convolution when applied to our non-periodic maps, a frame is
removed from the map after the convolution process. The width
of each cropped section is half of the quasar profile width, i.e. a
10,0002-pixel original map convolved with a 5002-pixel quasar
profile will become a 95002-pixel map.

2. Lossless data compression experiment

Starting with the idea that data corruption is an undesirable
outcome, we first evaluate lossless compression. We compare
results from popular lossless compression algorithms with lossy
compression. We evaluated four lossless compression software
commonly found on most linux distributions, as well as two other
lossless compression solutions (LZ4 and bitpacking) in order to
evaluate howwell such techniques compress the GERLUMPH data.

2.1. Evaluated softwares

Gzip (version 1.3.12) is part of the family of compression tech-
niques called ‘‘dictionary methods’’, in which a dictionary of sub-
strings is constructed to represent the data. Gzip implements the
Deflate algorithm,3 a combination of the classic LZ77 algorithm (Ziv
and Lempel, 1977) and static Huffman coding (Huffman, 1952). The
main idea behind LZ77 is to reduce the redundancy of the data by
replacing values, or preferably a sequence of values, withmetadata
referencing to a dictionary of recurrent sequences of values seen
previously by the encoder. Encoding sequences of values as blocks
enables the encoder to take advantage of mutual information in
neighboring values. Huffman coding is an entropy coder based on
uniquely decodable, variable length, prefix codes that associates
shorter codes for frequent values and longer codes for rare ones.

bzip2 (version 1.0.5) is a mixture of three techniques (Sa-
lomon, 2007). The first technique is the Burrows–Wheeler trans-
form (Burrows andWheeler, 1994), a reversible transform used as
pre-processing for compression. It sorts blocks of data, simplifying
the structure of input data so as to enable more effective compres-
sion. The second is the move-to-front (Bentley et al., 1986) tech-
nique, a locally adaptative method, adapting to the frequencies of
symbols in local areas of the data. Finally, the last technique is the
Huffman coding described above.

LZMA (version 4.999.9beta) stands for Lempel–Ziv–Markov
chain-Algorithm. It is also a LZ77 variant based on a large search
buffer, a hash function that generates indexes, and 2 search
methods: the fast method, which uses a hash-array of lists of
indexes and the normal method, which uses a hash-array of
decision trees (Salomon, 2007). xz (version 4.999.9beta) is amulti-
functionality software that incorporates the LZMA algorithm. It not
only enables compression of a single file, but also enables archiving

3 http://tools.ietf.org/html/rfc1951.
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Fig. 1. Examples of GERLUMPH magnification maps. Each image is a close-up portion of 10002-pixel, equivalent to 2.5 REin . The upper left map is an original map. Upper
right, lower left and lower right quadrant show the original map convolvedwith 102-pixel, 1002-pixel, and 5002-pixel quasar profiles respectively. The quasar profile widths
correspond to 0.1%, 1% and 5% of the map width.

functionality (many files into one compressed file). We evaluated
this software to compare if the implementation differs from the
standalone LZMA.

LZ4 (version r101) is a recent popular and really fast variant of
LZ77, designed for parallel computing. The design principle behind
this software is simplicity delivered through a simple code that
delivers a fast execution (LZ4, 2011). It generally delivers lower
compression ratios than the previously mentioned techniques, but
is rather meant to have a much smaller runtime, which can be of
interest when one needs to compress a great number of files.

The bitpacking implementation4 was evaluated following a
discussion in Vernardos and Fluke (2014) stating that disk space
could be saved using less than 32 bits to encode integers, as not all
maps require 32-bit to represent the necessary raw information.
Instead of defining our own integer types and therefore dealing
with the computation overhead, we investigated howmuch space
can be saved by ‘‘bit-packing’’ into 32-bit buffers themagnification
maps for which less than 32-bit is required, as described in Lemire
and Boytsov (2014). The software evaluates the number of bits
required to represent all values in a magnification map as a
function of b = ⌈log2(max)⌉, where max is the maximum value in
the file. If b < 32, it packs n × b into ⌈ n×b32 ⌉ 32-bit buffers, where
n is the number of values to encode.

4 We modified the fast C++ implementation of Daniel Lemire (http://pastebin.
com/ugGnk00p) to work with our data. More information can be found at
http://lemire.me/blog/archives/2012/03/06/how-fast-is-bitpacking/.

2.2. Methodology

For each lossless technique mentioned in the previous section,
we obtained the compression ratio (#:1) where

# =
sizeoriginal

sizecompressed
, (9)

and themedian time in seconds (s) of three rounds of compression
and decompression. We selected 306 maps uniformly distributed
over the κ, γ parameter space covered by GERLUMPH-GD1. We
used two different types of maps: original maps and maps
convolved with 3 different quasar profile widths: 10-pixel, 100-
pixel, and 500-pixel corresponding to 0.1%, 1% and 5% of the map
width respectively (Fig. 1). This resulted in 306× 4 = 1224 maps
per compression technique.

The different data types (integer, float) have an effect on
general purpose lossless compression algorithms. By evaluating
compression over parameter space, it enables us to evaluate
variations in compression ratio and runtime relative to map types.

All techniques tested in this section, except bitpacking,
includes flags which can be set to obtain different compression
range. The flags let the user choose between lower to higher
compression ratio. Lower compression ratio is faster at runtime
while higher compression takes longer to run. We tested these
extreme values for all techniques. All lossless experiments were
conducted using Linux (CentOS release 6.6) on SGI C2110G-RP5
nodes containing 2 eight-core SandyBridge processors at 2.2 GHz,
where each processor is 64-bit 95W Intel Xeon E5-2660, with 10
GB of RAM allocated.
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Table 1
List of GERLUMPH parameter space’s mean values: median compression time (ctime) in seconds, median decompression time (dtime) in seconds and compression ratio
(ratio; #:1) for original and convolved maps. A plus (+) means that the technique was executed with the highest compression ratio flag (generally slower), while minus (−)
indicates the lowest compression ratio flag (generally faster). Bit packing is a technique only applicable for original maps (integer values). Bold indicates best results for a
given map type.

bzip2 Gzip LZ4 LZMA xz bitpacking
− + − + − + − + − +

Original map
ctime 44.91 44.27 12.50 507.44 2.53 33.16 53.78 245.78 54.47 247.50 6.39
dtime 15.05 19.46 6.34 5.12 1.67 1.24 16.06 16.53 16.91 17.44 6.12
ratio 3.94 4.28 2.63 2.81 1.39 2.34 3.71 4.08 3.71 4.08 2.00

102-pixel quasar profile
ctime 85.59 86.62 25.86 31.63 1.06 17.96 86.05 127.12 86.84 128.22 –
dtime 37.18 38.79 6.67 6.27 0.99 0.99 37.88 38.26 38.55 39.04 –
ratio 1.11 1.13 1.13 1.14 1.00 1.00 1.40 1.47 1.40 1.47 –

1002-pixel quasar profile
ctime 72.12 74.34 23.03 27.34 1.09 16.98 68.86 106.22 69.30 107.03 –
dtime 33.35 35.59 5.94 5.61 1.05 1.06 26.79 26.82 27.35 27.46 –
ratio 1.11 1.13 1.14 1.15 1.00 1.00 1.60 1.65 1.60 1.65 –

5002-pixel quasar profile
ctime 65.55 67.11 20.43 24.36 0.94 14.56 60.44 97.07 60.88 97.68 –
dtime 29.98 32.09 5.43 5.15 0.91 0.91 23.56 23.69 24.12 24.28 –
ratio 1.12 1.14 1.14 1.15 1.00 1.00 1.76 1.78 1.76 1.78 –

Fig. 2. Box and whiskers plots showing compression ratio statistics for 306 original maps (array of integers) and 306 maps convolved with 102 (small), 1002 (medium) and
5002 (large)-pixel quasar profiles (array of floats), for different lossless compression software. Themedian (red line) is within the box bounded by the first and third quartiles
range (IQR = Q3−Q1). The whiskers are Q1−1.5×IQR and Q3+1.5×IQR. Beyond the whiskers, values are considered outliers and are plotted as crosses. Bitpacking is
only applicable on integer data. Therefore, there is no result relative to this technique for the convolved maps. For all other techniques, a plus (+) means that the technique
was executed with the highest compression ratio flag (generally slower), while minus (−) used the lowest compression ratio flag (generally faster).

2.3. Results

Table 1 shows the mean results for median compression time
(ctime), decompression time (dtime), and compression ratio (ratio)
for each map type (original and convolved maps) we used from
GERLUMPH. The global compression ratio results are plotted in
Fig. 2.

A first observation we can make is that all techniques perform
better on arrays of integers than on arrays of floats. We also see
that aswe convolvewith the larger quasar profile, the compression

ratio for the convolved maps (array of floats) increases but is
generallymuch lower than for the originalmaps (array of integers).
Overall the compression and decompression times decrease as the
size of the quasar profile is increased.

From the table and figures, we can draw several conclusions
about the lossless compression software we evaluated. First
of all, LZMA and xz provide the best compression ratio on
average for convolved maps (floats), and bzip2 delivered the best
compression ratio on average for original maps (integers). These
three techniques are slow relative to the other techniques tested.
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xz is slightly slower than LZMA. LZ4 and bitpacking deliver
lower compression ratio than their evaluated rivals, but are much
faster than their tested counterparts. There is a tradeoff between
speed and compression ratio; however, this gap is much smaller
for bzip2.

All of these compression techniques were faster at decom-
pression than at compression, which is important for archiving
purposes as one only needs to compress once, but may need to
decompress many times. An important point to note is that LZ4
only compressed the integers files (where the mean compression
ratio for convolved maps is 1:1). Therefore, even if it was techni-
cally the fastest technique, it was practically useless for convolved
maps.

Such lossless results would not enable the storage of all the ex-
pected data of the convolution phase of GERLUMPH. As discussed
in Section 1.4, the expected amount of generated data in the convo-
lution phase is about 2.7 PB. Given the results for convolved maps,
such lossless compression would only compression to the order of
the petabyte, still exceeding the current available storage space for
GERLUMPH of≈50 TB on gSTAR.

3. Lossy data compression experiment

The lossy JPEG2000 standard has been evaluated in considera-
tion of its potential as a future astronomy standard. As an exten-
sion of the work of Kitaeff et al. (2012), Peters and Kitaeff (2014),
and Kitaeff et al. (2015), we evaluate the lossy JPEG2000 format for
original and convolved magnification maps.

3.1. Evaluated software

KERLUMPH,5 the GERLUMPH extension of the Kakadu Software
Development Kit (KDU, version 7.4),6 has been developed to take
advantage of the image-like maps of GERLUMPH. It converts a
binary file into a compressedjp2 file (Adams, 2002). An interesting
feature of the jp2 format is the availability of inner customizable
metadata about the map. KERLUMPH enables lossy compression
for both integer and real type of values, and to go back from
.jp2 to .bin in order to enable work with raw-like data. A low
level description of the standards is beyond the scope of this
paper, instead we refer the reader to Taubman (2005) and Li
(2003) for explanations on the JPEG2000 standard and its related
mathematics.

A KERLUMPH user needs to supply the input file, the output file
name (jp2 file), the dimensions of the inputmap, and the data type
(32-bit integer or 32-bit float). It is also possible to supply other
JPEG2000 parameters such as those tested in this paper (Qstep and
Clevels) in order to overwrite the default parameter value. The
application then evaluates the range of the input data, converts
the data to floats (required for integers values), and scales it to the
[−0.5, 0.5] range required for the lossy JPEG2000 compression. The
original range and the data type are saved into the jp2 file header.
Decompression inverts the compression process and returns a
binary file with the original data type and range.

3.2. Methodology

The JPEG2000 parameter space can be overwhelming if every
combination of compression parameters was to be tested. Table 2
shows the list of parameters taken from the core processing
system, Part 1 of the JPEG2000 standard (ISO/IEC 15444-1:2000,
2000).

5 Available at http://supercomputing.swin.edu.au/projects/kerlumph/.
6 http://kakadusoftware.com.

Table 2
Parameters in Part 1 of the JPEG2000 Standard, ordered as encountered
in the encoder. The two parameters we investigated are highlighted.

Parameter

1 Reconstructed image bit depth
2 Tile size
3 Color space
4 Reversible or irreversible transform
5 Number of wavelet transform levels
6 Precinct size
7 Code-block size
8 Coefficient quantization step size
9 Perceptual weights

10 Block coding parameters:
(a) Magnitude refinement coding method
(b) MQ code termination method

11 Progression order
12 Number of quality layers
13 Region of interest coding method

Table 3
JPEG2000 parameter space explored for each GERLUMPH map.

Parameter Default Start End Step

Qstep 1/256 10−7 ≈2 ×
4√2

Clevels 5 5 32 +27

Given the κ, γ parameter space of GERLUMPH that we are
covering, testing all possible parameters and combinations of
compression parameters would be extremely time consuming.
Instead, as we are working with data that approximates gray scale
still-image maps, we selected 2 parameters dictated by part 1 of
the JPEG2000 standard (highlighted in Table 2). These parameters
are:

1. The coefficient quantization step size (Qstep), which discretizes
the wavelet coefficient values. It enables a trade-off between
compressed image quality and encoding efficiency (Clark,
2008).

2. The number of levels (Clevels) in the Discrete Wavelet Trans-
form tree, which influences the wavelet domain before quanti-
zation and encoding. Increasing the number of DWT levels let
examine the lower frequencies at increasingly finer resolution,
packing more energy into fewer wavelet coefficients and lead-
ing to the expectation that compression performance improves
as the number of levels increases (Clark, 2008).

Peters and Kitaeff (2014) showed that the code block size
and precincts size had no effect on both compression and
soundness of the spectral cube data. Therefore, we have bypassed
these parameters for this evaluation. Another difference in our
approach is that we have not used Clevels by itself with all
other parameters set to default as in Peters and Kitaeff (2014).
Instead, we have combined Qstepwith Clevels, with the hypothesis
that compression performance would improve as the wavelet
decomposition levels increase for a similar quantization step size.
The explored parameter space is displayed in Table 3.

One can observe that our choices for the Qstep parameter vary
from those used in Peters and Kitaeff (2014), which started at 10−6
and ended at 0.01. As our maps showed different order of details
depending on the type (original or convolved), and depending on
the quasar profile size used in the convolution phase, we used
a broader range to let us find optimal values for our different
map type. Our search for optimal compression is depicted in
Algorithm 1.

All lossy experiments were conducted using Linux (CentOS
release 6.6) on SGI C2110G-RP5 nodes containing 2 eight-core
SandyBridge processors at 2.2 GHz, where each processor is 64-bit
95W Intel Xeon E5-2660, with 4 GB of RAM allocated.
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Fig. 3. The single-epoch imaging technique uses the MPD (right), a histogram of the count of each magnitude value in a magnification map (left) normalized by the total
number of pixels. The map in this Figure is taken at κ = 0.52, γ = 0.36.
Source: gerlumph.swin.edu.au.

Algorithm 1: Find optima for a given map
Data:Map, Qsteps (sorted array based on Table 3)
Result: Optimal results for Clevels ∈ {5, 32}
begin

foreach Clevels ∈ {5, 32} do
Initialize ratiobest , rmsebest , qstepbest , previousm
l←− 0, r ←− |Qsteps| − 1
while l ≤ r do

m←− ⌊ l+r2 ⌋
ratio, rmse←− CompressAndCompare(map,
Qsteps[m], Clevels)
if previousm ≠ m then

if rmse ≤ 0.01 then
ratiobest ←− ratio
rmsebest ←− rmse
qstepbest ←− Qsteps[m]
if m > l then

r ←− m− 1

else
l←− m+ 1

previousm ←− m
else

break

Save(ratiobest , rmsebest , qstepbest , Clevels)

3.2.1. Criteria for evaluating lossy compression
Since we used JPEG2000 as a lossy compression technique, we

have to evaluate its effect on future analysis. The microlensing
community uses two main analysis techniques: the single-epoch
imaging technique (Bate et al., 2008; Floyd et al., 2009) and the
light curve technique (Kochanek, 2004).

The single-epoch imaging technique uses the Magnification
Probability Distribution (MPD) of the map. The MPD is a binned,
normalized histogram of the count of each magnitude value, mag ,
in a map (Fig. 3):

mag = log10
µi,j

µth
, (10)

with the local magnification valueµi,j (Eq. (8)) for pixel i, j, and the
theoretical magnification µth for the macromodel:

µth =
1

(1− κ)2 − γ 2
. (11)

The light curve technique consists of extracting many light
curves from themagnificationmap. A light curve is defined as a one
dimensional array of neighboring pixels. The value of each pixel
of the light curve corresponds to the relative magnitude ∆mag ,
where

∆mag = 2.5 log10
µi,j

µth
(12)

for a given pixel at position i, j in the magnification map. For
each light curve extracted, the minimum, maximum, mean, and
standard deviation of relative magnitude are calculated. In this
work, we extracted light curves of 1REin in length and sampling
length of 0.0025REin. Using the values for REin and effective source
velocity from Kochanek and Schechter (2004) for Q2237 + 0305,
such light curvewould be≈15years long, sampled every≈13days.

To evaluate the effect of compression, we have evaluated
the root-mean-square-error (RMSE) to quantify the difference
between the map before and after compression. The RMSE is
defined as :

RMSE =

 1
nm

n
i=1

m
j=1

(Oi,j − Ci,j)2, (13)

where n is the length of themap in pixel,m is the width of themap
in pixel, Oi,j is the relative magnitude value (Eq. (12)) of pixel at
position i, j in the original map and Ci,j is the relative magnitude
value at pixel i, j in the compressed distribution.

To minimize the effect of compression on the analysis
techniques described above, we have set a threshold on RMSE in
order to obtain a near-lossless compression. As a guideline for
RMSE, Poindexter et al. (2007) report a precision of 0.01,while Bate
et al. (2008) report a precision in magnitude of 0.1. In this work,
we consider an optimal near-lossless compression ratio such that
RMSE ≤ 0.01.

3.3. Results

Table 4 compares theminimum,maximum,mean and standard
deviation in compression ratios obtained at RMSE ≤ 0.01 using
Clevel ∈ {5, 32} for the different map types (original and con-
volved). We also show the individual compression ratios against
the GERLUMPH κ, γ parameter space as obtained using Clevel ∈
{5, 32} in Figs. 4 and 5 respectively.

Only one of the original maps did not deliver a RMSE ≤ 0.01
in the range of Qstep evaluated (white square in the Figures at
κ = 0.05, γ = 1.0). We did not broaden our search range as
the lowest compression obtained within the range was smaller
(≈3 : 1) than the best lossless compression presented in Section 2.
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Table 4
Comparison of compression ratio (#:1) obtained using Clevels ∈ {5, 32}, where RMSE ≤ 0.01, for all different GERLUMPHmap types. Table shows the minimum, maximum,
mean and standard deviation of all 306 maps per map type.

Clevels Minimum Maximum Mean Standard deviation
5 32 5 32 5 32 5 32

Original map 5.14 5.14 10.00 10.01 7.70 7.70 0.72 0.72
102-pixel quasar profile 48.55 48.88 8,429.24 30,121.51 420.30 732.24 947.65 3,017.25
1002-pixel quasar profile 1870.86 2,529.88 26,822.66 167,252.56 4,625.85 12,795.24 2,251.80 20,281.67
5002-pixel quasar profile 5,185.66 37,258.75 29,931.18 325,812.27 7,165.02 76,452.76 2,544.40 42,885.24

Fig. 4. Highest compression ratios obtained for RMSE ≤ 0.01 using Qstep and Clevel = 5, plotted against the GERLUMPH parameter space (the shear γ and the convergence
κ). Each square represents a single magnification map. Quadrants show the original maps (upper left), and the maps convolved with a 102-pixel (upper right), 1002-pixel
(lower left), and 5002-pixel (lower right) quasar profile.

In Figs. 6 and 7, we show the results of extracting two dis-
tinct light curves from an original map and a map convolved with
a 1002-pixel quasar profile. Each light curve is depicted using a
different color. The figures show a close up of 20002-pixel region
for both the map before (lower left panel) and after compression
(lower right panel). We extracted light curves at the same coordi-
nate in both maps and evaluated the residual pixel by pixel. The
residual of each light curves is shown in the top panel of each fig-
ure. As expected from using the RMSE as a threshold for the whole
map, most subsampled pixels in the residuals are≤0.01.

Similarly, we plot theMPD for the samemaps in Fig. 8. TheMPD
of the originalmap stayed intactwhile showing limited differences
for themap convolvedwith a 1002-pixel quasar profile. Most of the
differences are found in demagnification, which would not have
much consequences on analysis as an image that is demagnified
would not likely be noticed anyway.

An appealing feature of building KERLUMPH from the KDU is the
speed delivered through its multi-threaded processing ability. The
median compression time (s) and median decompression time (s)
of three runs of compression are shown in Fig. 9. All compression

and decompression was executed in under 10 s per map, while
having median and mean time under 3 s (Table 5) on gSTAR.

4. Discussion

As opposed to the lossless compression results which showed
low compression ratios (<3:1 with a mean of 1.78:1 with LZMA
for the maps convolved with the largest quasar profile), the
near-lossless compression results suggest that a high level of
compression (up to 325,812:1, with mean of 76,452:1) can be
applied to the convolvedmagnificationmapswithminimal impact
on their future scientific use. Convolvingmapswith a quasar profile
eliminates lots of fine details in the map—the larger the quasar
profile, the more fine details are eliminated (Fig. 1). As mentioned
in Section 3.2, increasing the Clevels parameter lets JPEG2000
decompose the lower frequencies in the map at increasingly finer
resolution. Convolvedmaps showed to be good candidates for such
a technique.

On the other hand, even if the near-lossless compression offered
higher compression ratios than the lossless compression softwares
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Fig. 5. Highest compression ratios obtained for RMSE ≤ 0.01 usingQstep and Clevel = 32, plotted against the GERLUMPHparameter space (the shear γ and the convergence
κ). Each square represents a single magnification map. Quadrants show the original maps (upper left), and the maps convolved with a 102-pixel (upper right), 1002-pixel
(lower left), and 5002-pixel (lower right) quasar profile.

Fig. 6. Residual of two light curves of 1 Rein in length, extracted from an original map taken at κ = 0.25, γ = 0.5. Top panel shows the residual of two light curves (blue and
red) extracted before and after compression. The same light curves are extracted from the map before (bottom left) and after (bottom right) compression (8:1) in order to
evaluate the residual, at the locations depicted by the red and blue lines. The two maps in the bottom panel are 20002-pixel close ups. (For interpretation of the references
to color in this figure legend, the reader is referred to the web version of this article.)
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Fig. 7. Residual of two light curves of 1 Rein in length, extracted from a map convolved with a 1002-pixel quasar profile (κ = 0.95, γ = 0.0). Top panel shows the two
residual light curves (blue and red). The same light curves are extracted from the map before (bottom left) and after (bottom right) compression (17,271:1) in order to
evaluate the residual, at the locations depicted by the red and blue lines. The two maps in the bottom panel are 20002-pixel close ups. (For interpretation of the references
to color in this figure legend, the reader is referred to the web version of this article.)

Fig. 8. Residual of two MPDs from an original map (left, κ = 0.25, γ = 0.5) and a map convolved with a 1002-pixel quasar profile (right, κ = 0.95, γ = 0.0). These are
the same maps used in Figs. 6 and 7 respectively. Top panels show the two overlapping MPDs evaluated before and after compression (8:1 and 17,271:1 respectively) and
bottom panels show the residual.

Table 5
List of GERLUMPH parameter space’s mean andmedian time:median compression time (ctime) in seconds, median decompression time (dtime) in seconds and compression
ratio (ratio; #:1) for original maps and maps convolved with small, medium and large quasar profiles.

Original Small Medium Large
ctime dtime ctime dtime ctime dtime ctime dtime

Distribution median 2.58 2.57 1.94 1.93 1.78 1.75 1.56 1.56
Distribution mean 2.88 2.85 2.21 2.23 2.14 2.18 1.85 1.89

we investigated (4.28:1 on average with bzip2), the compression
ratio is still low (at most 10:1, with mean ratio of 7.70:1). If
compression ratio is the most important issue, one should note
that these results are higher than their lossless counterparts with
limited error introduction.

As the original maps are the seeds for all the convolved maps,
it is debatable that lossy compression should be applied to it,
especially with the gain in compression ratio it provides. However,

if it is indeed the path that is chosen, one can assume that minimal
error will be introduced. Using the mean compression ratios, the
lossless compression of original maps using bzip2 would shrink
the storage requirement from≈27 TB to≈6.3 TB,while using near-
lossless compression using JPEG2000 would shrink it to≈3.5 TB.

Given that we estimate the total amount of raw storage
space required for the convolved maps to be two order of
magnitude larger than the one of the original maps (≈2.7 PB),
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Fig. 9. Median compression time (left) and median decompression time (right) of three runs of compression obtained for optimal results shown in Fig. 5. Maps convolved
with 102 , 1002 and 5002 pixels quasar profile (array of floats) are marked with labels small, medium and large respectively, and original maps (array of integers) are labeled
original.

the difference in compression ratio from lossless and near-lossless
are very noticeable. If we do a rough estimate by using the mean
compression ratio of all quasar profiles offered by LZMA (≈1.6:1),
it would only shrink the storage requirement to ≈1.7 PB. Such
compression ratio would not enable us to store all of the expected
data from the next phase of GERLUMPH. However, if we do the
same evaluation for the near-lossless compression mean ratio
(≈29,993.4:1), we would use only≈90 GB for all convolved maps.
Such storage space is already available within our resources. Also,
as the compressed files are much smaller in size than the original,
its transmission requires less time and therefore saves bandwidth
usage.

Our case study results suggest that JPEG2000 could be suitable
for other numerical datasets. In particular, well suited candidate
are likely to be data structure such as gridded data or volumetric
data. When approaching lossy data compression, one should keep
in mind the intended purposes of the data to be compressed, and
evaluate the effect of the loss on future analysis. In our case study,
results suggest that such compression will still enable us to do our
science.

5. Conclusion

We investigated a question relative to the petascale astronomy
era: can data compression allow us to store large numerical
simulation datasets? We used the GERLUMPH dataset comprising
≈27 TB of microlensing magnification maps as a case study. In the
next phase of processing, each of the 70,000 GERLUMPHmaps will
be convolved with O(100) different quasar profiles. The dataset is
expected to grow to≈2.7PB,waybeyond the current storage space
capacity of the project.

We presented a comparative data compression study between
several all-purpose (and one data-type specific) lossless compres-
sion software. We showed that such compression software de-
livered in best case a mean compression ratios of 4.28:1 for the
original maps, and 1.47:1, 1.65:1 and 1.78:1 for maps convolved
with 102-pixel, 1002-pixel and 5002-pixel quasar profiles respec-
tively. Such ratios do not provide a significant reduction in the re-
quired storage size.

We also presented a follow-up study to that of Peters andKitaeff
(2014) and Kitaeff et al. (2015) who investigated the JPEG2000
standard as a future astronomy data format standard. To do
so, we evaluated its suitability for data generated in numerical
simulation using near-lossless compression. We compared results
of the two main techniques of quasar microlensing, the single-
epoch imaging technique and the light curve technique, pre and
post compression. We showed that JPEG2000 can deliver higher

compression ratios (mean ratio of 7.7:1) for original maps than
its lossless counterparts while keeping a low level of introduced
errors. We also showed that for convolved maps, the compression
ratios are much higher than in our lossless experiment (up to
325,812:1).

This study shows that JPEG2000 can be suitable for our case of
simulated astronomical data. Such high compression ratios would
enable us to comfortably compress 2.7 PB to less than a TBwithout
corrupting the future science cases for which these data are meant
for.
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6
Enabling near real-time remote search for fast

transient events with lossy data compression

In this chapter, we present an evaluation of lossy data compression and its ability to accel-

erate data transfer in time-critical observation campaigns. In particular, we present timing

results obtained as part of the DWF initiative — which aims to detect and identify, in near

real-time, fast transient events on millisecond-to-hours timescales at multiple wavelengths

using ∼20 telescopes. The near-realtime nature of the DWF campaign is constraining: it

has to deal with large data volume and high data velocity.

This constraint imposes computational requirements that exceed the processing capac-

ity available at the observatory in Chile, where the optical component of the campaign

takes place. Therefore, data need to be constantly transmitted to a foreign supercomputer

located in Australia for post-processing, source finding, visualization and analysis. To re-

duce the stress imposed by the transmission of large amount of raw data, we evaluate the

integration of lossy data compression as part of the science pipeline.

In this chapter, we present an evaluation of the impact of using lossy JPEG2000 on

the Deeper Wider Faster pipeline. We also present an experiment evaluating the impact

of lossy JPEG2000 on the process of finding transient sources. We find that utilising lossy

compression can enable teams to proceed with rapid transient science that would otherwise

be deemed difficult. These results validate the integration of lossy data compression to

accelerate remote and time-critical scientific pipeline.

This Chapter comprises content published in the paper “Enabling near real-time re-

mote search for fast transient events with lossy data compression” by D. Vohl, T. Pritchard,

I. Andreoni, J. Cooke, and B. Meade, in Publications of the Astronomical Society of Aus-

tralia, 2017, DOI: 10.1017/pasa.2017.34, reproduced by permission of Oxford University

Press.
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Abstract

We present a systematic evaluation of JPEG2000 (ISO/IEC 15444) as a transport data format to enable rapid remote
searches for fast transient events as part of the Deeper Wider Faster programme. Deeper Wider Faster programme uses
∼20 telescopes from radio to gamma rays to perform simultaneous and rapid-response follow-up searches for fast transient
events on millisecond-to-hours timescales. Deeper Wider Faster programme search demands have a set of constraints that
is becoming common amongst large collaborations. Here, we focus on the rapid optical data component of Deeper Wider
Faster programme led by theDark EnergyCamera at Cerro Tololo Inter-AmericanObservatory. EachDark EnergyCamera
image has 70 total coupled-charged devices saved as a ∼1.2 gigabyte FITS file. Near real-time data processing and fast
transient candidate identifications—in minutes for rapid follow-up triggers on other telescopes—requires computational
power exceeding what is currently available on-site at Cerro Tololo Inter-American Observatory. In this context, data
files need to be transmitted rapidly to a foreign location for supercomputing post-processing, source finding, visualisation
and analysis. This step in the search process poses a major bottleneck, and reducing the data size helps accommodate
faster data transmission. To maximise our gain in transfer time and still achieve our science goals, we opt for lossy data
compression—keeping in mind that raw data is archived and can be evaluated at a later time. We evaluate how lossy
JPEG2000 compression affects the process of finding transients, and find only a negligible effect for compression ratios
up to ∼25:1. We also find a linear relation between compression ratio and the mean estimated data transmission speed-up
factor. Adding highly customised compression and decompression steps to the science pipeline considerably reduces
the transmission time—validating its introduction to the Deeper Wider Faster programme science pipeline and enabling
science that was otherwise too difficult with current technology.

Keywords techniques: image processing – surveys

1 INTRODUCTION

Data compression, issued from the field of information theory
(Shannon 1948), is the practice of transforming a data file into
a more compact representation of itself. Data compression
increases the amount of data that can be stored on disk (or
other storage medium), and helps reduce the time required
to transmit data over a noisy network. It has been used to
minimise the volume of astronomical data since the 1970s,
and has continued to be developed and used ever since (e.g.
Labrum, McLean, & Wild 1975; White & Percival 1994;
Pence et al. 2000; Pence, Seaman, & White 2011; Tomasi
2016). Two main categories of compression exist: lossless

and lossy compression. Lossless compression yields smaller
compression ratios than lossy compression, but permits one
to retrieve the exact original data after decompression. Lossy
compression results in an approximation of the original data,
requiring one to assess the decompressed data, but can still
enable sound scientific analysis.
In recent years, ‘Big Data’ issues have become more

prominent for large astronomical projects. The main char-
acteristics of ‘Big Data’ are often described as volume, ve-
locity, and variety (Wu & Chin 2014). The volume refers to
the amount of information that systems must ingest, process,
and disseminate. The velocity refers to the speed at which in-
formation grows or disappears. Finally, the variety refers to

1
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the diversity of data sources and formats.While the variety of
formats is generally represented by a limited set of options
for a given sub-field [e.g. FITS (Wells, Greisen, & Harten
1981), HDF5 (Folk et al. 2011)], the volume and velocity
have a direct impact in modern astronomy.
Recently, a large collaboration of astronomers has been

taking part in the Deeper Wider Faster (DWF) initia-
tive (Cooke et al., in preparation)—a remote and time-
critical observation programme. DWF is a coordinatedmulti-
wavelength observing effort, that includes � 20 facilities
located worldwide and in space, which aims to identify, in
near real-time, fast transient events on millisecond-to-hours
timescales. Such events include Fast Radio Bursts (FRBs,
Lorimer et al. 2007), Gamma-ray bursts (GRBs, Klebesadel,
Strong, & Olson 1973), kilonovæ (Li & Paczyński 1998),
and ultra-luminous X-Ray sources (Miller, Fabian, & Miller
2004).
To cover a wide range of wavelengths, DWF uses a vari-

ety of instruments including the Dark Energy Camera (DE-
Cam; Diehl & Dark Energy Surve 2012; Flaugher et al.
2012, 2015) installed at the Cerro Tololo Inter-American
Observatory (CTIO), the Molonglo Observatory Synthesis
Telescope (MOST), the NASA SWIFT Space Telescope,
the Parkes observatory, the Antarctica Schmidt telescopes
(AST3), the Gemini Observatory, Southern African Large
Telescope (SALT), the Anglo-Australian Telescope (AAT),
the SkyMapper telescope, the Zadko Telescope, the Rapid
Eye Mount telescope (REM), and the Laser Interferome-
ter Gravitational-Wave Observatories (LIGO). In the present
paper, we focus our attention on DECam and its data
products.
Data generated with DECam are of imposing size. DE-

Cam is composed of a mosaic of 70 coupled-charged devices
(CCDs; Figure 1), including 62 science CCDs and 8 guide
CCDs. Each science CCD is of dimension 4146× 2160 pix-
els, while each guide CCD contains 2098 × 2160 pixels. A
mosaic image is saved as a FITS file, where each pixel of
an image is stored as a 32-bit integer (BITPIX). This result
is a data file requiring ∼1.2 gigabyte (GB) of storage space
(pre-processing).
During a DWF observation campaign (hereafter run), data

files are acquired every 40 s from a continuous stream of 20-
s exposures, each followed by a 20-s readout time provided
by the DECam electronics. This observing cadence, and the
high sensitivity of DECam, enables the DWF campaign to
search for fast transients, while maintaining survey depth and
time on sky. Each field is observed simultaneously for 1 to
2 h per night by several observatories, as a result of field
constraints imposed by the coincident visibility of DECam
in Chile and Parkes and Molonglo in Australia. As a result,
around 100 to 200 DECam optical images are acquired per
field per night during a run (and three to seven fields per
night).
To search for transient candidates in near real-time requires

computational power that exceeds what is currently available
on-site at CTIO. In this context, data files constantly need

Science CCD
4146x2160 px

Guide CCD
2098x2160 px

Figure 1. Example of a raw and uncalibrated mosaic image, as captured by
the 62 science CCDs and 8 guides CCDs of DECam. Each science CCD is
of dimension 4146 × 2160 pixels, while each guide CCD contains 2098 ×
2160 pixels. Each pixel is encoded as a 32-bit integer, resulting to ∼1.2 GB
of storage space for the whole mosaic. Each CCD has two amplifiers, pro-
viding the ability to read the pixel arrays using either or both amplifiers. The
uncalibrated image displays a split darker and lighter sides for each CCD,
corresponding to the regions covered by each amplifier. The mosaic was vi-
sualised with SAOImage DS9 (Smithsonian Astrophysical Observat 2000)
using the heat colour map. The blue masks and dashed lines highlight the
size of a science and guide CCD, respectively.

to be transmitted to a suitable location for post-processing,
source finding, visualisation, and analysis (Meade et al. 2017,
Andreoni et al. 2017). The Green II supercomputer1 at Swin-
burne University of Technology in Australia provides the
computational power necessary for the main DWF goals.
However, transmission of large amount of raw data from
CTIO to Australia, where our group is located, represents
a major bottleneck. To accelerate this process, we integrate
data compression as part of the science pipeline. To max-
imise our gain in transmission time, we choose to use lossy
compression—keeping in mind that raw data is archived and
can be evaluated at a later time.

1.1. JPEG2000 and lossy data compression

Several lossy compression techniques have been proposed for
astronomical images over the years. These include compres-
sion techniques based on Rice compression (Pence, White,
& Seaman 2010), low-rank matrix decomposition for movie
data (Morii et al. 2017), discrete cosine transform (Brueckner
et al. 1995; Belmon 1998; Vohl 2013), and discrete wavelet
transform (Belmon et al. 2002).
In this work, we consider the JPEG2000 (ISO/IEC 15444)

standards (part 1; ISO/IEC 15444-1:2000 2000) which offer
lossy compression for both integer and real data. JPEG2000

1 http://supercomputing.swin.edu.au
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Figure 2. JPEG2000 compression is applied as a stream of processing steps based on the discrete wavelet transform, scalar quantisation, context modelling,
entropy coding, and post-compression rate allocation [adapted from Kitaeff et al. (2015)].

compression is applied as a stream of processing steps that
includes pre-processing (tiling, level offset), wavelet trans-
form2, quantisation, entropy coding [via adaptive arithmetic
coding (Rissanen & Langdon 1979)], rate control, and data
ordering (Figure 2). A low-level description of the stan-
dards, its algorithms, and their related mathematics is be-
yond the scope of this paper. Instead, we refer the reader to
the JPEG2000 specification documentation and other related
papers (e.g. ISO/IEC 15444-1:2000 2000; Rabbani & Joshi
2002; Li 2003). To evaluate the amount of storage space saved
by compression, we use the concept of compression ratio.We
define the compression ratio (#:1) as

# = sizeo
sizec

, (1)

where sizeo is size of the original file and sizec the size of the
compressed file.
Recent investigations of lossy JPEG2000 compression for

astronomical images (Peters & Kitaeff 2014; Kitaeff et al.
2015; Vohl, Fluke, & Vernardos 2015) show that it can lend
high factors of compression while preserving scientifically
important information in the data. For example, Peters & Ki-
taeff (2014) compressed synthetic radio astronomy data at
several levels of compression, and evaluated how the loss
affects the process of source finding. In this case, it was
shown that the strongest sources (2 000 mJy km s−1 and
higher) could still be retrieved at extremely high compres-
sion ratio, where the compressed file would be more than
15 000 times smaller than the original file. When using a
high quantisation step (compression ratio of about 90:1), low
integrated flux sources (less than 800 mJy km s−1) were still
identified.
To date however, no study has investigated the effect of

lossy JPEG2000 on the process of transient finding, and no
study has been conducted to evaluate its potential to acceler-
ate data transmission in time-critical observation scenarios.

2 Lossy JPEG2000 implements the irreversible CDF-9/7 wavelet transform
(Cohen, Daubechies, & Feauveau 1992).

In this paper, we report on the evaluation of lossy JPEG2000
as part of DWF.
The remaining of the paper is structured as follows.

Section 2 presents a brief overview of the DWF science
pipeline along with information about previous observation
runs. Section 3 describes the compression software used for
the experiments, and the rationale behind its custom design.
Section 4 investigates the effect of lossy JPEG2000 on the
DWF science pipeline. In particular, Section 4.1 presents
the methodology and experimental results, evaluating the
effect of compression on finding transient through the
DWF science pipeline. Section 4.2 presents compression,
decompression, and transmission timing results obtained
during DWF observation runs. Finally, Section 5 discusses
the results and their implications, while Section 6 concludes
and presents future work.

2 BRIEF OVERVIEW OF THE DWF SCIENCE
PIPELINE

To date, DWF has seen a total of five observation runs, two
pilot runs, and three operational runs—refining the overall
practices each time. The two pilot runs occurred during 2015
January andFebruary, respectively (pilot-1 and2). Since then,
three operational runs occurred from 2015 December 17–22
UT (O1), 2016 July 26 to 2016 August 7 UT (O2), and 2017
February 2–7UT (O3). The grand lines of the science pipeline
are as follows. For detailed descriptions of the many DWF
components, we refer the reader to Meade et al. (2017), An-
dreoni et al. (under review), and Cooke et al. (in preparation).
During the operational time of typical DWF run, follow-

ing three main steps are continuously being repeated for the
optical data gathered by DECam:

1. Data collection and transfer

a. Images are acquired with DECam and saved as FITS
files.
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4 Vohl et al.

b. Each image is compressed to JPEG2000 and pack-
aged to TAR.

c. Each TAR is transferred to the Green II supercom-
puter.

d. Each TAR is unpacked, and each resulting image is
decompressed.

2. Initial processing

a. Individual CCD images are calibrated using parts of
the PhotPipe pipeline (Rest et al. 2005).

b. Image coaddition, alignment, and subtraction is per-
formed using the Mary pipeline (Andreoni et al.
2017).

c. Mary generates a catalogue of possible transients,
alongwith other data products (e.g. region files, small
‘postage stamp’ images, light curves, etc.).

3. Visual inspection

a. Visual analytics of potential candidates is performed
by a group of experts and trained amateurs using an
advancedvisualisation facility (seeMeade et al. 2017)
and an online platform (database and other visualisa-
tion tools)3.

b. Provided that an interesting candidate is identified
with sufficient confidence, a trigger is sent to the other
telescopes for follow-up.

We note that steps 1b and 1c are executed in parallel, typi-
cally for about four files at a time on the observer’s computer
at CTIO. Similarly, the step 1D, and the initial processing
steps are executed in parallel for as many CCDs as possible
on reserved computing nodes of the SwinSTAR4 component
of the Green II supercomputer.

3 SOFTWARE DESIGN RATIONALE

In the time-critical scenario of DWF, a gain in transmission
time offered by data compression is only interesting if com-
pression and decompression can be achieved quickly. To this
end, Vohl et al. (2015) demonstrated that KERLUMPH5—a
multi-threaded implementation of the JPEG2000 standard—
can compress and decompress large files quickly.
For a sample of 1 224 files, KERLUMPH achieved both

compression and decompression of a 400 megabyte (MB)
binary file in less than 10 s, withmedian andmean time under
3 s using the Green II supercomputer. The tests on Green II
were performed using Linux (CentOS release 6.6) running on
SGI C2110G-RP5 nodes—one node at a time—containing
two eight-core SandyBridge processors at 2.2 GHz, where
each processor is 64-bit 95W Intel Xeon E5-2660.

3 The online tools include candidates list (ranked by priority), light curves,
series of candidates ‘cut-off’ images for visual inspection. The database and
visual analytics tools are under the development of Sarah Hegarty (Swin-
burne University of Technology), Chuck Horst (San Diego State Univer-
sity), and collaborators.

4 http://supercomputing.swin.edu.au/about-green-ii/
5 http://supercomputing.swin.edu.au/projects/kerlumph/
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Figure 3. Compression procedure schematic diagram. The multi-extension
FITS file from DECam is lossily compressed into multiple JPEG2000 (one
per extension), and then grouped together into a TAR file ready for trans-
mission. Note that the primary header is merged with the extension header.

We modified KERLUMPH to specifically compress the
FITS files fromDECam into JPEG2000. In addition of allow-
ing the compression of FITS files, we customised the com-
pression pathway tomodify the input file in a number of ways
(Figure 3). At compression, the multi-extension FITS file of
DECam is lossily compressed into multiple JPEG2000 files
(one per extension)—merging its specific extension header
with the primary header. The rationale behind this decision
is to simplify parallel processing in the next steps of the
pipeline.
To avoid having to send ∼60 individual files over the in-

ternet, we group them together into a single TAR file6 be-
fore transmission. To save extra space, we do not include
information relative to guide CCDs. Moreover, at the time
of observation, two CCDs (at position S2 and N30) were not
working and the amplifier of another CCD (S26) had a de-
fect leading to difficult calibration. The cumulated raw data
of these CCDs represents ∼100 MB that would need to be
compressed and transmitted, to be eventually left out of the
analysis.We therefore decided to discard these extensions for
the near real-time analysis.
At decompression (Figure 4), the software recreates the

FITS file using the cfitsio library—as several of the subse-
quent processing steps, many using standard ‘off-the-shelf’
available tools, do not yet support JPEG2000. The recreation
of the FITS file enables us to proceed with the pre-processing
required by PhotPipe. During this phase, we add andmod-
ify specific keywords in the header, avoiding the slow proce-
dure of updating the FITS header further down in the pipeline
(see Appendix A for more details).
Similar to the original version of KERLUMPH, themodified

version allows setting andmodifying JPEG2000 compression
parameters (Part 1, shown in Table 1). This capability in-
cludes the coefficient quantisation step size (Qstep)—which
is used to discretise the wavelet coefficient values—and the
number of wavelet transform levels (Clevels) used to influ-
ence the wavelet domain before quantisation and encoding

6 TAR is an archive format that collects any number of files, directories, and
other file system objects into a single stream of bytes. See https://www.
gnu.org/software/tar/ for more details.
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Enabling Remote Search for Fast Transient Events 5

Table 1. Parameters in Part 1 of the JPEG2000 Stan-
dard, ordered as encountered in the encoder. The only
parameter for which the default value is modified during
an observation run is highlighted.

Parameter

1. Reconstructed image bit depth
2. Tile size
3. Colour space
4. Reversible or irreversible transform
5. Number of wavelet transform levels
6. Precinct size
7. Code-block size
8. Coefficient quantisation step size
9. Perceptual weights

10. Block coding parameters:
(a) Magnitude refinement coding method
(b) MQ code termination method

11. Progression order
12. Number of quality layers
13. Region of interest coding method

Header Box

Data

Header Box

Data

File 1
File 2
File 3 

Primary Header

Data

Primary Header

Data

Figure 4. Decompression procedure schematic diagram. The TAR file is
expanded to recover all JPEG2000 files; each of them is then decompressed
into a single extension FITS file. Each FITS file corresponds to a given
extension of the original file, where the primary header contains the merged
information of the original primary header and the current extension header.

(Clark 2008). In addition, it is possible to specify a target
bit-rate parameter (rate) to set an upper limit on the output
storage size. This is done via the post-compression rate al-
location, in which the compressed blocks are passed over to
the Rate Control unit. The unit determines how many bits of
the embedded bit stream of each block should be truncated
to achieve the target bit rate—aiming to minimise distortion
while still reaching the target bit-rate (Kitaeff et al. 2015).
Peters & Kitaeff (2014) show that the code block size and

precincts size had no effect on both compression and sound-
ness of their spectral cube data. Therefore, we have bypassed
these parameters for this evaluation. Vohl et al. (2015) show
that the combined use of Qstep and a high Clevels value
can increase the compression ratio while preserving a sim-
ilar root-mean-squared-error, as the wavelet decomposition
levels increase for a similar quantisation step size. However,
we do not increase Clevels from the default value of 5 in the

context of DWF. An increased Clevels value requires a larger
amount of random access memory—as more level of wavelet
decomposition are being processed—which would penalise
us while we aim to reduce the weight of the compression on
the overall computation at CTIO.

4 EFFECT OF LOSSY JPEG2000 ON THE DWF
SCIENCE PIPELINE

In this section, we evaluate the effect of using lossy
JPEG2000 as part of the DWF science pipeline. In partic-
ular, we present an experiment evaluating how the different
levels of compression affect the process of transient finding
with the DWF science pipeline. Finally, we report on trans-
mission time recorded during the O2 and O3 run.

4.1. Effect on transient search

While we note that all raw data for DWF is archived and can
be evaluated at a later time, it is nevertheless important to
evaluate how lossy JPEG2000 affects the process of finding
transients for the near real-time analysis. As DWF uses a
custom pipeline, we use it integrally in this experiment. We
refer the reader to Andreoni et al. (2017) for details on the
Mary pipeline, based on image subtraction techniques, and
its candidate selection parameters. Furthermore, to provide a
realistic case study (e.g. instrumental noise characteristics),
we use raw images obtained with DECam during the DWF
O2 run as the starting point of the experiment. The results of
this study finds no significant loss of transient detection at
all brightnesses relevant to the DWF survey to compression
ratios ∼25:1.

4.1.1. Methodology

We select three raw FITS images from DECam obtained on
2016-08-02, between 09:22:05UTC and 09:42:08UTC (post
exposure time). While it would be possible to identify tran-
sients within these images directly, it would also be a diffi-
cult task to assess their reliability and intrinsic parameters—a
task that we reserve for future DWF papers. Instead, weman-
ually inject artificial transient sources for which we know the
characteristics in advance (e.g. flux, position, point spread
function). We set the range of injected sources between mag-
nitudes 17 (brightest) to 26 (faintest) to probe the detection
limits of the survey—which is expected to have a minimum
source detection magnitude of ∼22.3–22.5 for these images.
All three images are used as a set for transient detection. In

addition, an image taken on 2016-07-28 and processed using
the DECam Community Pipeline (Valdes, Gruendl, & DES
Project 2014) is used as template. Transients are added to
every image in the set. For each CCD in the set, we inject
273 sources (2D gaussian) drawn from a uniform distribu-
tion of magnitudes. The range is split into bins of 0.1 mag,
corresponding to threes sources per magnitude bin. Sources
locations are allocated randomly, while avoiding a 75-pixel
border around the edge of the CCD—to avoid being cropped
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Figure 5. Schematic diagram of the experiment setup. Three images taken at different epochs form a set. Transients are added
to each image of the set, using the same sky coordinates in all three images. Images of the set are coadded (median stacking)
to better detect the transients, and to eliminate cosmic rays—reflecting a transient lasting longer than three images worth of
time (about 120 s). Difference imaging is then applied between the stacked image and a template image, resulting in a residual
image. Transient detection is applied on the residual image using the Mary pipeline, which outputs a transient candidates list.
This list is cross-matched with the list of injected sources to evaluate the completeness. We note that a loss in completeness
will naturally occur when sources fall onto bright sources, making its detection difficult or impossible.

out during the alignment process. Sky coordinates are pre-
served throughout all images (e.g. a given source is found at
the same location in all images). Sources are generated using
the make_gaussian_sources function of the photu-
tils package (Bradley et al. 2016), an affiliated package of
astropy (Astropy Collaboration et al. 2013).
Each image is compressed at several fixed compression

ratio, ranging from 5:1 to 100:1, with a step of 5. To do so,
we set the ‘rate’ parameter to the ratio between the original
BITPIX value of the 32-bit image to the desired compression
ratio (D# ∈ [5, 10, 15, ..., 90, 95, 100]):

rate = BITPIX

D#
. (2)

For each level of compression, we proceed with the
initial processing steps of the pipeline (Section 2). The three
images in the set are calibrated, aligned, and coadded (image
stacking) to better detect the transients, and to eliminate
cosmic rays—reflecting a transient lasting longer than three
images worth of time (about 120 s). The stacked image is
used for difference imaging with the template image. Finally,
we cross-match the Mary pipeline’s candidate list with the
list of positions for the injected sources. In this context, we
define the transient finding completeness c# for compression
ratio #:1 as

c# = NM,#

NI
, (3)

where NM,# is the number of sources found by Mary for a
file compressed at a ratio of #:1, and NI is the number of
transients injected. We normalise c# by comparing it to the
completeness obtained with the original data c1 (never com-
pressed) to avoid reporting biases incoming from the source

finder that are unrelated to this work. Therefore, we report
the normalised completeness C# for compression ratio #:1 as

C# = c#
c1

. (4)

An overview of the different steps of the experiment is
shown in Figure 5.

4.1.2. Results

Figure 6 shows the normalised completeness as a function
of magnitude for the different compression ratios. The four
panels split the compression ratios into groups of five (i.e.
the first panel shows results for compression between 5:1
and 25:1 inclusively, the second panel shows results between
30:1 to 50:1, and so on). Results are limited to cases where a
completeness �0.5 was found by the Mary pipeline for the
original data (never compressed)—which eliminates data be-
low our detection threshold (i.e. down to source magnitudes
of ∼22.5).
A normalised completeness of 1.0 indicates that compres-

sion had no effect on the process of finding transients com-
pared to working with original data (never compressed). Re-
sults above and below this line show that compression af-
fected the findings positively (more transients were correctly
identified) or negatively (less transients were identified), re-
spectively.
As expected, as the compression ratio increases, the num-

ber of sources missed by the source finder also increases.
In general, fainter sources are more affected by compres-
sion than brighter sources, while the brightest sources are
the least affected overall. This is noticeable when comparing
the slopes of the distributions, increasing in steepness as the
compression ratio increases. We find that compression up to
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Enabling Remote Search for Fast Transient Events 7

Figure 6. Normalised completeness as a function of magnitude for all evaluated compression ratio [Equation (4)]. A normalised completeness of
10° indicates no difference in transient finding results between the compressed and never-compressed data. Results above and below this line show
that compression affected the findings positively or negatively, respectively. Results are limited to cases where completeness on original data was
�0.5 (i.e. down to magnitude ∼22.5).

about ∼25:1 has a negligible effect on the process of finding
transients, and only a small affect for the faintest magnitude.
This result can be further confirmed by looking at the mean
normalised completeness.
Figure 7 shows the mean normalised completeness as a

function of compression ratio. In addition, the error bars in-
dicate the 95% confidence interval, defined as

ε = 2σ√
N

, (5)

where σ is the standard deviation, and N is the number of
sources used to evaluate the normalised completeness. The
black markers show the overall mean value per compression
ratio. Results show that a compression up to 35:1 provides
on average a normalised completenesses �95%, and �90%
for a compression ratio up to 40:1.
Figure 7 also shows the mean normalised completeness

for three magnitudes ranges. Specifically, the red markers
indicate the mean for magnitudes between 17 and 19, the
green markers for magnitudes between 19 and 21, and the
blue markers for magnitudes between 21 and 23. Breaking
downmagnitude range thiswayhighlights howbright sources
(mag = 17–19) are less affected by compression than the
faintest sources (mag = 21–23), where the mean normalised
completeness decreases faster for fainter sources. In all cases,
however, results show that a relatively high compression ratio
of 30:1 has minimal impact on source finding, where sources
of magnitudes between 21 and 23 show a mean normalised

completeness >95% in the DECam images as compared to
source identification in non-compressed data.
Another concern is that the time savings gained due to the

usage of lossy compression may be diminished if a signifi-
cant number of false positives sources are detected (requiring
human validation) compared to our fiducial baseline. From
this experiment, we find the total number of identified sources
to be within �5–8% of those found without compression at
compression ratios of �35:1, and an increase up to <20% at
higher compression ratios. Furthermore, during an observa-
tion run, the behaviour of the transients will further ‘clean’
the data of any false positive detection from compression.
DWF only triggers other telescopes on transient sources with
∼30min to h duration. Therefore, a transientmust be detected
in multiple images (more than three images) to be considered
a true candidate by the campaign.
From these results, we estimate that utilising lossy

JPEG2000 compression with a compression ratio up to 25:1
enables theDWF team to efficiently retrieve transient sources
within the detection limits of the survey without significant
loss. These results are in agreement with those obtained by
Peters & Kitaeff (2014).

4.2. Timing

In this section, we evaluate how compression acceler-
ates data transmission from CTIO (Chile) to the Green II
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8 Vohl et al.

Figure 7. Mean normalised completeness and 95% confidence interval as a function of compression ratio. Results are limited to cases where
completeness on original data was �0.5.

supercomputer (Australia). We evaluate the speed-up factor
in data transfer time, in addition to compression and decom-
pression time. Timing data was recorded for a total of 13 081
files during the O2 (year 2016) and O3 (year 2017) observa-
tion runs.Wefind that the speed-up factor in transfer time out-
weigh the compression and decompression time—validating
the decision of integrating lossy data compression as part of
our pipeline.

4.2.1. Estimation of the data transfer acceleration

For each file transferred (using the unix command scp), we
record the size of the compressed file and the transfer time.
From these two measures, we evaluate the compression ratio
as defined by Equation (1), where sizeo is equal to 1 184MB.
We also evaluate the transfer rate, defined as

r = sizec
t

, (6)

where sizec is the size of the compressed file (MB), t is the
transfer time (s) of the compressed file, and r is the trans-
fer rate (MB s−1). The compression ratio, transfer time, and
transfer rate distributions for each day of the O2 and O3 ob-
servation runs are provided in Figure 8. Compression ratio
was varied by the team during each run to provide data with
visual quality as high as possible,while providing fast enough
transfer time. As the transfer rate varies during an observa-
tion run, we proceed with the following method to evaluate
the speed-up factor provided by compression.
For each transferred file, we estimate the transfer time t̂ (s)

that would have been required without compression, assum-

ing the transfer rate at the time of transmission:

t̂ = sizeo
r

. (7)

Using t̂ , we estimate the speed-up factor ŝ for a given file,
defined as

ŝ = t̂

t
, (8)

Similarly, we estimate the saved transmission time θ̂ (s) for
this file:

θ̂ = t̂ − t . (9)

Figure 9 shows the mean estimated speed-up factor ŝ
and 95% confidence interval [Equation (5)] as a function
of compression ratio. The summary of results obtained
during the O2 and O3 runs are shown in Table 2. From
these results, we note a linear relation between compres-
sion ratio and the estimated speed-up factor. During the
two observation runs evaluated (O2 and O3), we obtained
a mean compression ratio of 13:1 (targeted ‘on-the-fly’ by
the team), which provided a mean estimated speed-up factor
of 13.04—equivalent to an estimated 14.60min saved per file
transfer.

4.2.2. Compression and decompression time

We also recorded the time required to compress the data
at CTIO during both runs. Compression was performed on
the observer computer at CTIO. The computer includes an
ASUS P6X58D LGA 1366 motherboard with 24 GB of
DDR3 1600 memory, an i7-950 quad core processor in
the LGA 1366 form factor, and 3 TB of hard disk drive
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Enabling Remote Search for Fast Transient Events 9

Figure 8. Box and whiskers plot showing distributions of transfer rate (MB s−1, top panel), transfer time (s, central panel), and compression ratio
(:1, bottom panel) obtained during each day of the O2 (2016) and O3 (2017) runs. The median (line) is within the box bounded by the first and third
quartiles range (IQR = Q3 − Q1). The whiskers are Q1 − 1.5 × IQR and Q3 + 1.5 × IQR. Beyond the whiskers, values are considered outliers
and are plotted as diamonds. We note that transfer rate varied greatly from day to day. Compression ratio was varied by the team during each run
to provide data with visual quality as high as possible, while providing fast enough transfer time.

(HDD) for storage. We note that compression is only one of
many processes running on the observer computer—where it
is common tohavemultiple internet browserwindowsopened
onto SISPI7 (the DECam software), weather stations, etc., in
addition to any other software used by the observer. We ob-
tain a mean, median, minimum, and maximum compression
time of 42.49, 37.75, 33.27, and 84.81 s, respectively, with a
standard deviation of 9.95 s.

7 https://des.mps.ohio-state.edu/Tools/sispi_main.htm

Decompression is performed on the Green II supercom-
puter. Contrary to the experiment performed by Vohl et al.
(2015)—which proceeded with decompression on the Lustre
File System8 directly—we perform the decompression via
the local storage of Green II (using PBS_JOBFS) to obtain
fast read and write access to HDD storage. We obtain a mean
and median of 1.82 s, minimum of 1.57 s, and maximum
of 1.86 s, with a standard deviation of 0.03 s. This timing

8 Lustre File System, [online]. Available: http://www.lustre.org.
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10 Vohl et al.

Table 2. Summary of transmission timing results for the combined (Both) and individual (O2, O3) observation
runs. Columns show compression ratio (#), transfer rate (r), estimated speed-up factor (ŝ), and estimated transfer
time saved (θ̂ ). Rows show minimum, maximum, mean, median, and standard deviation of the distribution.

#:1 r (MB s−1) ŝ θ̂ (min)

Both O2 O3 Both O2 O3 Both O2 O3 Both O2 O3

Min 5.02 5.02 6.00 0.08 0.08 0.39 5.02 5.02 6.01 0.10 0.10 4.76
Max 53.82 53.82 15.00 170.00 170.00 3.46 53.82 53.82 15.58 250.01 250.01 46.14
Mean 13.00 13.18 10.45 5.09 5.32 1.61 13.04 13.18 11.01 14.60 14.71 13.02
Median 10.21 10.12 11.00 2.05 2.11 1.44 10.21 10.12 11.72 8.74 8.41 12.43
Std 7.26 7.46 1.80 13.56 13.97 0.66 7.25 7.46 1.82 20.93 21.58 5.26

Figure 9. Mean estimated speed-up factor (ŝ) and 95% confidence interval as a function of compression ratio for 13 081 files transferred during the
O2 run (2016) and O3 run (2017).

represents the decompression of a single CCD. Therefore,
one needs to cumulate the time for all the 57 CCDs. However,
as this is performed in parallel on Green II , this cumulated
time does not reflect user wait time.

5 DISCUSSION

For projects dealing with very large datasets, a perfect sce-
nario would be that all data processing would be done on
site at the data acquisition location, with minimal data move-
ment. However, as it is still common for international teams
to post-process their data on local computing and super-
computing resources, the need to transfer data is unlikely
to be removed completely on short timescale. In this context,
lossy compression provides faster data transfer to execute
science otherwise not possible in fast targeted timescales, in-
cluding the near real-time data processing required for the
DWF survey.

While the addition of lossy compression to the science
pipeline of DWF introduces an additional need for care by
the team, the discovery of potential transients, including
supernova shock breakouts, off-axis GRBs, counterparts to
FRBs and gravitational waves, and other highly sought-after
sources, along with flare stars, cataclysmic variables, X-ray
binaries, etc., highlight its ability to accelerate discovery in
time-critical scenarios.
As the steps between data acquisition and transient con-

firmation are dependent on one another, the transfer time
speed-up factor provided by data compression reduces the
overall time before a trigger can be sent to other observa-
tories. Further comparative investigation of the process of
transient finding—comparing results obtainedwith andwith-
out lossy compression—should provide insights on the ne-
cessity of using raw data.
During run O2 and O3, file transfer to Australia was faster

than the rate in which the data could be processed using the
version of the reduction pipeline used at that time. Hence,
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Enabling Remote Search for Fast Transient Events 11

the compression ratio was manually set by a member of the
observatory team at CTIO, using the Qstep parameter in or-
der to regulate transfer time. Regulation considered current
empirical internet speeds and data processing status in Aus-
tralia. Doing so, creates data with the highest visual qual-
ity as possible, while providing the necessary fast transfer
time. During O2 and O3, the team aimed for transfer time
∼1–2 min. A compression ratio �20:1 was judged to be a
comfortable upper limit for transfer time, and a safe choice
in term of loss and visual quality.
The timing results show however that transfer rates can

vary significantly during an observation run, and hence,
the compression ratio is not the only factor that influ-
ences the total transfer time. Future work should evaluate
methods to automatise the compression parameters selec-
tion (e.g. Qstep, CLevels) to provide the minimal loss for
a targeted bit rate selected for a targeted optimal transfer
time (based on criteria defined by the team). Future in-
vestigation to further accelerate data transmission should
consider tracking individual packet transmission to identify
bottlenecks.

6 CONCLUSIONS AND FUTURE WORK

When considering the three Vs of ‘Big Data’ (variety, vol-
ume, velocity), volume and velocity have a direct impact
on modern astronomy endeavours, such as time domain sci-
ence. In recent years, the DWF initiative—a collaborative,
remote, and time-critical observation programme—has been
detecting and identifying, in near real-time, fast transient
events on millisecond-to-hours timescales using DECam and
∼20 other telescopes. Data files generated with DECam are
large (∼1.2 GB per FITS file) and the high volume of short-
exposure images provide data of imposing size.
To search for transient candidates in near real-time imposes

computational requirements exceeding the processing capac-
ity available on-site at the observatory in Chile. Instead, data
files need to be constantly transmitted to the Green II super-
computer in Australia for post-processing, source finding, vi-
sualisation, and analysis. To reduce the stress imposed by the
transmission of large amount of raw data, we integrate lossy
data compression as part of the science pipeline—keeping in
mind that raw data is archived and can be evaluated at a later
time.
In this paper, we present an evaluation of the impact of

lossy JPEG2000 on the DWF pipeline. In particular, we es-
timate that the compression ratio is linearly related to the
speed-up factor. In particular, the average measured file com-
pression ratio of ∼13:1 during two DWF observation runs,
resulted in a mean estimated speed-up factor of 13.04. In ad-
dition, we find that the speed-up factor outweighs the added
compression and decompression time.
We also presented an experiment evaluating the impact of

lossy JPEG2000 on the process of finding transient sources.
We find that utilising compression ratios up to 30:1 will en-
able transient source detection to the detection limits of the

survey with negligible efficiency losses, and ∼10–15 min
saved per file transfer—enabling rapid transient science that
would otherwise not be possible. These results validate the
choice of integrating lossy data compression to accelerate the
overall DWF scientific pipeline.
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OBSTYPE =
{

bias, if OBSTYPE = zero
domeflat, if OBSTYPE = dome flat

(A1)

RDNOISE = 1

2
× (RDNOISEA + RDNOISEB) (A2)

GAIN = 1

2
× (GAINA + GAINB) (A3)

SATURATE = min(SATURATA,SATURATB) (A4)

PASA, 34, e038 (2017)
doi:10.1017/pasa.2017.34

https://www.cambridge.org/core/terms. https://doi.org/10.1017/pasa.2017.34
Downloaded from https://www.cambridge.org/core. Swinburne University of Technology, on 13 Sep 2017 at 03:42:54, subject to the Cambridge Core terms of use, available at





7
Conclusions and future directions

In this chapter, I summarise outcomes presented throughout this thesis, and propose

future avenues of research. The research presented in this thesis revolved around data-

intensive challenges of the Petascale Astronomy Era, which I categorised into three primary

sets of problems: (1) data processing, visualisation and analysis, (2) data storage, and

(3) data transfer. In Section 7.1, I summarise results presented in Chapters 3, 4, 5,

and 6, outlining the technical advancements, the scientific results, and their implications.

Finally, in Section 7.2, I propose research avenues to further advance scientific practices

and accelerate discovery in astronomy.

7.1 Summary

Astronomy has grown to become a petascale enterprise, rapidly heading towards the ex-

ascale and beyond. This transformation imposes important data-intensive challenges that

require attention. The rapid evolution of various instruments, facilities, and computer

hardware — often pooled into supercomputers — resulted in an important growth both

in term of data volume and data velocity.

Current large-scale observational and theoretical surveys can involve individual files or

sets of files of the order of TB to PB — which in some cases is planned to be generated

on a daily basis, where datasets are expected to reach the order of EB.

The stress imposed on current discovery workflow by datasets of this magnitude rep-

resents an important motivation to conduct research in a number of e-Research branches

in astronomy, including astroinformatics, scientific visualisation, and algorithmics. In this

thesis, I investigated four scientific questions in relation to these data-intensive challenges.

In the following, I summarize each chapter in relation to the research question that moti-

vated it.

133



134 Chapter 7. Conclusions and future directions

Question 1. How can classical visualisation and analysis methods be enhanced

to meet the requirements of Big Data spectral cube surveys?

In Chapter 3, I investigated how to perform visualisation and analysis on large samples

of spectral cube data collaboratively and efficiently. Starting from the idea that classi-

cal desktop-based visualisation and analysis methodologies are inefficient in large-scale

spectral cube surveys, a list of ten requirements for a visualisation and analysis frame-

work was formulated. From this list, I presented a thorough literature review relative to

comparative visualisation, immersive environments, and human computer interaction, and

identified unexplored avenues required in the context of large-scale spectral cube surveys.

In particular, I noted that previous research primarily focussed on rendering a visualisa-

tion seamlessly over multiple displays. In cases involving comparative visualisation, the

emphasis was set on enabling interaction with the visualisation space.

As my focus was to accelerate visualisation-led discovery and analysis in data cube

surveys, I considered the integration of visualisation and analysis into a unified framework

that enables collaboration. In particular, I presented the design and implementation

of a large scale visual analytics framework called encube to support collaborative data

inquiry. The encube framework provides a means to move beyond classical visualisation

and analysis methods, where one spectral cube is evaluated at a time by one astronomer.

The framework better takes into account spectral cube surveys requirements that deal with

large samples of files — including mechanisms for qualitative, comparative, quantitative,

as well as collaborative approaches. The encube framework is the first of its kind in

astronomy. The framework’s code is distributed as open source, is well documented in

Chapter 3, and is available for anyone to download, modify, and contribute.

The framework can employ tiled-displays like the hybrid 2D and 3D immersive CAVE2

environment for collaborative analysis of large subsets of data from surveys. With an en-

vironment like the CAVE2, a clear advantage comes from the possiblity to dynamically

visualise, arrange, compare, and query ∼100 spectral cube at a time in a synchronized

manner. The entirety of the display units of the CAVE2 can be controlled using a touch-

based controller that communicates with a central manager. Additionally, the concepts

of ‘Single Instruction, Multiple Views,’ and ‘Single Instruction, Multiple Queries’ reduces

the amount of interaction required by the user. The framework is also portable to stan-

dard desktops, providing a seamless visual analytics experience that is independent of the

display ecology.

To help researchers stay organised during the discovery process, encube includes dif-
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ferent documentation features. The framework integrates the concept of workflow serial-

ization: the generation of metadata about user interactions with the system (Vohl et al.,

2017b). The documentation of the discovery workflow is key for synchronous and asyn-

chronous collaboration. For instance, a team working in the CAVE2 can review steps

taken throughout a session. Moreover, it is possible to share the workflow serialization

data with other members located elsewhere, and working on their own schedule. This

way, they can also revise what steps were taken by the local team. Finally, workflow data

enables researchers to continue the work began in an immersive environment once back at

the desktop.

This work opens new ways to collaboratively investigate large datasets, providing an

additional alternative research methodology. It presents a clear opportunity to accelerate

several steps of the discovery workflow in projects dealing with data incoming from facil-

ities like the SKA and its pathfinders.

Question 2. How can we exploit the graphics pipeline to introduce new

domain-specific visualisations of spectral cube data and accelerate common

pre-processing algorithms?

In Chapter 4, I investigated the use of graphics shaders to accelerate exploration and

enhance comprehension of spectral cube data. Beyond classical 2D visualisations like

channel and moment maps, ray-tracing volume rendering allows astronomers to inspect

spectral cubes as a whole. While a large-scale framework can accelerate the evaluation of

large subsets of data, there is a need to enhance features of interest at a single visualisation

level. Highlighting features of interest in a visualisation can help scientists to identify

variations on a global scale in an environment like the CAVE2. However, transfer functions

classically used with ray-tracing volume rendering only provide information about the

overall intensity distribution — similar to the zeroth moment map.

With this limitation in mind, I proceeded with the first thorough examination of the

potential of graphics shaders to accelerate astronomy visualisation. Graphics shaders rep-

resent an opportunity to develop custom colouring methods for volume rendering. More-

over, graphics shaders can be used to compute functions at run-time. Through the coding

framework of graphics shader, I introduced new transfer functions specifically tailored for

exploratory visualisation and analysis of spectral cube data, and showed that common pre-

processing algorithms can be computed on-the-fly alongside visualisation. The transfer

functions introduced go beyond overall intensity by adding visual cues to spatial and

velocity information in 3D space.
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To design the transfer functions, I used specific domain knowledge to provide transfer

function that is rooted in classic astronomy visualisation (e.g. moment maps) – which

could not have been done easily by simply re-tooling existing Computer Graphics ap-

proaches to work on a new domain data set.

In particular, I presented, for the first time, a transfer function producing the 3D

equivalent of the first moment map. These transfer functions provide a quick visual cue

about the velocity field. I have integrated this colouring method into the encube frame-

work, highlighting how colouring can help visual comparison of velocity and morphologies

in an environment like the CAVE2 (shown in Figure 2.1). Additionally, I introduced a

generalization of this “first moment” transfer function, based on the RGB cube. The

RGB transfer function provides information about all three dimensions at once (spatial

and spectral dimensions) – reducing the need to rotate the spectral cube to gain an un-

derstanding of the localisation of a feature of interest in 3D space.

Furthermore, I showed that the GPU and graphics shaders can provide fast compu-

tation of these transfer functions. In fact, graphics shaders can compute common pre-

processing algorithms such as filtering, smoothing, and calculate an emission line ratio

between two cubes on-the-fly. Finally, I showed that these new shaders can be computed

on a range of modern GPUs, including running the computation remotely on a cloud

infrastructure. This approach opens new ways to interactively explore spectral cubes in

order to find parameters of interest to be used in further quantitative investigation of the

data, such as modifying the smoothing kernel size for source finding.

In my tests, I primarily used an isotropic kernel for computing the Gaussian smooth-

ing. Anisotropic kernels could be computed, instead, which would allow “edges” to be

highlighted. While we tend to visualise diffuse objects in astronomy, these kernels can

enable finding features like filaments or very faint features to be identified. For example,

see Punzo et al. (2016) for implementation and usage of such a kernel.

The intensity clipping shader presented in this work can have an effect on visualising

spectral cube data with high dynamic range. The proposed shader is a hard threshold –

meaning that anything outside of the threshold will not be considered in the final image.

Therefore, by using intensity clipping, it is possible to lose features that would be lying at

either end of your dynamic range. However, the algorithm is fast to compute, and can be

manipulated at run-time. Like all shaders presented in this work, it represents an extra

tool that can be use interactively to explore the data.

Using the thousands of parallel cores of modern GPUs can reduce the problem of

computing moment maps from quadratic to linear time — a considerable improvement
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over serial computation methods. It is worth noting that work by Bernard Meade and

the visualisation group at Swinburne have been conducting a task-based user experiment

with astronomers to evaluate the usability of shwirl both on a local machine and on a

cloud environment (remote access to visualisation). Early results points to the fact that

users had no major issues with performance in both scenarios.

This work suggests that custom transfer functions and shaders can play an important

role in the development of future visualisation and analysis astronomical software of the

Petascale era. The code created for this research is distributed as the open source project

shwirl. The code is well documented in Chapter 4, and is available for anyone to down-

load, modify, and contribute.

Question 3. Can lossy JPEG2000 data compression be safely utilised to store

more data from Big Data survey projects?

In Chapter 5, I evaluated the role data compression can play in the Petascale Astron-

omy Era, using the 27 TB dataset of GERLUMPH as a case study. As the GERLUMPH

dataset is anticipated to grow up to two orders of magnitude, bringing it far beyond avail-

able storage capabilities on the gSTAR supercomputer, this dataset represents an ideal

opportunity to evaluate data compression.

To investigate this question, I proceeded with a thorough comparative evaluation of

several lossless data compression schemes readily available on most Linux environments.

Results showed that none of these schemes provided compression ratios that would signif-

icantly reduce the required storage size. Following on studies by Peters & Kitaeff (2014)

and Kitaeff et al. (2015b), I presented the first investigation of the JPEG2000 standard

for use with data generated in numerical simulation. The JPEG2000 standards include

mechanisms for lossy compression.

In my experiments and for the first time, I investigated lossy JPEG2000 to compress

numerical simulation data — in particular, magnification map data. Lossy compression

was employed in a near-lossless compression range, where the introduced loss is below a

threshold set a priori. I compared results of the two main techniques of quasar microlensing

— namely the single-epoch imaging technique and the light curve technique — finding

that JPEG2000 can deliver much higher compression ratios for magnification maps than

its lossless counterparts while keeping a low level of introduced errors. Moreover, it is

worth noting that in the case of convolved magnification maps (floating point data), the

compression ratios obtained were surprisingly high — highlighting how, in specific cases

where data is highly redundant, lossy JPEG2000 can represent 2D data well with only a
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small number of bits.

This study showed that lossy compression can be a suitable candidate to reduce limita-

tions provided by storage facilities, even when dealing with simulated astronomical data.

The high compression ratios obtained in the study would allow us to comfortably lossy

compress 2.7 PB of data from the next phase of GERLUMPH to less than a TB without

corrupting future science use.

Question 4. Can lossy JPEG2000 data compression safely accelerate data

transmission in time-critical remote observation campaigns?

In Chapter 6, I investigated how to accelerate data transmission over a network through

limited bandwidth. Data volume and data velocity have a direct impact on modern time

domain astronomy activities. In collaborations searching for fast transient events, a com-

mon constraint relates to the need to rapidly process data, so as to react quickly if an

event of interest is identified. In these situations, it is common to require computation ex-

ceeding the available computation power at a given observatory. Therefore, it is necessary

for teams to transfer data from the observatory to a supercomputer for post-processing,

data analysis and visualisation. Data transfer over limited bandwidth represents a major

bottleneck.

To this end, I presented the first evaluation of the impact of lossy JPEG2000 to ac-

celerate data transfer in the context of DWF — a collaborative, remote and time-critical

observation program. From my experiments, I estimated that the compression ratio is

linearly related to the transmission speed-up factor, and found that the speed-up factor

outweighs the added compression and decompression time to the overall scientific pipeline.

Additionally, I presented the first evaluation of the impact of lossy JPEG2000 on the

process of finding transient sources. The experiment utilised 3 images from DECam to

mimic the way the DWF team proceeds during an observation campaign, where median

stacking of epochs provides a sufficient SNR for transient detection. Furthermore, the

image sample does not really only contain 3 images, as each image from DECam is in fact

nearly 60 images (one image per CCD). By injected 1000 artificial sources per CCD, this

provided a statistical sample of ∼ 60 × 1000 sources.

It is worth noting that when creating the transient sources image, Gaussian sources

were mixed with Gaussian noise before the final addition to the DECam image. By adding

Gaussian noise, it better mimics the actual error in the acquisition CCD. Furthermore,

we note that injected source coordinate have to be carefully positioned to match after

image alignment. To cope with this issue, we selected three images with negligible pixel
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separation.

Results showed that utilising compression ratios up to 25:1 will enable transient source

detection to the detection limits of the survey with negligible efficiency losses. During the

previous observation campaigns, the DWF team opted for the safe choice of compressing

files to a factor around 10:1 to 15:1, saving about 10 to 15 minutes of transfer time per

file.

The integration of lossy data compression into the DWF science pipeline has enabled

rapid transient science that would otherwise have been difficult to achieve with current

technology. For example, during the 2016 DWF observing campaign, from the 22,643

near real-time transient detections of the Mary pipeline (Andreoni et al., 2017), and the

scrutiny of the inspectors and analysts (Meade et al., 2017), thousands of rising transient

events provided targets for follow-up spectroscopy (Jeffrey Cooke, Private Communica-

tion). From these detections, two near real-time follow-up triggers were sent to Gemini

(both were observed), five to SALT (three were observed), and about a thousand targets

to the AAT (a few hundred were observed) for transient or host galaxy spectra. All this

data is currently under further analysis by the DWF team, and discoveries of events of

interest are to be announced in the near future.

7.2 Future directions

While important progress has been carried forward with the work presented throughout

this thesis, it only represents the beginning of a wider exploration for methods to enable

science in the Petascale and Exascale era — may it be extending and optimising existing

methods, or imagining new ones. Moreover, e-Research in astronomy should not be shy

on experimenting with new concepts and technologies.

For instance, a new collaborative methodology was proposed in this thesis to rapidly

stream through large sets of multidimensional data — presenting the design, and the

implementation of a large-scale visual analytics framework. This only represents a first

step towards amelioration of workflow in large-scale astronomical ventures.

In the next steps, user studies should be conducted. This will provide important

information about pros and cons of the design, help guide future software development,

and motivate further investments in display technology. Moreover, user studies can provide

insights about how astronomers approach difficult problems in new working environments,

like large-scale immersive environments. This provides research opportunities not only for

astronomers, but for researchers in various fields like cognitive science, human-computer

interaction, visual analytics, and psychology.



140 Chapter 7. Conclusions and future directions

Furthermore, it is advisable to evaluate design requirements to standardise workflow

metadata, which results of user studies can provide. Such a standard would facilitate the

action of sharing and integrating metadata generated by frameworks like encube with other

visualisation and analysis software. Discussions related to this standardisation process

could be elaborated as part of VO standards to maximise their usability.

Future research should investigate how to incorporate head-mounted displays into

encube. Integrating head-mounted displays to the framework would provide a sensible

way to continue exploration at the desktop while retaining the ability to explore large

datasets in an immersive manner, and if possible, collaboratively.

With next generation facilities like the SKA and its pathfinders, many current software

solutions will not suffice to visualise datasets as a whole. Hence, despite the important

computational power available within an environment like the Monash CAVE2, there will

be situations where extra computational resources will be required (Vohl et al., 2017b).

To cope with spectral cubes of terabyte (TB) scale (e.g. APERTIF and ASKAP cubes),

it would be advisable to evaluate effective ways to integrate distributed visualisation and

analysis framework like GraphTIVA (Hassan, 2012) into encube, and investigate further

the use of cloud resources to provide computation resources on-demand.

Apart from computational resources and distributed algorithms for tera-scale data

and beyond, future work should evaluate ways to mix large-scale visual analytics frame-

works with intelligent systems. For example, it was discussed in Chapter 3 that machine

learning could be incorporated into the encube workflow to help characterise data prior

to visualisation, and help guide the discovery process. Such an integration could provide

novel workflow methodologies where researchers and computers collaborate towards better

characterization of features in dataset, quick labeling for supervised learning, hypothesis

confirmation, and more.

I evaluated the role that graphics shaders, and in particular the fragment shader,

can play to accelerate computation in future astronomical software. The fragment shader

is only one part of the whole graphics pipeline. Future research should consider what can

be achieved by exploiting other parts of the pipeline, like the geometry and tessellation

shaders. Such shaders could help diminish stress on computation by proceeding with

adaptive calculations based on camera position (e.g. high precision for sections of data

close to the camera, and lower precision for sections further away) — likely to provide

faster rendering.

Furthermore, with the recent advancement in CPU technology like the Xeon Phi ac-

celerator by Intel, it seems natural to put research towards the development of application
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capable of utilising whichever resource is available. Hence, research in the development of

clever hybrid CPU-GPU applications (e.g. Varbanescu & Shen, 2016), utilising the most

appropriate resource at the right moment to provide superior computing speed should be

considered.

Recent development in data compression showed that it is possible to utilise machine

learning to provide high lossy compression ratios while providing high visual quality (e.g.

Rippel & Bourdev, 2017). These new techniques that integrate generative adversarial net-

works (Goodfellow et al., 2014) to optimise compression schemes in real-time are extremely

promising. Astronomers should consider evaluating the potential of these new techniques

to optimise current science pipelines.

Finally, concepts presented throughout this thesis are in fact all parts of what forms

the new reality of Big Data astronomical research. Future work should integrate these

techniques, along with others, into what would constitute a professional visual analysis

system capable of handling data as it grows in volume and velocity. The astronomical

society as a whole can only profit from such a merging event.
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